

    
      
          
            
  
Welcome to ArchiveBox!


	Just getting started?
	Check out the Quickstart guide.



	Need help with something?
	Open an issue on Github [https://github.com/ArchiveBox/ArchiveBox/issues] or chat on Zulip [https://zulip.archivebox.io].



	Want to join the community?
	See our Community Wiki [https://github.com/ArchiveBox/ArchiveBox/wiki/Web-Archiving-Community] page.





[image: ArchiveBox Logo]


ArchiveBox


“The open-source self-hosted internet archive.”




Website [https://archivebox.io] | Github [https://github.com/ArchiveBox/ArchiveBox] | Source [https://github.com/ArchiveBox/ArchiveBox/tree/dev] | Bug Tracker [https://github.com/ArchiveBox/ArchiveBox/issues]

mkdir my-archive; cd my-archive/
pip install archivebox

archivebox init
archivebox add https://example.com
archivebox info
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ArchiveBox Documentation





📖 Use the sidebar on the right to browse documentation topics ➡️

(Expand the Pages section to 🔍 Search for a specific term)



📚 If you need help or have a question, you can:


	💬 Chat with us on our Public Zulip Server [https://zulip.archivebox.io]


	🐞 Open an issue or feature request [https://github.com/ArchiveBox/ArchiveBox/issues?q=is%3Aissue+is%3Aopen+sort%3Aupdated-desc] in our bug tracker


	💠 Reach out to me on Twitter @ArchiveBoxApp [https://twitter.com/ArchiveBoxApp] or @theSquashSH [https://twitter.com/theSquashSH]







[image: CLI Screenshot]
[image: Desktop index screenshot]
[image: Desktop details page Screenshot]

Readme | Demo | Quickstart | Usage | Community





🏛️ Need professional support? Hire Us [https://docs.sweeting.me/s/archivebox-consulting-services] 💬



✨ Or donate to support open-source development ✨

[image: ] [https://hcb.hackclub.com/donations/start/archivebox] [image: ] [https://github.com/sponsors/pirate] 



ArchiveBox operates as a US 501(c)(3) nonprofit FSP, donations are tax-deductible.
(fiscally sponsored by HCB EIN: 81-2908499)



The name ArchiveBox™️ is trademarked in the US and you can find the ArchiveBox brand kit here.





            

          

      

      

    

  

    
      
          
            
  

ArchiveBox
Open-source self-hosted web archiving.



▶️ Quickstart | Demo | GitHub | Documentation | Info & Motivation | Community
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Quickstart





▶️ It only takes about 5 minutes to get up and running with ArchiveBox.

ArchiveBox officially supports [https://github.com/ArchiveBox/ArchiveBox/wiki/Install#supported-systems] macOS, Ubuntu/Debian, and BSD, but likely runs on many other systems.  You can run it on any system that supports Docker and/or Python. Windows is not supported unless you run it inside Docker Desktop, Docker in WSL2, or WSL2.

For more detailed Docker and Docker Compose-specific instructions, see the [[Docker]] page.




1. Set up ArchiveBox

Follow the README Instructions [https://github.com/ArchiveBox/ArchiveBox#quickstart] for your platform to get archivebox set up.



2. Get your list of URLs to archive

Follow the links here to find instructions for exporting a list of URLs from each service.


	Pocket [https://github.com/ArchiveBox/pocket-exporter]


	Pinboard [https://pinboard.in/export/]


	Instapaper [https://instapaper.zendesk.com/hc/en-us/articles/30080578815245-Import-export-content-from-into-Instapaper]


	Reddit Saved Posts [https://github.com/csu/export-saved-reddit]


	Shaarli [https://www.mypersonnaldata.eu/shaarli/doc/Backup,-restore,-import-and-export.html#export-links-as]


	Unmark.it [http://help.unmark.it/import-export]


	Wallabag [https://doc.wallabag.org/en/user/import/wallabagv2.html]


	Chrome Bookmarks [https://support.google.com/chrome/answer/96816?hl=en]


	Firefox Bookmarks [https://support.mozilla.org/en-US/kb/export-firefox-bookmarks-to-backup-or-transfer]


	Safari Bookmarks [http://imgur.zervice.io/AtcvUZA.png]


	Opera Bookmarks [http://help.opera.com/Windows/12.10/en/importexport.html]


	Internet Explorer Bookmarks [https://support.microsoft.com/en-us/help/211089/how-to-import-and-export-the-internet-explorer-favorites-folder-to-a-32-bit-version-of-windows]


	Chrome History: ./bin/export_browser_history.sh --chrome


	Firefox History: ./bin/export_browser_history.sh --firefox


	Safari History: ./bin/export_browser_history.sh --safari


	Other File or URL: (e.g. RSS feed url, text file path) pass as second argument in the next step




(If any of these links are broken, please submit an issue and I’ll fix it)



3. Add your URLs to the archive

Pass in URLs directly, import a list of links from a file, or import from a feed URL. All via stdin:

archivebox add < your_urls.txt

# or if using plain Docker
docker run -v $PWD:/data -it archivebox/archivebox add < your_urls.txt

# or if using Docker Compose
docker compose run -T archivebox add < your_urls.txt

# any text containing URLs can ingested via stdin or as args
curl -fsSL 'https://getpocket.com/users/YOURUSERNAME/feed/all' | archivebox add
archivebox add 'https://example.com'







✅ Done!

Open ./archive to view your archive data in the filesystem.

You can also use the interactive Web UI to view/manage/add links to your archive:

# with plain Docker:
docker run -v $PWD:/data -it -p 8000:8000 archivebox/archivebox

# with Docker Compose:
docker compose up -d

# or without Docker:
archivebox server

open http://127.0.0.1:8000







Next Steps:

archivebox help   # see info about all the available commands






	Read [[Usage]] to learn about the various CLI and web UI functions


	Read [[Configuration]] to learn about the various archive method options


	Read [[Scheduled Archiving]] to learn how to set up automatic daily archiving


	Read [[Publishing Your Archive]] if you want to host your archive for others to access online


	Read [[Troubleshooting]] if you encounter any problems
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Install

ArchiveBox is primarily distributed as a Python package via pip, but it also depends on some system packages that can be installed manually or automatically with Docker. It usually takes less than ~10min to get ArchiveBox set up and running.



	Supported Systems


	Install Instructions


	Option A. Docker / Docker Compose ⭐️


	Option B. Automatic Setup Script


	Option C. System Package Manager Setup


	Upgrading ArchiveBox to a new version










	Next Steps





Supported Systems




CPU Architectures: amd64 (x86_64), arm64 (aarch64), arm7

(Including 64-bit Intel/AMD, M1/M2/etc. Macs, Raspberry Pi >= 3)


	macOS: >=10.12 (with pip)


	Linux: Ubuntu (>= 18.04), Debian (>= 10), etc. (with apt)


	BSD: FreeBSD, OpenBSD, NetBSD etc (with pkg)




Other systems are not officially supported but may work with degraded functionality:




	Windows: Via [[Docker]], Docker in WSL2, or WSL2 without Docker (not recommended)


	Other UNIX systems: [https://github.com/ArchiveBox/ArchiveBox#-package-manager-setup] Arch, Nix, Guix, Fedora, SUSE, Arch, CentOS, etc.




Note: On arm7 the playwright package is not available, so chromium must be installed manually if needed.



You will also need at least 500MB of RAM (bare minimum), 2GB or greater is recommended. You may be able to reduce the RAM requirements if you disable all the chrome-based archiving methods with CHROME_ENABLED=False [https://archivebox.github.io/abx-plugins/#chrome] (or its USE_CHROME alias).

It’s also recommended to use a filesystem with compression and/or deduplication [https://www.ixsystems.com/blog/ixsystems-and-klara-systems-celebrate-valentines-day-with-a-heartfelt-donation-of-fast-dedupe-to-openzfs-and-truenas/] (e.g. ZFS [https://openzfs.github.io/openzfs-docs/Getting%20Started/index.html] or BTRFS) for maximum efficiency.









Option A. Docker / Docker Compose Setup ⭐️

Docker Compose is the recommended way to get ArchiveBox, as it includes all the extras out-of-the-box and provides the best security and upgrade UX.


	If you don’t already have docker installed, follow the official instructions to get Docker on Linux, macOS, or Windows:

https://docs.docker.com/install/#supported-platforms ➡️


	Then follow the Quickstart [https://github.com/ArchiveBox/ArchiveBox#quickstart] guide and read the [[Docker]] wiki page for next steps. ➡️





You can also run Dockerized ArchiveBox using UNRAID/TrueNAS/Proxmox/etc. [https://github.com/ArchiveBox/ArchiveBox#-other-options] or Kubernetes [https://github.com/ArchiveBox/docker-archivebox/blob/master/archivebox.yml].




More info:


	Dockerfile [https://github.com/ArchiveBox/ArchiveBox/blob/dev/Dockerfile]


	docker-compose.yml [https://github.com/ArchiveBox/ArchiveBox/blob/dev/docker-compose.yml]


	archivebox-kubernetes.yml [https://github.com/ArchiveBox/docker-archivebox/blob/master/archivebox.yml]


	ArchiveBox Docker Quickstart [https://github.com/ArchiveBox/ArchiveBox#quickstart] + Usage [https://github.com/ArchiveBox/ArchiveBox/wiki/Docker] + Configuration [https://github.com/ArchiveBox/ArchiveBox/wiki/Docker#configuration] + Upgrading [https://github.com/ArchiveBox/ArchiveBox/wiki/Upgrading-or-Merging-Archives] documentation












Option B. Automatic Setup Script

If you’re on Linux with apt or FreeBSD with pkg there is an optional auto-setup script provided.

(or scroll further down for manual install instructions)

curl -fsSL 'https://get.archivebox.io' | bash
# shortcut to run https://raw.githubusercontent.com/ArchiveBox/ArchiveBox/stable/bin/setup.sh





The script explains what it installs beforehand, and will prompt for user confirmation before making any changes to your system. The script uses Docker if already installed, but you can decline and it will attempt to auto-install everything using apt/brew/pkg + pip instead.


After running the setup script, continue with the Quickstart [https://github.com/ArchiveBox/ArchiveBox#%EF%B8%8F-next-steps] guide… ➡️


See here for our thoughts on the inherent limitations of curl | sh [https://docs.monadical.com/s/against-curl-sh] as an install method…












Option C. Bare Metal Setup

If you’d rather not use Docker [https://github.com/ArchiveBox/ArchiveBox#%EF%B8%8F-easy-setup] or our auto-install script [https://github.com/ArchiveBox/ArchiveBox#%EF%B8%8F-easy-setup], you can follow these manual setup instructions to install ArchiveBox and its dependencies using pip & your system package manager of choice (e.g. apt, brew, pkg, nix, etc.).

See our Dependencies [https://github.com/ArchiveBox/ArchiveBox#dependencies] documentation to see the full list of dependencies and how they’re used. Not all the dependencies are required for all modes. If you disable some archive methods you can skip installing those dependencies — for example, if you set MEDIA_ENABLED=False [https://archivebox.github.io/abx-plugins/#media] you don’t need to install yt-dlp, and if you set PDF_ENABLED=False [https://archivebox.github.io/abx-plugins/#pdf], SCREENSHOT_ENABLED=False [https://archivebox.github.io/abx-plugins/#screenshot], and DOM_ENABLED=False [https://archivebox.github.io/abx-plugins/#dom] you don’t need chromium.
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Docker


Overview

Running ArchiveBox with Docker allows you to manage it in a container without exposing it to the rest of your system. ArchiveBox generally works the same in Docker as it does outside Docker. You can even use pip-installed ArchiveBox and Docker ArchiveBox in tandem, as they both share the same data directory format.



	Overview


	Docker Compose ⭐️ (recommended)


	Setup


	Upgrading [https://github.com/ArchiveBox/ArchiveBox/wiki/Upgrading-or-Merging-Archives#upgrading-with-docker-compose-%EF%B8%8F]


	Usage


	Accessing the data


	Configuration






	Plain Docker


	Setup


	Upgrading [https://github.com/ArchiveBox/ArchiveBox/wiki/Upgrading-or-Merging-Archives#upgrading-with-plain-docker]


	Usage


	Accessing the data


	Configuration










Official Docker Hub image: hub.docker.com/r/archivebox/archivebox [https://hub.docker.com/r/archivebox/archivebox]

docker pull archivebox/archivebox:latest






	Dockerfile [https://github.com/ArchiveBox/ArchiveBox/blob/dev/Dockerfile]


	docker-compose.yml [https://github.com/ArchiveBox/ArchiveBox/blob/dev/docker-compose.yml]


	archivebox-kubernetes.yml [https://github.com/ArchiveBox/docker-archivebox/blob/master/archivebox.yml]




Published Docker tags [https://hub.docker.com/r/archivebox/archivebox/tags]:


	:latest, :stable (latest stable release, the default)


	:x.x and :x.x.x for specific versions (e.g. :0.7 or :0.7.2)


	:dev for unstable alpha builds (breaks often, only for developers and willing beta testers)


	:sha-xxxxxxx for builds of specific git commits (to test or pin specific PRs or commits)







[!IMPORTANT]
Make sure Docker is installed [https://docs.docker.com/install/#supported-platforms] and up-to-date before following any instructions below!  ➡️

To check installed version, run: docker --version (must be >=17.04.0)









Docker Compose




Setup

A full docker-compose.yml [https://github.com/ArchiveBox/ArchiveBox/blob/dev/docker-compose.yml] file is provided with all the extras included.

You can uncomment sections within it to enable extra features, or run the basic version as-is.

# create a folder to store your data (can be anywhere)
mkdir -p ~/archivebox/data && cd ~/archivebox

# download the compose file into the directory
curl -fsSL 'https://docker-compose.archivebox.io' > docker-compose.yml
# (shortcut for getting https://raw.githubusercontent.com/ArchiveBox/ArchiveBox/stable/docker-compose.yml)

# initialize your collection and create an admin user for the Web UI (or set ADMIN_USERNAME/ADMIN_PASSWORD env vars)
docker compose run archivebox init
docker compose run archivebox manage createsuperuser





To use Sonic [https://github.com/valeriansaliou/sonic] for improved full-text search, download this config & uncomment the sonic service in docker-compose.yml:

# download the sonic config file into your data folder (e.g. ~/archivebox)
curl -fsSL 'https://raw.githubusercontent.com/ArchiveBox/ArchiveBox/dev/etc/sonic.cfg' > sonic.cfg

# then uncomment the sonic-related sections in docker-compose.yml
nano docker-compose.yml

# to backfill any existing archive data into the search index, run:
docker compose run archivebox update --index-only









Upgrading

See the wiki page on Upgrading or Merging Archives: Upgrading with Docker Compose [https://github.com/ArchiveBox/ArchiveBox/wiki/Upgrading-or-Merging-Archives#upgrading-with-docker-compose-%EF%B8%8F] for instructions. ➡️





Usage

You can use docker compose run archivebox [subcommand] just like the non-Docker archivebox [subcommand] CLI.

First, make sure you’re cd’ed into the same folder as your docker-compose.yml file (e.g. ~/archivebox):

docker compose run archivebox help





To add an individual URL, pass it in as an arg or via stdin:

docker compose run archivebox add 'https://example.com'
# OR
echo 'https://example.com' | docker compose run -T archivebox add





To add multiple URLs at once, pipe them in via stdin, or place them in a file inside ./data/sources so that ArchiveBox can access it from within the container:

# pipe URLs in from a file outside Docker
docker compose run -T archivebox add < ~/Downloads/example_urls.txt

# OR ingest URLs from a file mounted inside Docker
docker compose run archivebox add --depth=1 /data/sources/example_urls.txt

# OR pipe in URLs from a remote source
curl 'https://example.com/some/rss/feed.xml' | docker compose run archivebox add
docker compose run archivebox add --depth=1 'https://example.com/some/rss/feed.xml'





The --depth=1 flag tells ArchiveBox to look inside the provided source and archive all the URLs within:

# this archives just the RSS file itself (probably not what you want)
docker compose run archivebox add 'https://example.com/some/feed.rss'

# this archives the RSS feed file + all the URLs mentioned inside of it
docker compose run archivebox add --depth=1 'https://example.com/some/feed.rss'









Accessing the data

The outputted archive data is stored in data/ (relative to the project root), or whatever folder path you specified in the docker-compose.yml volumes: section. Make sure the data/ folder on the host has permissions initially set to 777 so that the ArchiveBox command is able to set it to the specified OUTPUT_PERMISSIONS config setting on the first run.

To access the results directly via the filesystem, open ./data/archive/<timestamp>/index.html (timestamp is shown in output of previous command).

Alternatively, to use the web UI, start the server with:

docker compose up         # add -d to run in the background





Then open http://127.0.0.1:8000.





Configuration

ArchiveBox running with docker compose accepts all the same config options as other ArchiveBox distributions, see the full list of options available on the [[Configuration]] page.

The recommended way configure ArchiveBox in Docker Compose is using archivebox config --set ... or by editing ArchiveBox.conf.

docker compose run archivebox config --set TIMEOUT=120
# OR
echo 'TIMEOUT=120' >> ./data/ArchiveBox.conf

# plugin-specific options work the same way (see https://archivebox.github.io/abx-plugins/)
docker compose run archivebox config --set MEDIA_MAX_SIZE=750mb





This will apply the config to all containers or archivebox instances that access the collection.

If you’re only running one container, or if you want to scope config options to only apply to a particular container, you can set them in that container’s environment: section:

...

services:
    archivebox:
        ...
        environment:
            - USE_COLOR=False
            - SHOW_PROGRESS=False
            - CHECK_SSL_VALIDITY=False
            - RESOLUTION=1900,1820
            - MEDIA_TIMEOUT=512000
        ...





You can also specify an env file via CLI when running compose using docker compose --env-file=/path/to/config.env ... although you must specify the variables in the environment: section that you want to have passed down to the ArchiveBox container from the passed env file.

If you want to access your archive server with HTTPS, the bundled docker-compose.yml includes two opt-in ingress profiles:


	COMPOSE_PROFILES=https runs Traefik in front of ArchiveBox for HTTPS/TLS, with optional wildcard certificates via DNS-01.


	COMPOSE_PROFILES=tunnel runs a Cloudflare Tunnel for deployments without a public IP.




Set BASE_URL=https://archive.example.com in the .env file next to docker-compose.yml, then follow the inline comments in the compose file for the profile you choose. You can still bring your own reverse proxy such as Nginx or Caddy in front of http://127.0.0.1:8000; etc/nginx.conf [https://github.com/ArchiveBox/ArchiveBox/blob/dev/etc/nginx.conf] remains a standalone example.










Docker




Setup

Fetch and run the ArchiveBox Docker image to create your initial archive.

docker pull archivebox/archivebox

mkdkir -p ~/archivebox/data && cd ~/archivebox/data
docker run -it -v $PWD:/data archivebox/archivebox init --setup





(You can create a collection in any directory you want, ~/archivebox/data is just used as an example here)

If you encounter permissions issues, make sure the mounted data directory is writable by its intended owner. Docker startup automatically uses the first non-root owner detected from the existing collection, or the default archivebox user when the data directory is root-owned.





Upgrading

See the wiki page on Upgrading or Merging Archives: Upgrading with plain Docker [https://github.com/ArchiveBox/ArchiveBox/wiki/Upgrading-or-Merging-Archives#upgrading-with-plain-docker] for instructions. ➡️





Usage

The Docker CLI docker run ... archivebox/archivebox [subcommand] works just like the non-Docker archivebox [subcommand] CLI.

First, make sure you’re cd’ed into your collection data folder (e.g. ~/archivebox/data).

docker run -it -v $PWD:/data archivebox/archivebox help





To add a single URL, pass it as an arg or pipe it in via stdin:

docker run -it -v $PWD:/data archivebox/archivebox add 'https://example.com'
# OR
echo 'https://example.com' | docker run -i -v $PWD:/data archivebox/archivebox add





To archive multiple URLs at once, pass text containing URLs in via stdin:

docker run -i -v $PWD:/data archivebox/archivebox add < urls.txt
# OR
curl 'https://example.com/some/rss/feed.xml' | docker run -i -v $PWD:/data archivebox/archivebox add





You can also use the --depth=1 flag to tell ArchiveBox to recursively archive the URLs within a provided source.

docker run -it -v $PWD:/data archivebox/archivebox add --depth=1 'https://example.com/some/rss/feed.xml'









Accessing the data

The docker run -v /path/on/host:/path/inside/container flag specifies where your data dir lives on the host.

For example to use a folder on an external USB drive (instead of the current directory $PWD or ~/archivebox/data):

docker run -it -v /media/USB-DRIVE/archivebox/data:/data archivebox/archivebox ...





Then to view your data, you can look in the folder on the host /media/USB-DRIVE/archivebox/data, or use the Web UI:

docker run -it -v /media/USB_DRIVE/archivebox/data:/data -p 8000:8000 archivebox/archivebox
# then open https://127.0.0.1:8000









Configuration

The easiest way is to use archivebox config --set KEY=value or edit ./ArchiveBox.conf (in your collection dir).

For example, this sets TIMEOUT=120 as a persistent setting for the collection:

docker run -it -v $PWD:/data archivebox/archivebox config --set TIMEOUT=120
# OR
echo 'TIMEOUT=120' >> ./ArchiveBox.conf





ArchiveBox in Docker also accepts config as environment variables, see more on the [[Configuration]] page (and the abx-plugins config reference [https://archivebox.github.io/abx-plugins/] for per-plugin options).

For example, this disables the screenshot extractor for a single run (without persisting for other runs):

docker run -it -v $PWD:/data -e SCREENSHOT_ENABLED=False archivebox/archivebox add 'https://example.com'
# OR
echo 'SCREENSHOT_ENABLED=False' >> ./.env
docker run ... --env-file=./.env archivebox/archivebox ...
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Configuration

Configuration of ArchiveBox is done by using the archivebox config command, modifying the ArchiveBox.conf file in the data folder, or by setting environment variables as process defaults. All three methods work in Docker as well.

Some equivalent examples of setting some configuration options:

archivebox config --set TIMEOUT=120
# OR
echo "TIMEOUT=120" >> ArchiveBox.conf
# OR
env TIMEOUT=120 archivebox add ~/Downloads/bookmarks_export.html





Environment variables seed process-level defaults. Persisted Machine, Persona, Crawl, and Snapshot settings can override them depending on scope, and existing Crawl config is not silently overwritten by later environment changes. Runtime-derived values like crawl/snapshot output dirs are resolved fresh for each run instead of being stored in frozen crawl config. For more examples see Usage: Configuration…




Available Configuration Options:


	General Settings: Archiving process, output format, crawl limits, and retention.


	Server Settings: Web UI, authentication, subdomain routing, and reverse proxy options.


	Storage Settings: File layout, permissions, and temp/lib directories.


	Database Settings: SQLite tuning and lock-retry behavior.


	Search Settings: Full-text search backend selection.


	Shell Options: Format & behavior of CLI output.


	Plugin Configuration: Per-plugin options (now documented separately).










In case this document is ever out of date, check the source code for config definitions: archivebox/config/common.py ➡️



General Settings

General options around the archiving process, output format, retention, and concurrency limits.




ONLY_NEW

Possible Values: [True]/False
Controls what happens when you add a URL that already has a Snapshot in your index.


	True (default) — skip the URL entirely. No new Snapshot is created, no extractors run. The existing Snapshot is left exactly as-is.


	False — create a new Snapshot for the URL (separate UUID, separate output directory) and run every enabled extractor on it. The previously archived Snapshot is preserved untouched; you end up with two side-by-side captures of the same URL.




Equivalent to the --only-new / --no-only-new flag on archivebox add:

archivebox add https://example.com                    # honors ONLY_NEW (default True)
archivebox add --no-only-new https://example.com      # force a re-archive even if already in the index






[!NOTE]
Setting ONLY_NEW=False (or --no-only-new) is the supported way to re-capture a page that has changed since your last archive — for example, archiving a news article, then re-archiving it later after the article was edited. Each re-archive becomes its own Snapshot row with its own timestamp.





[!NOTE]
Within a single crawl, URLs are deduplicated regardless of ONLY_NEW — submitting the same URL twice in one add invocation still produces only one Snapshot. ONLY_NEW only governs deduplication against the existing index.




Related options:
DEFAULT_PERSONA, URL_DENYLIST, URL_ALLOWLIST





TIMEOUT

Possible Values: [60]/120/…
Maximum allowed runtime per-extractor, per-Snapshot in seconds. If you have a slow network connection or are seeing frequent timeout errors, you can raise this value.

This is a plugin-shared setting — each individual extractor can override it with its own <EXTRACTOR>_TIMEOUT (e.g. WGET_TIMEOUT [https://archivebox.github.io/abx-plugins/#wget], CHROME_TIMEOUT [https://archivebox.github.io/abx-plugins/#chrome], YTDLP_TIMEOUT [https://archivebox.github.io/abx-plugins/#ytdlp]). See the per-plugin docs [https://archivebox.github.io/abx-plugins/] for the full list.


[!NOTE]
TIMEOUT only caps a single extractor invocation. To bound the total wall-clock runtime of an entire crawl, use CRAWL_TIMEOUT instead.





[!WARNING]
Do not set this to anything less than 5 seconds — Chrome will hang indefinitely and many sites will fail completely. Anywhere between 30 and 3000 is the recommended range.




Related options:
CRAWL_TIMEOUT, CRAWL_MAX_URLS, SNAPSHOT_MAX_SIZE





RESOLUTION

Possible Values: [1440,2000]/1024,768/…
Default screenshot/PDF viewport resolution in width,height pixels. Used as the fallback for SCREENSHOT_RESOLUTION, PDF_RESOLUTION, and CHROME_RESOLUTION.

This is a plugin-shared setting — individual extractors override it via <EXTRACTOR>_RESOLUTION (e.g. SCREENSHOT_RESOLUTION [https://archivebox.github.io/abx-plugins/#screenshot], PDF_RESOLUTION [https://archivebox.github.io/abx-plugins/#pdf], CHROME_RESOLUTION [https://archivebox.github.io/abx-plugins/#chrome]). See the per-plugin docs [https://archivebox.github.io/abx-plugins/] for plugin-specific overrides.





CHECK_SSL_VALIDITY

Possible Values: [True]/False
Whether to enforce HTTPS certificate validity and HSTS chain of trust when archiving sites. Set this to False if you want to archive pages even if they have expired or invalid certificates.

This is a plugin-shared setting — every HTTP-fetching extractor (wget [https://archivebox.github.io/abx-plugins/#wget], yt-dlp [https://archivebox.github.io/abx-plugins/#ytdlp], gallery-dl [https://archivebox.github.io/abx-plugins/#gallerydl], chrome [https://archivebox.github.io/abx-plugins/#chrome], etc.) honors it, and individual extractors can override with <EXTRACTOR>_CHECK_SSL_VALIDITY. See the per-plugin docs [https://archivebox.github.io/abx-plugins/].


[!WARNING]
When False, ArchiveBox cannot guarantee that the captured content matches the real site — a man-in-the-middle could substitute responses. Only disable for trusted networks or for archiving legacy/internal sites with expired certs.








USER_AGENT

Possible Values: [Mozilla/5.0 ... ArchiveBox/{VERSION} ...]/"Mozilla/5.0 ..."/…
The default User-Agent string sent during archiving. The built-in default identifies ArchiveBox and links back to the GitHub repo so site operators can identify and contact archivers if needed.

This is a plugin-shared setting — each extractor (wget [https://archivebox.github.io/abx-plugins/#wget], chrome [https://archivebox.github.io/abx-plugins/#chrome], yt-dlp [https://archivebox.github.io/abx-plugins/#ytdlp], singlefile [https://archivebox.github.io/abx-plugins/#singlefile], …) can override it with its own <EXTRACTOR>_USER_AGENT, otherwise it falls back to this value. See the per-plugin docs [https://archivebox.github.io/abx-plugins/] for per-extractor specifics.


[!NOTE]
Some sites block requests that look like bots or that don’t match a real browser. If you’re getting 403s or empty responses, try setting this to a current Chrome/Firefox UA string.








COOKIES_FILE

Possible Values: [None]//path/to/cookies.txt/…


[!TIP]
Prefer personas over COOKIES_FILE for authentication. A persona bundles a cookies.txt, a Chrome user-data-dir, a user-agent, and any other per-identity state into one named profile that’s swappable per-crawl and automatically scoped across every extractor. COOKIES_FILE (and the per-extractor <EXTRACTOR>_COOKIES_FILE overrides) is a low-level escape hatch for when you specifically need to point at a hand-rolled cookies file outside the persona system — most users should ignore it and configure auth through archivebox persona create instead.




Path to a Netscape-format cookies.txt [http://www.cookiecentral.com/faq/#3.5] file passed to wget, curl, yt-dlp, and other non-Chrome extractors for authentication. Required when archiving sites behind a login (paywalls, social media feeds, members-only forums, etc.) if you’re not using a persona.

This is a plugin-shared setting — each extractor can override it with <EXTRACTOR>_COOKIES_FILE (e.g. WGET_COOKIES_FILE [https://archivebox.github.io/abx-plugins/#wget], YTDLP_COOKIES_FILE [https://archivebox.github.io/abx-plugins/#ytdlp], GALLERYDL_COOKIES_FILE [https://archivebox.github.io/abx-plugins/#gallerydl]). Chrome [https://archivebox.github.io/abx-plugins/#chrome]-based extractors instead read auth state from the persona’s CHROME_USER_DATA_DIR. See the per-plugin docs [https://archivebox.github.io/abx-plugins/] for per-extractor variants.

You can generate a cookies.txt using a browser extension [https://chromewebstore.google.com/detail/get-cookiestxt-locally/cclelndahbckbenkjhflpdbgdldlbecc], or with wget --save-cookies + --user=... --password=....

The recommended path is to create a persona and let it manage cookies + Chrome profile state for you:

archivebox persona create --import=chrome personal
archivebox add --persona=personal https://members.example.com/feed






[!WARNING]
Use separate burner credentials dedicated to archiving — don’t re-use your normal daily Facebook/Instagram/Youtube/etc. account cookies as server responses often contain your name/email/PII and session tokens, which then get preserved in your snapshots forever!




Related options:
DEFAULT_PERSONA, CHROME_USER_DATA_DIR [https://archivebox.github.io/abx-plugins/#chrome]







DEFAULT_PERSONA

Possible Values: [Default]/personal/work/…
The persona profile used when no explicit persona is selected for a new crawl. The selected persona is stored on the Crawl row; DEFAULT_PERSONA is not duplicated into Crawl.config. Personas bundle a Chrome user-data-dir, a cookies.txt, auth state, a user-agent, and any other per-identity config into a single named profile, letting you swap between archiving contexts (logged-out vs. signed-into-work-account vs. signed-into-personal-account) without manually juggling files.

ArchiveBox auto-creates the named persona on disk if it doesn’t already exist. See the Personas wiki page [https://github.com/ArchiveBox/ArchiveBox/wiki/Personas] for the full directory layout.

Related options:
COOKIES_FILE







URL_DENYLIST

Possible Values: [\.(css|js|otf|ttf|woff|woff2|gstatic\.com|googleapis\.com/css)(\?.*)?$]/.+\.exe$/…

Regex pattern matched against every URL discovered during a crawl. Any matching URL is excluded from archiving — useful for blocking tracking pixels, ad networks, CDN-hosted CSS/fonts, or arbitrary file extensions you don’t want to capture.

The default skips common static assets (CSS, fonts, Google Fonts CDN) so they aren’t re-fetched as separate Snapshots during recursive crawls — the parent page’s singlefile/dom output already inlines them.

Note: This option is also recognized under its legacy alias URL_BLACKLIST.

Related options:
URL_ALLOWLIST







URL_ALLOWLIST

Possible Values: [None]/^http(s)?:\/\/(.+)?example\.com\/?.*$/…

Regex pattern matched against every URL discovered during a crawl. When set, any URL that does not match is excluded. Useful for recursive crawling scoped to a single domain or path prefix (e.g. only follow links within docs.example.com/v2/).

When both are set, URL_DENYLIST takes precedence over URL_ALLOWLIST.

Note: This option is also recognized under its legacy alias URL_WHITELIST.

Related options:
URL_DENYLIST





TAG_SEPARATOR_PATTERN

Possible Values: [[,]]/[,;]/[,;\s]/…
Regex character class used to split tag strings (e.g. news,politics; longform) into individual tags when importing URLs. The default splits on commas only; widen it if you paste in tags separated by semicolons, spaces, or other delimiters.





CRAWL_MAX_URLS

Possible Values: [0]/50/500/…
Maximum number of unique URLs (Snapshots) a single crawl is allowed to produce. 0 means unlimited. Counts both seed URLs you submitted and URLs discovered by recursive crawlers (parse_dom_outlinks, parse_html_urls, etc.).

Once the cap is reached, recursive crawlers stop emitting new Snapshots and the crawl is marked with stop_reason = "crawl_max_urls". Raising the cap later and re-queuing the crawl will resume discovery — the limit state is persisted in <crawl_dir>/.abx-dl/limits.json and re-evaluated each tick.


[!NOTE]
Use this as a safety net for recursive crawls (--depth=N) that could otherwise blow up to thousands of pages on link-heavy sites.




Related options:
CRAWL_MAX_SIZE, CRAWL_TIMEOUT, CRAWL_MAX_CONCURRENT_SNAPSHOTS, SNAPSHOT_MAX_SIZE





CRAWL_MAX_SIZE

Possible Values: [0]/50MB/5GB/104857600/…
Maximum cumulative output size (in bytes) a single crawl is allowed to produce across all of its Snapshots. 0 means unlimited.

Accepts a raw byte count (104857600) or a unit-suffixed string (100MB, 5GB, 1TiB). Sizes are accumulated by the extractor service as each ArchiveResult writes its outputs to disk; once the cap is exceeded, in-flight Snapshots finish but no new ones are admitted and the crawl stops with stop_reason = "crawl_max_size".


[!NOTE]
Bounds the disk footprint of a crawl, not the wire transfer — a 2MB HTML page can produce 50MB of screenshots, PDFs, SingleFile bundles, and media downloads, and this cap applies to the on-disk total.




Related options:
SNAPSHOT_MAX_SIZE, CRAWL_MAX_URLS, CRAWL_TIMEOUT





CRAWL_TIMEOUT

Possible Values: [0]/300/3600/…
Maximum total wall-clock runtime for a single crawl in seconds. 0 means unlimited.

Distinct from TIMEOUT: TIMEOUT caps one extractor invocation on one Snapshot; CRAWL_TIMEOUT caps the entire crawl — all Snapshots, all extractors, all retries, all recursive discovery passes — together. Once exceeded the crawl is marked stop_reason = "crawl_timeout" and queued Snapshots are skipped.


[!NOTE]
Useful as a hard ceiling for unattended/scheduled crawls (e.g. “spend at most 1 hour archiving Hacker News tonight”). Pair with CRAWL_MAX_URLS and CRAWL_MAX_SIZE for belt-and-suspenders bounds.




Related options:
TIMEOUT, CRAWL_MAX_URLS, CRAWL_MAX_SIZE





CRAWL_MAX_CONCURRENT_SNAPSHOTS

Possible Values: [4]/1/8/16/…
How many Snapshots within a single crawl ArchiveBox will archive in parallel. The runner schedules up to this many extractor pipelines at once, then waits for one to finish before starting the next.

Raising this speeds up large crawls on beefy hardware, but each concurrent Snapshot opens a new tab inside the crawl’s shared Chrome instance (when Chrome-based extractors are enabled) — RAM per tab and CPU pressure scale roughly linearly with concurrency. On a typical laptop, 2-4 is sane; on a dedicated server with 32GB+ RAM, 8-16 can be reasonable.


[!NOTE]
This is per-crawl concurrency. If you run multiple crawls simultaneously, each one independently gets up to CRAWL_MAX_CONCURRENT_SNAPSHOTS parallel Snapshots.




Related options:
CRAWL_MAX_URLS, TIMEOUT





SNAPSHOT_MAX_SIZE

Possible Values: [0]/10MB/500MB/…
Maximum cumulative output size (in bytes) per individual Snapshot. 0 means unlimited. Same unit-suffix parsing as CRAWL_MAX_SIZE (10MB, 2GB, raw bytes, etc.).

Where CRAWL_MAX_SIZE is a crawl-wide budget, SNAPSHOT_MAX_SIZE puts a ceiling on any one page’s output. Once a Snapshot’s outputs exceed the cap, remaining extractors for that Snapshot are skipped and the Snapshot is tagged with stop_reason = "snapshot_max_size" — but the rest of the crawl continues normally.


[!NOTE]
Particularly useful when crawling sites with occasional huge pages (e.g. a forum where most threads are small but a few are 500MB media galleries) — it caps the outliers without throttling the whole crawl.




Related options:
CRAWL_MAX_SIZE, CRAWL_MAX_URLS





DELETE_AFTER

Possible Values: [0]/24h/7d/4w/6mo/1y/…
Retention policy: automatically delete Crawls, Snapshots, ArchiveResults, and Process rows (and their on-disk outputs) after this duration has elapsed. 0, "", or None disables auto-deletion (the default — ArchiveBox never deletes anything unless you ask).

Accepted units: h/hr/hour, d/day, w/week, mo/month, y/yr/year. The minimum non-zero duration is 1h. Examples:

archivebox config --set DELETE_AFTER=24h     # daily rolling buffer
archivebox config --set DELETE_AFTER=30d     # 30-day retention
archivebox config --set DELETE_AFTER=6mo     # 6 months





DELETE_AFTER can be set globally, per-persona, per-crawl, or per-snapshot — the most-specific value wins. When a Snapshot is created, its delete_at timestamp is computed from the effective DELETE_AFTER and persisted; the retention sweeper then deletes rows whose delete_at is in the past.


[!WARNING]
Deletion is destructive and irreversible. Files in the snapshot’s output directory are removed from disk. Use with care on important archives — and never set this on the global config if you have legacy snapshots you don’t want garbage-collected.




Related options:
PERMISSIONS








PERMISSIONS

Possible Values: [public]/unlisted/private
Default visibility for newly created Snapshots. Inherited by every Snapshot in a Crawl unless explicitly overridden at the Crawl or Snapshot level.


	public — Snapshot appears in the public index and its content is directly accessible without login.


	unlisted — Snapshot content is accessible via direct link, but it is not listed in the public index. Equivalent to a “secret URL.”


	private — Snapshot is hidden from the public index and its content requires admin login.




This option supersedes the removed PUBLIC_SNAPSHOTS boolean and is also driven by the still-current PUBLIC_INDEX flag — both are interpreted as a coarse mapping onto PERMISSIONS for backwards compatibility (PUBLIC_SNAPSHOTS=False ⇒ private, PUBLIC_INDEX=False ⇒ unlisted, either set to True ⇒ public). Setting PERMISSIONS directly wins over either legacy flag.


[!NOTE]
PERMISSIONS controls per-Snapshot visibility. Server-wide auth (whether the whole UI requires login, whether the add-view is open) is still controlled by PUBLIC_INDEX and PUBLIC_ADD_VIEW under Server Settings.




Related options:
PUBLIC_INDEX, PUBLIC_ADD_VIEW, DELETE_AFTER







PLUGINS

Possible Values: [""]/wget,favicon,screenshot/chrome,singlefile,dom/…
Comma-separated whitelist of plugins to load and run for this archiving run. When empty (the default), ArchiveBox uses the installed/enabled plugin set — i.e. every plugin whose <PLUGIN>_ENABLED config evaluates true.

When set, only the listed plugins (plus any plugins they declare as required_plugins in their config.json — e.g. picking singlefile automatically pulls in chrome) participate in the run. Equivalent to the CLI flag:

archivebox add --plugins=wget,favicon,screenshot https://example.com





The admin “Add” form and REST API both write to PLUGINS when you select extractors — there is no separate “enabled set” config knob; PLUGINS is the single source of truth for which plugins run on any given Crawl, Snapshot, or Persona scope.

Useful for one-off runs (“just grab a screenshot and skip everything else”) or for reproducible per-crawl pipelines stored on the Crawl row.






Server Settings

Options for the web UI, authentication, subdomain routing, and reverse proxy configuration.







ADMIN_USERNAME / ADMIN_PASSWORD

Possible Values: [None]/"admin"/…

Only used on first run / initial setup in Docker. ArchiveBox will create an admin superuser with the specified username and password when both options are present in the environment at startup. After the user exists, changing these values has no effect — use archivebox manage changepassword <username> or the Django admin UI instead.


[!WARNING]
Setting ADMIN_PASSWORD via environment variable bakes the secret into your shell history, Docker inspect output, and process listings. For long-lived deployments, set it once during provisioning, create the user, then unset the variable.




More info:


	https://github.com/ArchiveBox/ArchiveBox/wiki/Setting-up-Authentication




Related options:
LDAP_ENABLED, REVERSE_PROXY_USER_HEADER








PUBLIC_INDEX / PUBLIC_ADD_VIEW

Possible Values: [True]/False (for PUBLIC_INDEX), [False]/True (for PUBLIC_ADD_VIEW)

Server-wide toggles for whether login is required to use each public area of ArchiveBox.

archivebox config --set PUBLIC_INDEX=True        # allow viewing the snapshot index without login
archivebox config --set PUBLIC_ADD_VIEW=False    # require login to submit new URLs via the web UI






	PUBLIC_INDEX (default True) — when on, anonymous visitors can browse the snapshot list page. Individual snapshot visibility is still gated by each Snapshot’s own PERMISSIONS field.


	PUBLIC_ADD_VIEW (default False) — when on, anonymous visitors can submit new URLs to be archived via the /add form. Leave this off on any internet-exposed instance unless you actively want a public submission endpoint.





[!NOTE]
PUBLIC_SNAPSHOTS has been removed as a global toggle. Snapshot visibility is now decided per-Snapshot via the PERMISSIONS field (public / unlisted / private) under General Settings. The old anchors are preserved on PERMISSIONS so existing links keep working.




Related options:
PERMISSIONS, SERVER_SECURITY_MODE, ADMIN_USERNAME





SECRET_KEY

Possible Values: auto-generated 50-character random string

Django’s secret key, used for cryptographic signing of sessions, CSRF tokens, password reset links, and other signed payloads. Auto-generated on first server start and persisted to ArchiveBox.conf so it survives restarts. If the config file isn’t writable (read-only mount, mid-init race), an in-memory random key is used and all users are logged out on the next boot.


[!WARNING]
Treat this value like a password. Anyone with the SECRET_KEY can forge sessions and CSRF tokens for your instance. Don’t commit ArchiveBox.conf to public repos, and rotate it (forcing all users to log in again) if you suspect it’s been exposed.








BIND_ADDR

Possible Values: [127.0.0.1:8000]/0.0.0.0:8000/[::]:8000/0.0.0.0:80/…

The host:port socket the ArchiveBox web server actually listens on. This is the local bind socket, not the public URL — for the public URL clients see, set BASE_URL.


	127.0.0.1:8000 (default) — listen only on the loopback interface. Safest when you’re running a reverse proxy on the same host and don’t want the server reachable directly from the network.


	0.0.0.0:8000 — listen on all IPv4 interfaces. Required when running in Docker without --network=host, or when you want the server reachable from other machines on your LAN without a reverse proxy.


	[::]:8000 — listen on all IPv6 interfaces (most modern OSes will accept v4-mapped connections too).


	unix:/path/to/archivebox.sock — bind to a Unix socket instead of a TCP port (useful for nginx/Caddy on the same host).




IPv6 literal addresses must be bracketed: [::1]:8000, not ::1:8000.


[!NOTE]
Inside Docker, binding to 127.0.0.1 means the server is unreachable from outside the container — use 0.0.0.0:8000 and let Docker handle the port-forwarding, or publish the port with -p 127.0.0.1:8000:8000 on the host side instead.




Related options:
BASE_URL, SERVER_SECURITY_MODE








BASE_URL

Possible Values: [""]/https://archive.example.com/http://archivebox.localhost:8000/…

The canonical public URL of your ArchiveBox instance. Used to build absolute links in templates, redirects (/admin/login/?next=...), admin notification emails, OG/meta tags, and — in subdomain security mode — to derive the admin., web., api., and per-snapshot snap-<id>. subdomains.

When BASE_URL is set explicitly, ArchiveBox treats it as the source of truth and ignores the incoming Host header for URL building. In safe-subdomains-fullreplay mode setting it is required for redirects to work correctly.

When BASE_URL is empty, the value is resolved at request time from the incoming request’s Host header (with any leading admin. / web. / api. / snap-*. label stripped to recover the canonical base). Loopback hostnames (localhost, 127.0.0.1, 0.0.0.0, ::) are rewritten to archivebox.localhost so subdomain routing works without /etc/hosts edits. If there’s no live request, BIND_ADDR is used as a last resort.

The scheme is taken from the explicit BASE_URL if set, otherwise from the request (so put a reverse proxy in front for HTTPS and trust X-Forwarded-Proto).

ArchiveBox automatically derives the underlying Django ALLOWED_HOSTS and CSRF_TRUSTED_ORIGINS settings from BASE_URL + SERVER_SECURITY_MODE, so you do not set those directly — the system widens them as needed to admit the admin/web/api subdomains.


[!NOTE]
Pin BASE_URL explicitly on any deployment using safe-subdomains-fullreplay mode. A misconfig banner will surface in the rendered UI until you do.





[!NOTE]
Legacy upgrade path (0.7.3 → 0.9): older deployments that set CSRF_TRUSTED_ORIGINS=https://archive.example.com for their reverse-proxy login but never set BASE_URL still work — when exactly one CSRF origin is present and BASE_URL is empty, ArchiveBox uses that origin as the implicit base URL. New installs should set BASE_URL directly; CSRF_TRUSTED_ORIGINS is no longer a user-settable knob.




Related options:
SERVER_SECURITY_MODE, BIND_ADDR





SERVER_SECURITY_MODE

Possible Values: [safe-subdomains-fullreplay]/safe-onedomain-nojsreplay/unsafe-onedomain-noadmin/danger-onedomain-fullreplay

The top-level security posture of the server. Controls how archived content is served, whether the admin/API control plane is reachable, and which host(s) the UI is split across. This is the most important security knob — pick the most restrictive mode that still works for your use case.

ArchiveBox splits its surfaces across three logical hosts: admin.* (Django admin + session cookies, the entire control plane), web.* (anonymous public browsing UI, optional public add view, and public snapshot index), and api.* (REST/JSON endpoints). In subdomain mode each gets its own host derived from BASE_URL; session/CSRF cookies are scoped to admin.* only, so web.*, api.*, and compromised replay pages on snap-<id>.* can’t read admin auth.



	Mode

	Host layout

	JS replay

	Control plane

	Use when





	safe-subdomains-fullreplay (default, recommended)

	admin/web/api/snap-* on separate subdomains

	Full JS replay enabled

	Enabled on admin.* only

	You have wildcard DNS (*.archive.example.com) and a TLS cert that covers it. Archived JS runs sandboxed away from the admin origin.



	safe-onedomain-nojsreplay

	Everything on one host

	JS in replays is neutered (served as text/plain or stripped)

	Enabled

	You can’t get wildcard DNS. Trades replay fidelity for same-origin safety — archived pages won’t execute scripts.



	unsafe-onedomain-noadmin

	Everything on one host

	Full JS replay enabled

	Disabled — /admin, /accounts, /api, /add, /web return 403; only GET/HEAD/OPTIONS allowed

	Read-only public archive on a single host. Operate the instance via CLI only; the web admin is unreachable.



	danger-onedomain-fullreplay

	Everything on one host

	Full JS replay enabled

	Enabled

	Local dev / trusted-network only. Archived JS runs on the same origin as the admin UI — a malicious archived page can call admin endpoints with your session. Do not expose this mode to the internet.







[!WARNING]
Switching to any mode whose name starts with unsafe- or danger- is logged at startup and surfaces a banner in the UI. Don’t use these modes on a public hostname — archived JavaScript will run on the same origin as your admin session.





[!NOTE]
Subdomain mode requires both wildcard DNS (*.archive.example.com) and (if using TLS) a wildcard certificate. Without those, fall back to safe-onedomain-nojsreplay.




Related options:
BASE_URL, PERMISSIONS

More info:


	Security Overview








SNAPSHOTS_PER_PAGE

Possible Values: [50]/25/100/200/…

Number of rows to render per page on the Snapshot and ArchiveResult list views (admin index, public index, and the Django admin changelists for both models). Lower values reduce per-request render time; higher values speed up bulk browsing at the cost of heavier rendering. Must be ≥ 1.





FOOTER_INFO

Possible Values: [Content is hosted for personal archiving purposes only.  Contact server owner for any takedown requests.]/…

Free-form text rendered in the footer of every archive page. Useful for adding a takedown contact, an org disclaimer, or attribution. Plain text — no HTML.





CUSTOM_TEMPLATES_DIR

Possible Values: [data/custom_templates]//path/to/custom_templates/…

Path to a directory containing custom HTML / CSS / image overrides for the default ArchiveBox templates. Files placed here shadow the built-in templates of the same path, letting you rebrand the UI without forking. See the Django template loader docs for the resolution order.





REVERSE_PROXY_USER_HEADER

Possible Values: [Remote-User]/X-Remote-User/X-Forwarded-User/…

HTTP header your reverse proxy (Authelia, oauth2-proxy, Authentik, nginx auth_request, etc.) sets to the authenticated username. ArchiveBox’s ReverseProxyAuthMiddleware reads this header only when the request’s source IP is inside REVERSE_PROXY_WHITELIST — otherwise the header is ignored to prevent direct-connect spoofing.

The header name is matched case-insensitively and normalized to the HTTP_* form Django exposes (e.g. Remote-User → HTTP_REMOTE_USER).

Related options:
REVERSE_PROXY_WHITELIST, LOGOUT_REDIRECT_URL





REVERSE_PROXY_WHITELIST

Possible Values: [""]/172.16.0.0/16/10.0.0.5/32,fd00::/8/…

Comma-separated list of IPv4 / IPv6 addresses or CIDR networks that are trusted to set REVERSE_PROXY_USER_HEADER. When empty (the default), reverse-proxy auth is completely disabled — the header is never consulted no matter who set it.

When non-empty, only requests whose REMOTE_ADDR falls inside one of the listed networks have the header honored. Anything else falls back to standard session auth. The CIDR list is validated on every request; an invalid entry raises ImproperlyConfigured and breaks the server, so test changes carefully.


[!WARNING]
Set this to the actual IP of your reverse proxy, never 0.0.0.0/0 or a public network. With a wide-open whitelist, anyone who can reach the server directly can forge any username they like via the header.




Related options:
REVERSE_PROXY_USER_HEADER, LOGOUT_REDIRECT_URL





LOGOUT_REDIRECT_URL

Possible Values: [/]/https://example.com/some/other/app//accounts/logout-landing//…

URL users are redirected to after logging out. The default / keeps users on ArchiveBox; set this to an external URL when using reverse-proxy SSO so logout terminates the upstream session too (e.g. https://auth.example.com/logout).

Related options:
REVERSE_PROXY_USER_HEADER, REVERSE_PROXY_WHITELIST





LDAP Settings

Options for LDAP / Active Directory authentication via django-auth-ldap [https://github.com/django-auth-ldap/django-auth-ldap]. Requires pip install archivebox[ldap] (which also pulls in the system libldap / libsasl headers).




LDAP_ENABLED

Possible Values: [False]/True

Master switch for LDAP authentication. When True, ArchiveBox loads the django-auth-ldap backend and validates that LDAP_SERVER_URI, LDAP_BIND_DN, LDAP_BIND_PASSWORD, and LDAP_USER_BASE are all set — startup fails fast otherwise.

pip install archivebox[ldap]





Then set these configuration values:

LDAP_ENABLED: True
LDAP_SERVER_URI: "ldap://ldap.example.com:3389"
LDAP_BIND_DN: "ou=archivebox,ou=services,dc=ldap.example.com"
LDAP_BIND_PASSWORD: "secret-bind-user-password"
LDAP_USER_BASE: "ou=users,ou=archivebox,ou=services,dc=ldap.example.com"
LDAP_USER_FILTER: "(uid=%(user)s)"
LDAP_USERNAME_ATTR: "username"
LDAP_FIRSTNAME_ATTR: "givenName"
LDAP_LASTNAME_ATTR: "sn"
LDAP_EMAIL_ATTR: "mail"
LDAP_CREATE_SUPERUSER: False





More info:


	https://github.com/ArchiveBox/ArchiveBox/wiki/Setting-up-Authentication


	https://github.com/django-auth-ldap/django-auth-ldap#example-configuration




Related options:
ADMIN_USERNAME, REVERSE_PROXY_USER_HEADER





LDAP_SERVER_URI

Possible Values: [None]/ldap://ldap.example.com:389/ldaps://ldap.example.com:636/…

URI of the LDAP server to bind against. Use ldaps:// for TLS or ldap:// for plaintext (plus optional StartTLS at the protocol level). Required when LDAP_ENABLED is True.





LDAP_BIND_DN

Possible Values: [None]/cn=archivebox,ou=services,dc=example,dc=com/…

Distinguished name of the service account used to perform user searches. This account only needs read access to the user subtree under LDAP_USER_BASE. Required when LDAP_ENABLED is True.





LDAP_BIND_PASSWORD

Possible Values: [None]/<bind-service-password>/…

Password for the LDAP_BIND_DN service account. Required when LDAP_ENABLED is True.


[!WARNING]
Treat this like any other service credential — keep it out of shell history and version control. Prefer setting it via the config file (which has owner-only permissions) over environment variables.








LDAP_USER_BASE

Possible Values: [None]/ou=users,dc=example,dc=com/…

Base DN under which to search for user entries. Required when LDAP_ENABLED is True. The search is performed as LDAP_BIND_DN with the filter from LDAP_USER_FILTER.





LDAP_USER_FILTER

Possible Values: [(uid=%(user)s)]/(sAMAccountName=%(user)s)/(&(objectClass=person)(mail=%(user)s))/…

LDAP search filter used to find a user entry at login. The literal token %(user)s is replaced with the username the user typed into the login form. Common values:


	(uid=%(user)s) — OpenLDAP-style


	(sAMAccountName=%(user)s) — Active Directory


	(mail=%(user)s) — match by email








LDAP_USERNAME_ATTR

Possible Values: [username]/uid/sAMAccountName/…

LDAP attribute on the user entry that becomes the local Django username. Must be unique within the directory.





LDAP_FIRSTNAME_ATTR

Possible Values: [givenName]/…

LDAP attribute mapped to Django’s User.first_name.





LDAP_LASTNAME_ATTR

Possible Values: [sn]/…

LDAP attribute mapped to Django’s User.last_name.





LDAP_EMAIL_ATTR

Possible Values: [mail]/userPrincipalName/…

LDAP attribute mapped to Django’s User.email.





LDAP_CREATE_SUPERUSER

Possible Values: [False]/True

When True, every LDAP user who successfully authenticates is auto-promoted to Django superuser. Off by default — leave it off unless your directory’s user base is already restricted to operators, since superusers can modify config, delete snapshots, and run server commands.


[!WARNING]
Combining LDAP_CREATE_SUPERUSER=True with a broad LDAP_USER_BASE (e.g. an entire company OU) effectively grants admin to every employee. Scope the user base or use group-based access control via django-auth-ldap’s AUTH_LDAP_USER_FLAGS_BY_GROUP (configured in custom settings.py) instead.










Storage Settings

Options for the on-disk layout, file permissions, and temp/lib directories that ArchiveBox reads and writes during archiving.






OUTPUT_PERMISSIONS

Possible Values: [644]/755/…
Permissions to set on output files written into the archive directory. The directory mode is derived from this by OR-ing in the execute bits (so 644 files imply 755 dirs), which subsumes the legacy DIR_OUTPUT_PERMISSIONS option (formerly a separate 755-default field) — directory mode is no longer settable on its own.


[!NOTE]
Set this to 600 if you want archives to be readable only by the ArchiveBox user, or 664/775 if you need a shared group to read/write the data dir.




Related options:
ENFORCE_ATOMIC_WRITES


	https://github.com/ArchiveBox/ArchiveBox/wiki/Troubleshooting#docker-permissions-issues








ENFORCE_ATOMIC_WRITES

Possible Values: [True]/False
Whether to write output files atomically (write to a tempfile + rename() into place) so that a crash or kill -9 mid-write can never leave a partial file in the archive. Disable only if you are debugging a filesystem that doesn’t support atomic renames (some FUSE mounts).





TMP_DIR

Possible Values: [data/tmp/<machine_id>]//tmp/archivebox/abc5d851/…
Path for temporary files, the supervisord unix socket, and generated supervisor config. The default is a per-machine subdirectory under the data folder (tmp/<machine_id>) so multiple machines sharing the same data dir (e.g., over NFS) don’t collide on socket files.


[!WARNING]
TMP_DIR must be a short, local path readable/writable by the ArchiveBox user. Unix socket paths have a hard ~96-character limit, so a deeply nested TMP_DIR will silently break the supervisor. It also must live on a real local filesystem (tmpfs/SSD) — FUSE, network mounts, and Docker bind mounts on macOS often cannot host unix sockets at all (see ALLOW_NO_UNIX_SOCKETS).




If ArchiveBox detects the configured TMP_DIR is unwritable or too long, it will auto-fall-back to /tmp/archivebox/<collection_id> at startup.

Related options:
LIB_DIR, ALLOW_NO_UNIX_SOCKETS





LIB_DIR

Possible Values: [<user-config>/abx/lib]//opt/archivebox/lib/~/.config/abx/lib/…
Path for installed binary dependencies (chromium, single-file, yt-dlp, ripgrep, etc.) managed by abxpkg. The default is the platform-standard user-config location (~/.config/abx/lib on Linux, ~/Library/Application Support/abx/lib on macOS, %APPDATA%\abx\lib on Windows) so a single binary installation can be shared across multiple collections on the same machine without re-downloading.


[!NOTE]
LIB_DIR can grow to several GB. Put it on a fast local disk — running extractors off a network-mounted LIB_DIR will be painfully slow.




Related options:
TMP_DIR













ALLOW_NO_UNIX_SOCKETS

Possible Values: [False]/True
Alias: ARCHIVEBOX_ALLOW_NO_UNIX_SOCKETS

Skip the startup check that verifies TMP_DIR can host unix-domain sockets (a real bind() on a .sock file). Set to True only when running ArchiveBox on a filesystem that cannot back unix sockets — most commonly Docker Desktop on macOS with a host bind-mounted TMP_DIR, where the osxfs/virtiofs layer rejects bind() calls.


[!WARNING]
This disables a real safety check, not a cosmetic one. When unix sockets are unavailable some plugins that talk to long-lived helpers over .sock files (supervisord control socket, browser launcher RPC) may behave unpredictably. Prefer fixing TMP_DIR to point at a tmpfs/SSD inside the container; reach for ALLOW_NO_UNIX_SOCKETS only when that’s genuinely not possible.




Related options:
TMP_DIR






Database Settings

Options for tuning the SQLite index database that backs ArchiveBox’s snapshot, tag, and crawl metadata.

ArchiveBox stores all of its index metadata in a single SQLite database file (index.sqlite3 inside your data directory). The defaults are tuned for nearly all users — the knobs below mostly govern lock-contention behavior, which matters when multiple workers touch the database concurrently (e.g. supervised orchestrators, parallel archivebox add runs, container restarts that race against an in-flight write, or long-running web/admin processes alongside CLI commands).


[!NOTE]
These are advanced operator tuning options. If you are not actively diagnosing database is locked errors or planning a non-default storage layout, you can safely leave everything in this section at its default.




Learn more:


	https://github.com/ArchiveBox/ArchiveBox/wiki/Troubleshooting#sqlite-database-is-locked


	https://www.sqlite.org/wal.html


	https://www.sqlite.org/pragma.html










SQLITE_JOURNAL_MODE

Possible Values: [WAL]/DELETE/TRUNCATE/PERSIST/MEMORY/OFF
SQLite journal mode [https://www.sqlite.org/pragma.html#pragma_journal_mode], applied via PRAGMA journal_mode = ... on every new connection. Settable as ARCHIVEBOX_SQLITE_JOURNAL_MODE.

The default WAL (Write-Ahead Logging) lets readers and a single writer operate concurrently without blocking each other — readers see a stable snapshot while a write is in progress, instead of being serialized behind it. This is a substantial win for ArchiveBox, where the web UI, admin, and CLI workers frequently read the index while an extractor is writing.


[!WARNING]
Do not change this unless you have a specific reason. DELETE and TRUNCATE serialize all readers against any writer (much worse concurrency). MEMORY and OFF disable durable journaling and can corrupt the database on crash or power loss. WAL requires the database to live on a real local filesystem — it does not work correctly over network filesystems like NFS or SMB.








SQLITE_MMAP_SIZE

Possible Values: [134217728] (128 MiB) on bare-metal, [0] (disabled) inside Docker / 0 / 268435456 / …
Maximum number of bytes of the database file SQLite is allowed to map into memory via mmap(), applied via PRAGMA mmap_size = .... Settable as ARCHIVEBOX_SQLITE_MMAP_SIZE.

When mmap is enabled, SQLite reads pages directly from the OS page cache instead of issuing read() syscalls and copying into a userspace buffer — meaningfully faster page reads on large databases when there is RAM available to cache them. Setting this to 0 disables memory-mapped I/O entirely and falls back to regular read() calls.

Note: The default is 0 (disabled) inside Docker, because the container’s reported memory limits often do not reflect the host page cache and large mmap regions can interact poorly with cgroup accounting. On bare-metal installs the default is 134217728 (128 MiB).





SQLITE_BUSY_TIMEOUT

Possible Values: [30000]/5000/60000/… (milliseconds, integer)
SQLite busy-wait timeout in milliseconds, applied via PRAGMA busy_timeout = ... on every new connection and converted to seconds for the Python sqlite3 connection-level timeout= argument. Settable as ARCHIVEBOX_SQLITE_BUSY_TIMEOUT.

When a statement encounters a write lock, SQLite will sleep and retry internally for up to this many milliseconds before returning SQLITE_BUSY to the Python driver. Raise it if you see spurious lock errors under sustained write contention and you would rather block than fail; lower it if you want callers to fail fast.





SQLITE_LOCK_RETRY_TIMEOUT

Possible Values: [60.0]/0/120.0/… (seconds, float)
Total wall-clock budget in seconds that ArchiveBox’s own retry loop will spend re-attempting a single locked statement before aborting it. Settable as ARCHIVEBOX_SQLITE_LOCK_RETRY_TIMEOUT.

When the SQLite driver eventually surfaces a database is locked error (after SQLITE_BUSY_TIMEOUT has already elapsed), ArchiveBox wraps the cursor in a higher-level retry loop that logs the locking holders and re-issues the statement. This is the maximum total time spent in that outer loop, across all retries, before giving up and raising. Set to 0 to disable the cap and retry indefinitely.


[!NOTE]
The outer retry only applies to statements that are not inside an explicit transaction.atomic() block. Statements inside an explicit transaction propagate the error to the caller immediately, since silently retrying would re-execute statements the caller already considered committed.




Related options:
SQLITE_LOCK_RETRY_INTERVAL





SQLITE_LOCK_RETRY_INTERVAL

Possible Values: [5.0]/1.0/10.0/… (seconds, float, must be > 0)
Sleep duration in seconds between successive attempts inside the ArchiveBox lock-retry loop. Settable as ARCHIVEBOX_SQLITE_LOCK_RETRY_INTERVAL.

Lower values retry more aggressively (useful if you expect locks to clear quickly and want to minimize end-to-end latency); higher values reduce log noise and wasted CPU when locks are typically held for a long time. Must be strictly greater than 0.

Related options:
SQLITE_LOCK_RETRY_TIMEOUT






Search Settings

Options for full-text search backend configuration.

ArchiveBox can index Snapshot text/HTML output into a searchable index that powers the search bar in the Web UI and the archivebox search <query> CLI command. Multiple backend engines are supported — pick the one that best matches your collection size, available system resources, and tolerance for extra moving parts.


[!NOTE]
Each backend has its own tuning knobs (e.g. Sonic [https://archivebox.github.io/abx-plugins/#search_backend_sonic] host/port, ripgrep [https://archivebox.github.io/abx-plugins/#search_backend_ripgrep] flags, SQLite FTS [https://archivebox.github.io/abx-plugins/#search_backend_sqlite] database path). Those backend-specific options now live with the plugin that implements them — see the abx-plugins docs [https://archivebox.github.io/abx-plugins/] for the full per-backend schema.







SEARCH_BACKEND_ENGINE

Possible Values: [ripgrep]/sqlite/sonic

Which search backend engine to use when running archivebox search and rendering the Web UI search bar.


	ripgrep (default) — Pure filesystem grep across each Snapshot’s archived output (HTML, text, metadata) via the search_backend_ripgrep [https://archivebox.github.io/abx-plugins/#search_backend_ripgrep] plugin. No extra daemon, no extra database to maintain — just install rg and it works. Slow on very large collections (each query re-scans the disk) but always 100% correct: results reflect what’s actually on disk right now, no stale index. Best choice for small-to-medium collections (≲50k snapshots) and for users who don’t want to run extra services.


	sonic — Fast, suggest-style fuzzy search via a running Sonic [https://github.com/valeriansaliou/sonic] daemon (configured via the search_backend_sonic [https://archivebox.github.io/abx-plugins/#search_backend_sonic] plugin). ArchiveBox pushes text into Sonic at index time and queries it at search time. Sub-millisecond queries even at very large scale, but you have to run and maintain the Sonic process (Docker compose has it built in). Best choice for large collections (≳100k snapshots) when query latency matters.


	sqlite — FTS5 full-text index stored alongside ArchiveBox’s main index.sqlite3, configured via the search_backend_sqlite [https://archivebox.github.io/abx-plugins/#search_backend_sqlite] plugin. No extra processes, no extra binary — uses the SQLite already shipped with Python. Faster than ripgrep on large collections, slightly slower than sonic, but no daemon to babysit. Good middle ground for users who want a real index without operational overhead.




Note: Backend-specific tuning (Sonic [https://archivebox.github.io/abx-plugins/#search_backend_sonic] host/port/password, ripgrep [https://archivebox.github.io/abx-plugins/#search_backend_ripgrep] flag overrides, SQLite FTS [https://archivebox.github.io/abx-plugins/#search_backend_sqlite] database path, indexer batch size, etc.) lives in each search-backend plugin’s own config schema — see the abx-plugins docs [https://archivebox.github.io/abx-plugins/] for the full per-backend option list.






Shell Options

Options around the format & behavior of CLI output.

Most of the values in this section are auto-detected from your terminal at startup, but each can be overridden explicitly via env var, ArchiveBox.conf, or archivebox config --set — useful for CI logs, cron jobs, log files, and Docker stdout where the auto-detection isn’t what you want.




DEBUG

Possible Values: [False]/True

Enable verbose debug mode for the entire ArchiveBox process. Automatically set to True when --debug is passed on the command line; otherwise honors the env var / config value.

When enabled this turns on:


	Full Python tracebacks (instead of the trimmed friendly version) on any error


	Django SQL query logging to stderr


	Template auto-reload (no caching) for the web UI


	Verbose plugin / hook lifecycle logging


	Extra detail in archivebox version, archivebox status, and crash reports





[!WARNING]
Do not leave DEBUG=True enabled on a production / publicly-reachable server. It exposes tracebacks with file paths, SQL queries, and environment details that can leak sensitive info to anyone who triggers an error page.




Related options: USE_COLOR, SHOW_PROGRESS





USE_COLOR

Possible Values: [True (auto-detected)]/False

Whether to colorize console output with ANSI escape codes. Defaults to True when stdout is a TTY (interactive terminal) and False otherwise.

Override to force-off when piping archivebox output into a log file or cron-mail wrapper that doesn’t strip ANSI codes (otherwise you’ll see ^[[31m...^[[0m litter throughout your logs). Override to force-on for tools like script(1) or some CI runners that don’t report as a TTY but do render ANSI correctly.

USE_COLOR=False archivebox add https://example.com >> archive.log





Related options: SHOW_PROGRESS, DEBUG





SHOW_PROGRESS

Possible Values: [True (auto-detected)]/False

Whether to render live progress bars during long-running operations (archiving, indexing, migrations). Defaults to True when stdout is a TTY, False otherwise.

Override to force-off in environments where the auto-detection is fooled into thinking it has a TTY (some Docker setups, Kubernetes log collectors, tmux/screen pipes) but the redrawing carriage-return output ends up as garbage in your logs.

SHOW_PROGRESS=False archivebox add < urls.txt





Related options: USE_COLOR






Plugin Configuration









































































































































































































































[!IMPORTANT]
Per-plugin configuration has moved to its own documentation site.
This Configuration.md doc covers only ArchiveBox’s core settings. For everything that lives inside a plugin — extractor toggles, binary paths, timeouts, args, user agents, cookies, persona scoping, etc. — see:

➡️ https://archivebox.github.io/abx-plugins/




That site is regenerated from each plugin’s config.json schema on every release, so it stays in sync with the code. Looking for WGET_ARGS [https://archivebox.github.io/abx-plugins/#wget], CHROME_USER_DATA_DIR [https://archivebox.github.io/abx-plugins/#chrome], SCREENSHOT_RESOLUTION [https://archivebox.github.io/abx-plugins/#screenshot], YTDLP_EXTRA_ARGS [https://archivebox.github.io/abx-plugins/#ytdlp], SINGLEFILE_* [https://archivebox.github.io/abx-plugins/#singlefile], SONIC_HOST [https://archivebox.github.io/abx-plugins/#search_backend_sonic], etc.? They all live there now.


Shared core options that plugins fall back to

A handful of core options (documented above on this page) act as the fallback default for every plugin that has a matching per-extractor override. If you set the core option, every plugin honors it; if you also set the plugin-specific override, that wins for just that one plugin.



	Core option (this doc)

	Plugin-level overrides (see abx-plugins [https://archivebox.github.io/abx-plugins/])





	TIMEOUT

	WGET_TIMEOUT [https://archivebox.github.io/abx-plugins/#wget], CHROME_TIMEOUT [https://archivebox.github.io/abx-plugins/#chrome], YTDLP_TIMEOUT [https://archivebox.github.io/abx-plugins/#ytdlp], SINGLEFILE_TIMEOUT [https://archivebox.github.io/abx-plugins/#singlefile], TITLE_TIMEOUT [https://archivebox.github.io/abx-plugins/#title], FAVICON_TIMEOUT [https://archivebox.github.io/abx-plugins/#favicon], …



	CHECK_SSL_VALIDITY

	WGET_CHECK_SSL_VALIDITY [https://archivebox.github.io/abx-plugins/#wget], YTDLP_CHECK_SSL_VALIDITY [https://archivebox.github.io/abx-plugins/#ytdlp], GALLERYDL_CHECK_SSL_VALIDITY [https://archivebox.github.io/abx-plugins/#gallerydl], CHROME_CHECK_SSL_VALIDITY [https://archivebox.github.io/abx-plugins/#chrome], …



	USER_AGENT

	WGET_USER_AGENT [https://archivebox.github.io/abx-plugins/#wget], CHROME_USER_AGENT [https://archivebox.github.io/abx-plugins/#chrome], SINGLEFILE_USER_AGENT [https://archivebox.github.io/abx-plugins/#singlefile], …



	COOKIES_FILE

	WGET_COOKIES_FILE [https://archivebox.github.io/abx-plugins/#wget], YTDLP_COOKIES_FILE [https://archivebox.github.io/abx-plugins/#ytdlp], GALLERYDL_COOKIES_FILE [https://archivebox.github.io/abx-plugins/#gallerydl], SINGLEFILE_COOKIES_FILE [https://archivebox.github.io/abx-plugins/#singlefile], …



	RESOLUTION

	SCREENSHOT_RESOLUTION [https://archivebox.github.io/abx-plugins/#screenshot], PDF_RESOLUTION [https://archivebox.github.io/abx-plugins/#pdf], CHROME_RESOLUTION [https://archivebox.github.io/abx-plugins/#chrome]







[!TIP]
The resolution order for any plugin-tunable option is always:
1. <PLUGIN>_<OPTION> (explicit per-plugin override) →
2. the matching shared core option above →
3. the plugin’s own hardcoded default.

So setting TIMEOUT=120 once at the top of your ArchiveBox.conf raises the timeout for every extractor at once; setting CHROME_TIMEOUT=300 on top of that lifts it further for just Chrome.






Listing & setting plugin options

All plugin options can be set via the same three mechanisms as core options — env var, ArchiveBox.conf, or archivebox config --set — and inspected with archivebox config:

archivebox config                                  # show every option (core + every installed plugin)
archivebox config --get SCREENSHOT_RESOLUTION      # read one value
archivebox config --set SCREENSHOT_RESOLUTION=1920,1080
archivebox config --search wget                    # search options by name/description







Why is plugin config documented separately?

Plugin schemas evolve on their own release cadence — new extractors ship between ArchiveBox releases, options are added/renamed as hooks revise, and pinning their docs to the core release schedule produced unavoidable drift. The per-plugin doc is auto-generated from each plugin’s config.json schema at build time, so it never lags behind the code.
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Security Overview


💬 We offer consulting services [https://docs.monadical.com/s/archivebox-consulting-services] to set up, secure, and maintain ArchiveBox on your preferred hosting environment.

We use this revenue (from corporate clients who can afford to pay) to support open source development and keep ArchiveBox free.





Web UI Permissions

archivebox config --set PUBLIC_INDEX=False      # require login to access the list of Snapshots
archivebox config --set PUBLIC_ADD_VIEW=False   # require log-in to submit new URLs for archiving
archivebox config --set PERMISSIONS=private     # default new snapshots to login-required (was: PUBLIC_SNAPSHOTS=False)

archivebox manage [createsuperuser|changepassword] # create/modify admin UI users





See [[Setting Up Authentication]] for more…





ArchiveBox Use-Cases





Archiving Public Content Only ⭐️ [Default, recommended for most people]

This is the default (lax) mode, intended for archiving public (non-secret) URLs without authenticating the headless browser.  This is the mode used if you’re archiving news articles, audio, video, etc. browser bookmarks to a folder published on your webserver. This allows you to access and link to content on http://your.archive.com/archive... after the originals go down.

The default mode should not be used for archiving entire browser history or authenticated private content like Google Docs, paywalled content, invite-only subreddits, private photo share urls, etc.

# (these are the defaults)
archivebox config --set ARCHIVEDOTORG_ENABLED=True   # see https://archivebox.github.io/abx-plugins/#archivedotorg
archivebox config --set CHROME_USER_DATA_DIR=None    # see https://archivebox.github.io/abx-plugins/#chrome
archivebox config --set COOKIES_FILE=None









Archiving Content Behind Log-Ins 🚨 [Advanced users only]

ArchiveBox is able to archive content that requires authentication or cookies, but it comes with some caveats. Create dedicated logins for archiving to access paywalled content, private forums, LAN-only content, etc. then share them with ArchiveBox via Chrome profile + cookies.txt file.

archivebox config --set ARCHIVEDOTORG_ENABLED=False
archivebox config --set CHROME_USER_DATA_DIR=/path/to/chrome/profile
archivebox config --set COOKIES_FILE=/path/to/cookies.txt





To get started, set CHROME_USER_DATA_DIR [https://archivebox.github.io/abx-plugins/#chrome] and COOKIES_FILE [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#cookies_file] to point to a Chrome user folder that has your sessions and a wget cookies.txt file respectively.

➡️ For full instructions on setting up a Chromium user profile see here: https://github.com/ArchiveBox/ArchiveBox/wiki/Chromium-Install#setting-up-a-chromium-user-profile

If you’re importing private links or authenticated content, you probably don’t want to share your archive folder publicly on a webserver, so don’t follow the [[Publishing Your Archive]] instructions unless you are only serving it on a trusted LAN or have some sort of authentication in front of it.  Make sure to point ArchiveBox to an output folder with conservative permissions, as it may contain archived content with secret session tokens or pieces of your user data.  You may also wish to encrypt the archive using an encrypted disk image or filesystem like ZFS as it will contain all requests and response data, including session keys, user data, usernames, etc.



⚠️ Things to watch out for: ⚠️


	any cookies / secret state present in a Chrome user profile or cookies.txt file may be reflected in server responses and saved in the Snapshot output (e.g. in headers [https://archivebox.github.io/abx-plugins/#headers] extractor output) — visible in cleartext to anyone viewing the Snapshot. Don’t use your personal Chrome profile for archiving or people viewing your archive can then authenticate as you.


	any secret tokens embedded in URLs (e.g. secret invite links, Google Doc URLs, etc.) will be visible on archive.org as the URLs are not filtered when saving to it. Disable submitting to Archive.org [http://Archive.org] entirely with ARCHIVEDOTORG_ENABLED=False [https://archivebox.github.io/abx-plugins/#archivedotorg].


	the domain portion in archived URLs is sent to a favicon service in order to retrieve an icon more reliably than a janky internal implementation would be able to (if leaking domains is a concern, you can change the FAVICON_PROVIDER [https://archivebox.github.io/abx-plugins/#favicon] or disable favicon fetching entirely with FAVICON_ENABLED=False [https://archivebox.github.io/abx-plugins/#favicon]).


	viewing malicious archived JS could allow an attacker to access your other archive items + the admin interface [https://github.com/ArchiveBox/ArchiveBox/issues/239] — use the default SERVER_SECURITY_MODE=safe-subdomains-fullreplay [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#server_security_mode] (which scopes admin cookies away from snapshot replay subdomains), or disable risky extractors entirely with WGET_ENABLED=False [https://archivebox.github.io/abx-plugins/#wget] and DOM_ENABLED=False [https://archivebox.github.io/abx-plugins/#dom].







An example of a session cookie reflected in headers.json visible in the archive.










Publishing


[!CAUTION]
Re-hosting untrusted archived content on a domain can potentially compromise all apps on that domain!

(including other subdomains)




Make sure you thoroughly understand the dangers of hosting untrusted HTML/JS/CSS that may be captured during archiving [https://developer.mozilla.org/en-US/docs/Web/Security/Same-origin_policy], and how viewing it can enable CSRF attacks [https://en.wikipedia.org/wiki/Cross-site_request_forgery] across all apps on the same domain. If a logged-in user happens to visit an archived page with malicious Javascript embedded, it would allow the JS to hijack any cookies on the domain and pretend to be them, potentially exfiltrating or modifying other Snapshots/data on your server.

(This is why we don’t support serving ArchiveBox from a subdirectory like myapps.example.com/archivebox/, it’s too dangerous to share domains)

The industry standard approach is to use a separate domain for untrusted content, for example Github uses githubusercontent.com and Google uses googleusercontent.com for all user-uploaded files. If hosting ArchiveBox publicly, do the same and keep it on an isolated domain in order to mitigate potential damage of leaked cookies, CORS, and CSRF attacks.

To protect the Admin dashboard, it’s also recommended to serve all content under /archive/ on a separate domain from /admin/. We do this on our servers using a simple redirect rule in nginx/cloudflare like so:


	https://demo.archivebox.io: only serves /, redirects /archive/* to demo-static.


	https://demo-static.archivebox.io: only serves /archive/, redirects everything else to demo.




[image: Cloudflare redirect rule for /archive/ to be served by a separate domain]
Published archives automatically include a robots.txt Disallow: / to block search engines from indexing them. You may still wish to publish your contact info in the index footer though using FOOTER_INFO [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#footer_info] so that you can respond to any DMCA and copyright takedown notices if you accidentally rehost copyrighted content.

⚠️ Make sure to read all the warnings above [https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#%EF%B8%8F-things-to-watch-out-for-%EF%B8%8F] about the dangers of exposing Chrome profile data, cookies, secret tokens in URLs, and the risks of viewing archived JS on a shared origin before publishing your archive.

More info:


	https://github.com/ArchiveBox/ArchiveBox/wiki/Publishing-Your-Archive


	https://github.com/ArchiveBox/ArchiveBox/wiki/Publishing-Your-Archive#security-concerns


	https://github.com/ArchiveBox/ArchiveBox/wiki/Publishing-Your-Archive#copyright-concerns


	https://en.wikipedia.org/wiki/Cross-site_request_forgery


	https://github.com/ArchiveBox/ArchiveBox/issues/239
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Usage

▶️ Make sure the dependencies are fully installed [https://github.com/ArchiveBox/ArchiveBox/wiki/Install] before running any ArchiveBox commands.

ArchiveBox API Reference:



	CLI Usage: Docs and examples for the ArchiveBox command line interface.


	Admin UI Usage: Docs and screenshots for the outputted HTML archive interface.


	Browser Extension Usage: Docs and screenshots for the outputted HTML archive interface.


	Disk Layout: Description of the archive folder structure and contents.




Related:


	[[Docker]]: Learn about ArchiveBox usage with Docker and Docker Compose


	[[Configuration]]: Learn about the various archive method options


	[[Scheduled Archiving]]: Learn how to set up automatic daily archiving


	[[Publishing Your Archive]]: Learn how to host your archive for others to access


	[[Troubleshooting]]: Resources if you encounter any problems





CLI Usage


All three of these ways of running ArchiveBox are equivalent and interchangeable:


	archivebox [subcommand] [...args]

Using the PyPI package via pip install archivebox


	docker run ... archivebox/archivebox [subcommand] [...args]

Using the official Docker image


	docker-compose run archivebox [subcommand] [...args]

Using the official Docker image w/ Docker Compose




You can share a single archivebox data directory between Docker and non-Docker instances as well, allowing you to run the server in a container but still execute CLI commands on the host for example.

For more examples see README: Usage [https://github.com/ArchiveBox/ArchiveBox#%EF%B8%8F-cli-usage] and [[Docker]] pages.


	Run ArchiveBox with configuration options


	Import a single URL


	Import a list of URLs from a text file


	Import list of links from browser history







Run ArchiveBox with configuration options

You can set environment variables in your shell profile, a config file, or by using the env command.

# set config via the CLI
archivebox config --set TIMEOUT=120

# OR modify the config file directly
echo 'TIMEOUT=120' >> ArchiveBox.conf

# OR use environment variables
env TIMEOUT=120 archivebox add 'https://example.com'





See [[Configuration]] page for core ArchiveBox config options and the abx-plugins config reference [https://archivebox.github.io/abx-plugins/] for per-plugin options (e.g. MEDIA_MAX_SIZE, CHROME_USER_DATA_DIR, WGET_ARGS, etc.).

If you’re using Docker, also make sure to read the Configuration section on the [[Docker]] page.


[!TIP]

You can run ArchiveBox commands from anywhere (without having to cd into a data directory first):

/usr/bin/env --chdir=/path/to/archivebox/data archivebox update








Import a single URL

archivebox add 'https://example.com'
# OR
echo 'https://example.com' | archivebox add





You can also add --depth=1 to any of these commands if you want to recursively archive the URLs and all URLs one hop away. (e.g. all the outlinks on a page + the page).



Import a list of URLs from a text file

cat urls_to_archive.txt | archivebox add
# OR
archivebox add < urls_to_archive.txt
# OR
curl 'https://example.com/some/rss/feed.xml' | archivebox add
# OR
archivebox add --depth=1 'https://example.com/some/rss/feed.xml'





You can also pipe in RSS, XML, Netscape, or any of the other supported import formats [https://github.com/ArchiveBox/ArchiveBox/wiki/Quickstart#2-get-your-list-of-urls-to-archive] via stdin.

archivebox add < ~/Downloads/browser_bookmarks_export.html
# OR
archivebox add < ~/Downloads/pinboard_bookmarks.json
# OR
archivebox add < ~/Downloads/any_text_containing_urls.txt









Import list of links from browser history

Look in the bin/ folder of this repo to find a script to parse your browser’s SQLite history database for URLs.
Specify the type of the browser as the first argument, and optionally the path to the SQLite history file as the second argument.

./bin/export-browser-history --chrome
archivebox add < output/sources/chrome_history.json
# or
./bin/export-browser-history --firefox
archivebox add < output/sources/firefox_history.json
# or
./bin/export-browser-history --safari
archivebox add < output/sources/safari_history.json













Import browser cookies into a persona

To archive logged-in sites, you can import cookies from your browser into a persona. This generates a cookies.txt file in the persona directory (used by wget/curl/yt-dlp, etc.) and, for Chromium-based browsers, also copies the profile into the persona so Chrome-based extractors can reuse it.

archivebox persona create --import=chrome personal
# supported: chrome/chromium/brave/edge (Chromium-based only)
# use --profile to target a specific profile (e.g. Default, Profile 1)
# re-running import merges/dedupes cookies.txt (by domain/path/name) but replaces chrome_user_data





If cookie extraction fails, you can still export a Netscape-format cookies.txt using a browser extension and place it at data/personas/<NAME>/cookies.txt.










UI Usage

# configure which areas you want to require login to use vs make publicly available
archivebox config --set PUBLIC_INDEX=False
archivebox config --set PUBLIC_ADD_VIEW=False
archivebox config --set PERMISSIONS=private        # default visibility of newly created snapshots (was: PUBLIC_SNAPSHOTS=False)

archivebox manage createsuperuser  # set an admin password to use for any areas requiring login
archivebox server 0.0.0.0:8000     # start the archivebox web server

open http://127.0.0.1:8000         # open the admin UI in a browser to view your archive





See the Configuration Wiki [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#permissions] and Security Wiki [https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#archiving-private-content] for more info…

Or if you prefer to generate a static HTML index [https://github.com/ArchiveBox/ArchiveBox#static-archive-exporting] instead of using the built-in web server, you can run archivebox list --html --with-headers > ./index.html and then open ./index.html in a browser.  You should see something like this [https://demo.archivebox.io].

You can sort by column, search using the box in the upper right, and see the total number of links at the bottom.

Click the Favicon under the “Files” column to go to the details page for each link.







Explanation of buttons in the web UI - admin snapshots list

[image: Screenshot of buttons at top of Snapshot admin page]
A logged-in admin user may select ☑️ one or more snapshots from the list and perform Snapshot actions:


	Search Search text in the Snapshot title, URL, tags, or archived content (supports regex with the default ripgrep search backend, or enable the Sonic [https://github.com/ArchiveBox/ArchiveBox/blob/dev/docker-compose.yml#L35] full-text search backend in docker-compose.yml and set SEARCH_BACKEND_ENGINE=sonic, SEARCH_BACKEND_HOST, SEARCH_BACKEND_PASSWORD for full-text fuzzy searching) https://github.com/ArchiveBox/ArchiveBox/issues/956


	Tags Start typing in the field to select some tags, then click + to add them or - remove them from the checked snapshots (Tags can be created/edited from the /admin/core/tag/ page)


	Title Pull the latest title and favicon without doing a full snapshot. (helpful to quickly ping any URLs that are stuck showing up as Pending... or are missing a title)


	Pull Finish downloading the Snapshot, pulls any missing/failed outputs/extractors methods (pdf, wget… etc). Resumes running the same archiving steps as when you add new URL. Useful to finish pulling when previous import was paused or interrupted by a reboot or something.  https://github.com/ArchiveBox/ArchiveBox#output-formats


	Re-Snapshot Re-archive the original URL from scratch as a new separate snapshot. Differs from pulling in that it doesn’t resume/update existing snapshot, it creates a new separate entry and re-snapshots the URL at the current point in time. (useful for saving multiple Snapshots of a single URL over time) https://github.com/ArchiveBox/ArchiveBox#saving-multiple-snapshots-of-a-single-url


	Reset Keep the Snapshot entry, but delete all its archive results and redownload them from scratch immediately. Useful for re-trying a bad Snapshot and overwriting its previous results, e.g. if it initially archived a temporary error page or hit a transient rate-limit/CAPTCHA/login page.


	Delete Delete a snapshot and all its archive results entirely. This action cannot be undone. (Note: to thoroughly remove every trace of a URL ever being added, you should also manually scrub log output found in sources/ and logs/)













Browser Extension Usage

Set up the official ArchiveBox Browser Extension [https://github.com/ArchiveBox/archivebox-browser-extension] to submit URLs directly from your browser to ArchiveBox.


	Install the extension in your browser:


	Google Chrome / Edge / All Chromium-based browsers… [https://chrome.google.com/webstore/detail/habonpimjphpdnmcfkaockjnffodikoj]


	Firefox [https://addons.mozilla.org/en-US/firefox/addon/archivebox-exporter/]






	Log into your ArchiveBox server’s admin UI in the same browser where you installed the extension, e.g.

http://localhost:8000/admin/ or https://demo.archivebox.io/admin/

The extension will re-use your admin UI login session to submit URLs to your server, so make sure to log in!

…

Alternatively: You can configure Archivebox to allow submitting URLs without requiring log-in [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#public_index--public_snapshots--public_add_view]

archivebox config --set PUBLIC_ADD_VIEW=True


	Click the ArchiveBox extension in your browser and set Config > ArchiveBox Base URL to your server’s URL, e.g.

http://localhost:8000 or https://demo.archivebox.io


	✅ Done! Test it out: Right-click on any page > ArchiveBox Exporter > Archive Current Page

Then check your ArchiveBox instance to confirm the URL was added.




[image: browser extension config screen]
[image: chrome web store screenshot]
[image: image]

More Info


	https://github.com/ArchiveBox/archivebox-browser-extension


	https://github.com/ArchiveBox/archivebox-browser-extension#setup


	https://github.com/ArchiveBox/archivebox-browser-extension#features


	https://github.com/ArchiveBox/archivebox-browser-extension#alternative-extensions-for-archiving


	https://github.com/ArchiveBox/ArchiveBox/issues/577
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Setting Up Storage


💬 We offer consulting services [https://docs.monadical.com/s/archivebox-consulting-services] to set up, secure, and maintain ArchiveBox on your preferred storage provider.

We use this revenue (from corporate clients who can afford to pay) to support open source development and keep ArchiveBox free.






ArchiveBox supports a wide range of local and remote filesystems using rclone and/or Docker storage plugins. The examples below use Docker Compose bind mounts [https://docs.docker.com/storage/bind-mounts/] to demonstrate the concepts, you can adapt them to your OS and environment needs.

Example docker-compose.yml [https://github.com/ArchiveBox/ArchiveBox/blob/dev/docker-compose.yml] storage setup:

services:
    archivebox:
        ...
        volumes:
            # your index db, config, logs, etc. should be stored on a local SSD (usually <10Gb)
            - ./data:/data

            # but bulk archive/ content can be located on an HDD or remote filesystem
            - /mnt/archivebox-s3/data/archive:/data/archive





Related Docs


	README: Archive Layout

	Wiki: Usage (Disk Layout)

	Wiki: Usage (Large Archives)

	Wiki: Security Overview (Output Folder)

	Wiki: Publishing Your Archive

	Wiki: Upgrading or Merging Archives

	Wiki: Troubleshooting Filesystem Issues






Supported Local Filesystems

[image: local filesystem icon]
[bookmark: ext4][bookmark: apfs]


EXT4 (default on Linux), APFS (default on macOS)


[!TIP]
These default filesystems are fully supported by ArchiveBox on Linux and macOS (w/wo Docker).




[bookmark: zfs]



ZFS (recommended for best experience on Linux/BSD) ⭐️


[!TIP]
This is the recommended filesystem for ArchiveBox on Linux, macOS, and BSD (w/wo Docker).

apt install zfsutils-linux [https://openzfs.github.io/openzfs-docs/Getting%20Started/Ubuntu/index.html]

Provides RAID, compression, encryption, deduping, 0-cost point-in-time backups, remote sync, integrity verification, and more…





	https://openzfs.github.io/openzfs-docs/


	https://openzfs.github.io/openzfs-docs/man/v2.2/8/zpool-create.8.html


	https://openzfs.github.io/openzfs-docs/man/v2.2/8/zfs-create.8.html


	https://docs.docker.com/storage/storagedriver/zfs-driver/


	https://www.ixsystems.com/blog/fast-dedup-is-a-valentines-gift-to-the-openzfs-and-truenas-communities/




# create a new archivebox pool to hold your dataset
zpool create -f \
    -O mountpoint=/mnt/archivebox \
    -O sync=standard \
    -O compression=lz4 \
    -O recordsize=128K \
    -O dnodesize=auto \
    -O atime=off \
    -O xattr=sa \
    -O acltype=posixacl \
    -O aclinherit=passthrough \
    -O utf8only=on \
    -O normalization=formD \
    -O casesensitivity=sensitive \
    archivebox /dev/disk/by-uuid/disk1... /dev/disk/by-uuid/disk2...

# create the archivebox/data ZFS dataset
zfs create \
    -o mountpoint=/mnt/archivebox/data \
    archivebox/data

# optional: add encryption
    -o encryption=on \
    -o keysource=passphrase,prompt \





[bookmark: ntfs][bookmark: hfs][bookmark: btrfs]



NTFS, HFS+, BTRFS


[!WARNING]
These filesystems are likely supported, but are not officially tested.




[bookmark: ext2][bookmark: ext3][bookmark: fat32][bookmark: exfat]



EXT2, EXT3, FAT32, exFAT


[!CAUTION]
Not recommended. Cannot store files >4GB or more than 31k ~ 65k Snapshot entries due to directory entry limits.










[bookmark: remote-filesystems]



Supported Remote Filesystems

[image: local filesystem icon]
ArchiveBox supports many common types of remote filesystems using RClone, FUSE, Docker Storage providers, and Docker Volume Plugins.

The data/archive/ subfolder contains the bulk archived content, and it supports being stored on a slower remote server (SMB/NFS/SFTP/etc.) or object store (S3/B2/R2/etc.). For data integrity and performance reasons, the rest of the data/ directory (data/ArchiveBox.conf, data/logs, etc.) must be stored locally while ArchiveBox is running.


[!IMPORTANT]
data/index.sqlite3 is your main archive DB, it must be on a fast, reliable, local filesystem which supports FSYNC [https://stackoverflow.com/questions/40849596/git-clone-fsync-input-output-error-in-linux#:~:text=Some%20filesystems%20%2D%20especially%20remote%20filesystems%20like%20NFS%2C%20sshfs%2C&text=do%20not%20support%20fsync()%20but%20git%20has%20no%20flag%20to%20disable%20these%20calls] (SSD/NVMe recommended for best experience).





[!TIP]
If you use a remote filesystem, you should switch ArchiveBox’s search backend from ripgrep [https://github.com/ArchiveBox/ArchiveBox/wiki/Setting-up-Search#ripgrep] to sonic [https://github.com/ArchiveBox/ArchiveBox/wiki/Setting-up-Search#sonic] (or FTS5 [https://github.com/ArchiveBox/ArchiveBox/wiki/Setting-up-Search#fts5]).

(ripgrep scans over every byte in the archive to do each search, which is slow and potentially costly on remote cloud storage)




[bookmark: nfs]


NFS (Docker Driver)

docker-compose.yml:

services:
    archivebox:
        volumes:
            - ./data:/data
            - archivebox-archive:/data/archive

volumes:
    archivebox-archive:
        driver_opts:
            type: "nfs"
            o: "addr=some-remote-server.example.com,nolock,soft,rw,nfsvers=4"
            device: ":/archivebox-archive"





[bookmark: smb][bookmark: ceph]



SMB / Ceph (Docker CIFS Driver)

docker-compose.yml:

services:
    archivebox:
        volumes:
            - ./data:/data
            - archivebox-archive:/data/archive

volumes:
    archivebox-archive:
        driver: local
        driver_opts:
            type: cifs
            device: "//some-remote-server.example.com/archivebox-archive"
            o: "username=XXX,password=YYY,uid=911,gid=911"







[image: local filesystem icon][image: local filesystem icon]

[bookmark: s3][bookmark: b2][bookmark: gdrive][bookmark: rclone]



Amazon S3 / Backblaze B2 / Google Drive / etc. (RClone)

# install the RClone and FUSE packages on your host
apt install rclone fuse     # or brew install

# IMPORTANT: needed to allow FUSE drives to be shared with Docker
echo 'user_allow_other' >> /etc/fuse.conf





Then define your remote storage config ~/.config/rclone/rclone.conf:


[!TIP]
You can also create rclone.conf using the RClone Web GUI: rclone rcd --rc-web-gui




# Example rclone.conf using Amazon S3 for storage:
[archivebox-s3]
type = s3
provider = AWS
access_key_id = XXX
secret_access_key = YYY
region = us-east-1






RClone Config Examples


	SMB [https://rclone.org/smb/] / Ceph [https://rclone.org/s3/#ceph] / SFTP [https://rclone.org/sftp/] / FTP [https://rclone.org/ftp/] / WebDAV (e.g. Nextcloud) [https://rclone.org/webdav/]


	Google Drive [https://rclone.org/drive/] / Dropbox [https://rclone.org/dropbox/] / OneDrive [https://rclone.org/onedrive/]


	Amazon S3 [https://rclone.org/s3/#configuration] / Backblaze B2 [https://rclone.org/b2/] / Cloudflare R2 [https://rclone.org/s3/#cloudflare-r2] / DigitalOcean Spaces [https://rclone.org/s3/#digitalocean-spaces]


	Google Cloud Storage [https://rclone.org/s3/#google-cloud-storage] / Azure Blob [https://rclone.org/azureblob/] / Azure Files [https://rclone.org/azurefiles/]


	Storj [https://rclone.org/s3/#storj] / Sia [https://rclone.org/sia/] / Archive.org Storage [https://rclone.org/internetarchive/]


	And many more…


	https://rclone.org/s3/


	https://rclone.org/overview/








Bonus:


	Set up gzip compression: https://rclone.org/compress/


	Set up file encryption: https://rclone.org/crypt/


	Set up hashing engine: https://rclone.org/hasher/








Option A: Running RClone on Bare Metal host


	If Needed: Transfer any existing local archive data to the remote volume first




rclone sync --fast-list --transfers 20 --progress /opt/archivebox/data/archive/ archivebox-s3:/data/archive
mv /opt/archivebox/data/archive /opt/archivebox/data/archive.localbackup






	Mount the remote storage volume as FUSE filesystem




rclone mount
    --allow-other \                # essential, allows Docker to access FUSE mounts
    --uid 911 --gid 911 \          # 911 is the default used by ArchiveBox
    --vfs-cache-mode=full \        # cache both file metadata and contents
    --transfers=16 --checkers=4 \  # use 16 threads for transfers & 4 for checking
    archivebox-s3/data/archive:/opt/archivebox/data/archive         # remote:local





See here for full more detailed instructions here: RClone Documentation: The rclone mount command [https://rclone.org/commands/rclone_mount/]


[!TIP]
You can use any RClone FUSE mounts as a normal volumes (bind mount) for Docker ArchiveBox, typically no storage plugin is needed as long as allow-other is setup properly.




docker run -v $PWD:/data -v /opt/archivebox/data/archive:/data/archive

docker-compose.yml:

services:
    archivebox:
        ...
        volumes:
            - ./data:/data
            - /opt/archivebox/data/archive:/data/archive









Option B: Running RClone with Docker Storage Plugin

This is only needed if you are unable to Option A for compatibility or performance reasons, or if you prefer defining your remote storage config in docker-compose.yml instead of rclone.conf.

See here for full instructions: RClone Documentation: Docker Plugin [https://rclone.org/docker/]


	First, install the Rclone Docker Volume Plugin [https://rclone.org/docker/#installing-as-managed-plugin] for your CPU architecture (e.g. amd64 or arm64):




docker plugin install rclone/docker-volume-rclone:amd64 --grant-all-permissions --alias rclone
ln -sf ~/.config/rclone/rclone.conf /var/lib/docker-plugins/rclone/config/rclone.conf






	Then, create a volume using the Docker CLI [https://rclone.org/docker/#creating-volumes-via-cli] or define one using Docker Compose / Swarm [https://rclone.org/docker/#using-with-swarm-or-compose]:




docker-compose.yml:

services:
    archivebox:
        volumes:
            - ./data:/data
            - archivebox-s3:/data/archive

volumes:
    archivebox-s3:
        driver: rclone
        driver_opts:
            remote: 'archivebox-s3/data/archive'
            allow_other: 'true'
            vfs_cache_mode: full
            poll_interval: 0
            uid: 911
            gid: 911
            transfers: 16
            checkers: 4





To start the container and verify the filesystem is accessible within it:

docker compose run archivebox /bin/bash 'ls -lah /data/archive/ | tee /data/archive/.write_test.txt'







---





More Docker Storage Plugins


	IPFS [https://github.com/djdv/go-filesystem-utils/pull/40] / Peergos [https://github.com/peergos/peergos] / GlusterFS [https://github.com/calavera/docker-volume-glusterfs]


	DigitalOcean Block Storage Volumes [https://github.com/djmaze/dobs-volume-plugin] / Linode Block Storage Volumes [https://github.com/linode/docker-volume-linode]


	More volume plugins… [https://docs.docker.com/engine/extend/legacy_plugins/#volume-plugins]
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Setting Up Authentication


💬 We offer consulting services [https://docs.monadical.com/s/archivebox-consulting-services] to set up, integrate, and maintain ArchiveBox with your org’s auth & hosting.

If you need support, advanced development to capture difficult sites, audit logging, and more, we can provide it!

We use this revenue (from corporate clients who can afford to pay) to support open source development and keep ArchiveBox free.






ArchiveBox supports several types of authentication for users logging in via the Admin Web UI or REST API.


Set Up Admin Web UI Permissions

[image: Non-admin user permissions are only available to paying ArchiveBox clients]
Use these options to set up your desired permissions for non-admin guest users:


	PUBLIC_INDEX=True [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#public_index]: Default allows non-logged-in users to see Snapshot list


	PUBLIC_ADD_VIEW=False [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#public_add_view]: Default doesn’t allow non-logged-in users to submit new URLs


	PERMISSIONS=public [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#permissions]: Default allows non-logged-in users to see Snapshot content (set to unlisted or private to gate it; replaces the removed legacy PUBLIC_SNAPSHOTS toggle, which was a global on/off — PERMISSIONS is now per-Snapshot)





[!NOTE]
Open source ArchiveBox does not support setting up non-admin users & groups with custom permissions. We do offer this feature, audit logging, and more to paying clients [https://docs.monadical.com/s/archivebox-consulting-services].





	Wiki: Configuration [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#permissions] (PUBLIC_INDEX, PUBLIC_ADD_VIEW, PERMISSIONS)


	Wiki: Security Overview [https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview]
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Setting Up Search


How to Search in ArchiveBox

You can search your ArchiveBox data in a number of ways:


	using the CLI: archivebox list --filter-type=search 'text to search' (archivebox list --help for more)


	using the Web UI: both the /public index and /admin/core/snapshot pages provide a search box


	using the REST API: /api/v1/list?filter_type=search provides the same search interface as the CLI


	by searching the archive data folder directly with external tools (e.g. macOS Spotlight, Cerebro [https://www.cerebroapp.com/], ag, Yacy [https://yacy.net/], etc.)




[image: image]







How Search Works

ArchiveBox search works by doing substring matches in Snapshot metadata fields (url, title, timestamp, tags), and by searching the full archived content within each Snapshot (using the selected search backend below). You can find the search implementation source code here: archivebox/core/views.py: PublicIndex.get_queryset() [https://github.com/ArchiveBox/ArchiveBox/blob/dev/archivebox/core/views.py#:~:text=title__icontains].


Note: ArchiveBox currently only returns the bare list of snapshots that match when performing a search.

This will be improved in the future [https://zulip.archivebox.io/#narrow/stream/154-support/topic/Full.20Text.20Search.20works.2E.2E.2E.20but.20is.20there.20a.20UI.3F] to highlight the specific paragraph/line/area that matched within a Snapshot.

For now we recommend using Ctl+F in the browser or one of the external tools listed above to further filter for a term within a Snapshot’s contents.








ArchiveBox Search Backends

ArchiveBox provides a number of “Search Backend Engines” to tune its performance & behavior for different use-cases.

# this setting controls which search backend ArchiveBox uses
archivebox config --set SEARCH_BACKEND_ENGINE=[ripgrep]|sonic|sqlite

# to see information about the backend you are currently using, run:
archivebox version
archivebox config --get SEARCH_BACKEND_ENGINE





By default out-of-the-box, the selected engine is a simple but efficient tool similar to grep -r called ripgrep [https://github.com/BurntSushi/ripgrep].

Ripgrep is currently the fastest [https://blog.burntsushi.net/ripgrep/] available filesystem search tool that scans over the raw archived files on every search. We chose it as the default so that beginners and 95% of users with small collections can have an experience that “just works”, without needing to install and maintain complex additional dependencies or background workers.

However, there are some fundamental limitations of scanning through every file on disk each time a search is done, so ArchiveBox provides a number of additional search backend options for when users outgrow ripgrep.


[!TIP]
You should consider switching ArchiveBox to use sonic or another backend IF:


	you have more than 1,000 Snapshots saved in your archive


	your archive data is stored on a slower filesystem like a spinning hard drive or remote network mount


	you want more advanced search features like stemming, boolean operators, and ability to search PDFs, eBooks, ZIP/tar files, etc.









[bookmark: ripgrep]


ripgrep (the default)

If you do not already have ripgrep installed, follow the instructions here [https://github.com/BurntSushi/ripgrep#installation] to get it.
ArchiveBox will use ripgrep by default if it is found, however you can explicitly configure it to be used like so:

archivebox config --set SEARCH_BACKEND_ENGINE=ripgrep
archivebox config --set RIPGREP_BINARY=rg

# check that archivebox detects the installed version:
archivebox version

# then try it out by searching via the Web UI or CLI:
archivebox list --filter-type=search 'text to search for'






Pros


	supports advanced searching with regex patterns


	simple, few moving parts, and broadly available for all OSs and CPU architectures


	0 idle resource use as there is no background indexer process running


	0 additional disk storage needed as it searches the original data instead of maintaining a separate index


	reasonably fast on NVMe and SSD drives for small collections






Cons


	very slow as archive collection size increases (doesn’t scale well beyond 500~1,000 Snapshots)


	very slow if underlying filesystem is slow (e.g. HDDs or network mounts)


	doesn’t support stemming, boolean operators, or other advanced full-text search features






[bookmark: ripgrep-all]




ripgrep-all (aka rga)

The same as ripgrep except that it supports searching more binary filetypes like PDFs, eBooks, Office documents, zip, tar.gz, etc.

To use it, follow the install instruction for your OS [https://github.com/phiresky/ripgrep-all#installation], then configure ArchiveBox to use it like so:

archivebox config --set SEARCH_BACKEND_ENGINE=ripgrep
archivebox config --set RIPGREP_BINARY=rga

# check that archivebox detects the installed version:
archivebox version

# then try it out by searching via the Web UI or CLI:
archivebox list --filter-type=search 'text to search for'







[bookmark: ugrep]



ugrep

Not tested by the ArchiveBox team but it’s very similar to ripgrep and may work as a drop-in replacement, with some caveats. (contributions welcome to improve support)

ugrep is similar to ripgrep and ripgrep-all in that it’s an indexless disk-search tool, but it provides some more of the full-text search features without the performance overhead of maintaining a separate search backend worker with an independent index.

https://github.com/Genivia/ugrep

archivebox config --set RIPGREP_BINARY=ugrep+






Pros


	supports boolean operators [https://github.com/Genivia/ugrep#bool] in search queries


	supports binary formats like compressed archives, PDFs, eBooks, etc.


	better support for Unicode, special characters, and searching across multiple lines of text


	supports fuzzy search [https://github.com/Genivia/ugrep#fuzzy]






Cons


	not as fast as sonic and but also not as simple as ripgrep


	not all of its features are fully integrated with ArchiveBox yet








[bookmark: sonic]




sonic ⭐️ (the recommended upgrade path for most people)

Sonic [https://github.com/valeriansaliou/sonic] is a fast, lightweight, rust-based alternative to super-heavy traditional search backends like Elasticsearch. It is capable of normalizing natural language search queries, fuzzy matching, and searching Unicode, without needing to maintain a duplicate document store index of all the searchable text.

Internally it functions as an index store, storing only the original IDs of the Snapshots with a super-compressed representation of the text. This allows it to scale to searching terabytes of archive data while maintaining an index only a fraction of that size.

ArchiveBox has supported Sonic for years, and it is the most thoroughly tested and recommended backend for ArchiveBox users that need to scale beyond ripgrep.

Using sonic with ArchiveBox in Docker Compose [https://github.com/ArchiveBox/ArchiveBox/blob/dev/docker-compose.yml] is the easiest way to get started, though you can also use it without Docker by installing it manually [https://github.com/valeriansaliou/sonic#installation] and then running pip install archivebox[sonic].

# edit docker-compose.yml to uncomment the lines that enable sonic
nano docker-compose.yml

# make sure ArchiveBox is configured to use the Sonic backend
docker compose run archivebox config --set SEARCH_BACKEND_ENGINE=sonic

# restart the containers to apply changes and start the Sonic worker
docker compose down
docker compose up

# check that the sonic container started without issues
docker compose logs sonic
docker compose run archivebox version

# backfill any existing archivebox data into the Sonic index (may take an hour or longer depending on storage speed and collection size)
docker compose run archivebox update --index-only

# then test it out:
docker compose run archivebox list --filter-type=search 'some text to search'





Fore more detailed instructions see here [https://github.com/ArchiveBox/ArchiveBox/issues/956#issuecomment-1320587158]…


Pros


	extremely fast, most queries complete in microseconds even with 100k+ snapshots


	maintains lightweight, compressed search index that is minuscule compared to original data


	all-in-one binary written in rust, available cross-platform and easy to deploy


	supports advanced full-text search features like normalization, stemming, etc.


	supports indexing and querying on a remote server (many ArchiveBox instances can share a single sonic instance)






Cons


	one extra dependency to install and background worker to keep running (Docker Compose makes this easy though)


	does not support searching binary files like PDFs, eBooks, compressed archives, etc.






[bookmark: fts5]




SQLite FTS5

This is a recently added [https://github.com/ArchiveBox/ArchiveBox/pull/1241] experimental option that uses a separate SQLite3 Database (similar to the one ArchiveBox already uses for Snapshot metadata) to provide full-text search.

archivebox config --set SEARCH_BACKEND_ENGINE=sqlite

# add existing data to index by running update:
archivebox update --index-only

# test it out using the archivebox Web UI or CLI:
archivebox list --filter-type=search 'some text to search'

# or using SQLite3 directly;
sqlite3 ./search.sqlite3

> SELECT snapshot_id FROM snapshot_fts
      INNER JOIN snapshot_id_fts ON snapshot_id_fts.rowid = snapshot_fts.rowid
      WHERE snapshot_fts MATCH "some text to search";





# optional advanced tuning:
archivebox config --set FTS_SEPARATE_DATABASE=True
archivebox config --set FTS_TOKENIZERS="porter unicode61 remove_diacritics 2"
archivebox config --set FTS_SQLITE_MAX_LENGTH=1000000000






	https://www.sqlite.org/fts5.html


	https://github.com/ArchiveBox/ArchiveBox/pull/1241





Pros


	No additional dependencies needed to install, SQLite3 is already available and used by ArchiveBox


	No long-running background search worker process needed, 0 idle resource use


	Supports advanced full-text search features like boolean operators, stemming, phrases, etc.


	Comparable speed and efficiency to sonic for most use-cases (much faster than ripgrep/ugrep)


	Durability and portability, SQLite is widely used and supported by every major platform on earth






Cons


	Not as thoroughly-tested by ArchiveBox team as our sonic or ripgrep backends


	Maintains a (compressed, but still potentially large) duplicate copy of all searchable text in search.sqlite3 db


	Does not support searching binary files PDFs, eBooks, compressed archives, etc.


	Search indexing and querying must be performed on same server as ArchiveBox data (we don’t yet support sending FTS5 queries to a remote server)













Further Reading


	https://github.com/ArchiveBox/ArchiveBox/blob/dev/docker-compose.yml#:~:text=SEARCH_BACKEND_ENGINE


	https://archivebox.github.io/abx-plugins/#search_backend_ripgrep


	https://archivebox.github.io/abx-plugins/#search_backend_sonic


	https://archivebox.github.io/abx-plugins/#search_backend_sqlite





	#22 Original Issue where full-text search functionality was proposed [https://github.com/ArchiveBox/ArchiveBox/issues/22]


	#543 + #570 Original PR where full-text search functionality was implemented [https://github.com/ArchiveBox/ArchiveBox/pull/543]


	#956 Documentation: Document how search works [https://github.com/ArchiveBox/ArchiveBox/issues/956#issuecomment-1320587158]


	#654 Support: Search Backend only searching admin Snapshot fields instead of archive content [https://github.com/ArchiveBox/ArchiveBox/issues/654]


	#1087 Support: Help setting up full text search [https://github.com/ArchiveBox/ArchiveBox/issues/1087]


	#1091 Support: Help switching to ripgrep-all [https://github.com/ArchiveBox/ArchiveBox/issues/1091]


	#1318 Troubleshooting: Search times out on v0.7.2 installed on Synology using Portainer [https://github.com/ArchiveBox/ArchiveBox/issues/1318]


	#1333 + #1316 Text Search and Filters don’t work at the same time in the web UI [https://github.com/ArchiveBox/ArchiveBox/pull/1333]


	#1320 Troubleshooting: Sonic backend Error: ENDED authentication_failed doesn’t contain protocol(NUMBER) [https://github.com/ArchiveBox/ArchiveBox/pull/1320]





	#1139 Feature Request: Add AI-assisted summarization, tagging, search, and more using LLMs / RAG [https://github.com/ArchiveBox/ArchiveBox/issues/1139]


	#1358 Django Admin general improvements: tree view, better filters, better sorting, custom pages, etc. [https://github.com/ArchiveBox/ArchiveBox/issues/1358]
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Publishing Your Archive

There are two ways to publish your archive: using the archivebox server or by exporting and hosting it as static HTML.




1. Use the built-in web server

# set the permissions depending on how public/locked down you want it to be
archivebox config --set PUBLIC_INDEX=True
archivebox config --set PUBLIC_ADD_VIEW=True
archivebox config --set PERMISSIONS=public        # default visibility of newly created snapshots (was: PUBLIC_SNAPSHOTS=True)

# create an admin username and password for yourself
archivebox manage createsuperuser

# then start the webserver and open the web UI in your browser
archivebox server 0.0.0.0:8000
open http://127.0.0.1:8000





This server is enabled out-of-the-box if you’re using docker-compose to run ArchiveBox.
If hosting publicly, it’s essential to place an SSL termination server in front of ArchiveBox. The bundled compose file includes opt-in https (Traefik) and tunnel (Cloudflare Tunnel) profiles, or you can bring your own reverse proxy such as traefik [https://github.com/traefik/traefik], caddy [https://caddyserver.com/docs/automatic-https#activation], or cloudflared [https://developers.cloudflare.com/cloudflare-one/connections/connect-networks/].


[!TIP]
Advanced: You can use nginx to serve the static /archive/ dir directly from the filesystem to increase performance.

To protect the /admin/ dashboard, it should ideally be served from a different domain using redirects.








2. Export and host it as static HTML

archivebox list --html --with-headers > index.html
archivebox list --json --with-headers > index.json

# then upload the entire output folder containing index.html and archive/ somewhere
# e.g. github pages or another static hosting provider

# you can also serve it with the simple python HTTP server
python3 -m http.server --bind 0.0.0.0 --directory . 8000
open http://127.0.0.1:8000





Here’s a sample nginx configuration that works to serve your static archive folder:

location / {
    alias       /path/to/your/ArchiveBox/data/;
    index       index.html;
    autoindex   on;
    try_files   $uri $uri/ =404;
}





Make sure you’re not running any content as CGI or PHP, you only want to serve static files!

Urls look like: https://demo.archivebox.io/archive/1493350273/en.wikipedia.org/wiki/Dining_philosophers_problem.html









Security Concerns


[!CAUTION]
Re-hosting untrusted archived content on a domain can potentially compromise all apps on that domain!

(including other subdomains)




Make sure you thoroughly understand the dangers of hosting untrusted HTML/JS/CSS that may be captured during archiving [https://developer.mozilla.org/en-US/docs/Web/Security/Same-origin_policy], and how viewing it can enable CSRF attacks [https://en.wikipedia.org/wiki/Cross-site_request_forgery] across all apps on the same domain. If a logged-in user happens to visit an archived page with malicious Javascript embedded, it would allow the JS to hijack any cookies on the domain and pretend to be them, potentially exfiltrating or modifying other Snapshots/data on your server.

(This is why we don’t support serving ArchiveBox from a subdirectory like myapps.example.com/archivebox/, it’s too dangerous to share domains)

The industry standard approach is to use a separate domain for untrusted content, for example Github uses githubusercontent.com and Google uses googleusercontent.com for all user-uploaded files. If hosting ArchiveBox publicly, do the same and keep it on an isolated domain in order to mitigate potential damage of leaked cookies, CORS, and CSRF attack.


Protecting the Admin Dashboard

To protect the Admin dashboard, it’s also recommended to serve all content under /archive/ on a separate domain from /admin/. We do this on our servers using a simple redirect rule in nginx/cloudflare like so:


	https://demo.archivebox.io: only serves /, redirects /archive/* to demo-static.


	https://demo-static.archivebox.io: only serves /archive/, redirects everything else to demo.




[image: Cloudflare redirect rule for /archive/ to another domain]

Note: This is still recommended, but less critical if your /archive/ folder does not contain any archived JS (e.g. if you set WGET_ENABLED=False [https://archivebox.github.io/abx-plugins/#wget] and DOM_ENABLED=False [https://archivebox.github.io/abx-plugins/#dom]).




More info:


	https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview


	https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#publishing


	https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#️-things-to-watch-out-for-️ [https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#%EF%B8%8F-things-to-watch-out-for-%EF%B8%8F]













Copyright Concerns


[!WARNING]
Be aware that some sites you archive may not allow you to rehost their content publicly for copyright reasons, it’s up to you to host responsibly and respond to takedown requests appropriately based on the laws in your jurisdiction.




Archiving for personal backups, research, and some other use-cases are covered by fair use copyright exemptions [https://guides.library.oregonstate.edu/copyright/libraries] in the USA, but if your archive can deprive the original author of revenue (e.g. if you rehost it for profit), then your use case might no longer be covered and you have to respond to DMCA takedown notices.

As a general rule of thumb:


	Copies cannot be made for commercial purposes


	The copying cannot be systematic (e.g., to replace subscriptions)


	All copies made must include a notice stating that the materials may be protected under copyright.




Please modify the FOOTER_INFO [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#footer_info] config variable to add your contact info to the footer of your index.

Note: ArchiveBox prevents search engines from indexing your archives using /robots.txt [https://github.com/ArchiveBox/ArchiveBox/blob/dev/archivebox/templates/static/robots.txt#L2] by default. It’s not recommended to disable [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#custom_templates_dir] this as it often leads to a flood of automated takedown requests and abuse reports to your hosting provider (from anti-piracy bots that scan for cloned copyrighted content via search engines).

Keep in mind individuals, companies, schools, and libraries all have different copyright exemptions in different countries. Double check the specific laws for your situation in your own jurisdiction!


Further Reading: USA Copyright Law & Fair Use Exemptions


	https://www.copyright.gov/title17/


	https://help.archive.org/help/rights/


	https://blog.archive.org/2024/03/01/fair-use-in-action-at-the-internet-archive/


	https://www.lib.ncsu.edu/workshops/understanding-copyright-and-fair-use-archival-research


	https://libguides.colorado.edu/c.php?g=1154758&p=8428124


	https://fairuse.stanford.edu/2003/11/10/digital_preservation_and_copyr/


	https://guides.library.oregonstate.edu/copyright/libraries


	https://www.clir.org/pubs/reports/pub112/body/


	https://github.com/pirate/internet-archiving-talk
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Scheduled Archiving

ArchiveBox now stores schedules in the database and lets the orchestrator materialize them into queued Crawl records at the right time. You no longer need host cron, user crontabs, or a separate archivebox_scheduler container when archivebox server is running.


How It Works


	archivebox schedule ... creates a CrawlSchedule record plus a sealed template Crawl.


	The long-running global orchestrator inside archivebox server watches enabled schedules.


	When a schedule becomes due, the orchestrator creates a new queued Crawl.


	That queued crawl is processed the same way as UI/API-submitted work.




One-shot foreground flows such as archivebox add ... continue to process only the crawl they were asked to run. They do not also sweep and execute unrelated scheduled crawls.



CLI Usage

cd ~/archivebox/data

archivebox schedule --every=daily --depth=1 https://example.com/feed.xml
archivebox schedule --every='0 */6 * * *' https://example.com/feed.xml
archivebox schedule --show
archivebox schedule --clear
archivebox schedule --run-all
archivebox schedule --foreground





Accepted schedule formats:


	Aliases: minute, hour, day, week, month, year, daily, weekly, monthly, yearly


	Cron expressions: e.g. 0 */6 * * *




archivebox schedule --run-all enqueues every enabled schedule immediately.

archivebox schedule --foreground runs the global orchestrator in the foreground, which is useful outside archivebox server if you want a dedicated long-running scheduler/worker process without the web UI.

Running archivebox schedule --every=day with no import_path creates a recurring maintenance schedule that queues archivebox://update crawls.



Docker Compose

With the new orchestrator flow, you only need the main archivebox service:

services:
  archivebox:
    image: archivebox/archivebox:dev
    command: server --quick-init 0.0.0.0:8000
    volumes:
      - ./data:/data





Create schedules with:

docker compose run --rm archivebox schedule --every=weekly --depth=1 https://example.com/feed.xml
docker compose run --rm archivebox schedule --show





If the main archivebox server container is already running, its orchestrator will pick up future scheduled runs automatically. There is no scheduler sidecar to restart.



Examples

Archive a Twitter mirror once a week:

archivebox schedule --every=weekly --depth=1 'https://nitter.net/ArchiveBoxApp'





Archive a subreddit and linked discussions once a week:

archivebox config --set URL_ALLOWLIST='^http(s)?:\/\/(.+)?teddit\.net\/?.*$'
archivebox schedule --every=weekly --depth=1 'https://teddit.net/r/DataHoarder/'





Archive Hacker News every day:

archivebox config --set URL_DENYLIST='^http(s)?:\/\/(.+\.)?(youtube\.com)|(amazon\.com)\/.*$'
archivebox schedule --every=daily --depth=1 'https://news.ycombinator.com'





Queue a daily maintenance update:

archivebox schedule --every=day
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Chrome / Chromium Setup

By default, ArchiveBox looks for any existing installed version of Chrome/Chromium and uses it if found.  You can optionally install a specific version and set the environment variable CHROME_BINARY to force ArchiveBox to use that one, e.g.:


	CHROME_BINARY=google-chrome-beta


	CHROME_BINARY=/usr/bin/chromium-browser


	CHROME_BINARY='/Applications/Chromium.app/Contents/MacOS/Chromium'


	CHROME_BINARY='~/Library/Caches/ms-playwright/chromium-857950/chrome-mac/Chromium.app/Contents/MacOS/Chromium'




If you don’t already have Chrome installed, I recommend installing Chromium instead of Google Chrome, as it’s the open-source fork of Chrome that doesn’t send as much tracking data to Google.

Check for existing Chrome/Chromium install:

 
google-chrome --version | chromium-browser --version
Google Chrome 122.0.6261.49 beta     # should be >v111






Installing Chromium


⭐️ Any OS (recommended)

playwright [https://playwright.dev/python/docs/browsers] (by the Microsoft team) and puppeteer [https://github.com/puppeteer/puppeteer] (by the Google team) are two options to get stable, repeatable Chromium distributions on many OSs.

pip install --upgrade --ignore-installed playwright
playwright install --with-deps chromium

# alternatively use puppeteer to get Chromium instead of playwright:
npm install puppeteer







macOS

If you already have a Chrome app installed like /Applications/Chromium.app, you don’t need to run this.

brew install --cask chromium







Ubuntu/Debian

If you already have chromium-browser >= v111 installed (run chromium-browser --version, you don’t need to run this.

sudo apt update
sudo apt install chromium-browser
# or on some systems:
sudo apt install chromium








Installing Google Chrome


macOS

If you already have /Applications/Google Chrome.app, you don’t need to run this.

brew install --cask google-chrome







Ubuntu/Debian

If you already have google-chrome >= v111 installed (run google-chrome --version, you don’t need to run this.

wget -q -O - 'https://dl-ssl.google.com/linux/linux_signing_key.pub' | sudo apt-key add -
echo 'deb [arch=amd64] http://dl.google.com/linux/chrome/deb/ stable main' | sudo tee /etc/apt/sources.list.d/google-chrome.list
sudo apt update
sudo apt install -y google-chrome








Troubleshooting Chromium Install

If you encounter problems setting up Google Chrome or Chromium, see the Troubleshooting [https://github.com/ArchiveBox/ArchiveBox/wiki/Troubleshooting#chromiumgoogle-chrome] page.






Setting Up a Chromium User Profile

You may choose to set up a Chrome/Chromium user profile in order to use your cookies/sessions to log into sites behind authentication/paywall during archiving.

Note: not all extractors use Chrome (e.g. wget, mercury, media), so COOKIES_FILE [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration/#cookies_file] should be set up as well after this.


[!WARNING]
We strongly recommend you use separate burner credentials dedicated to archiving [https://docs.sweeting.me/s/cookie-dilemma], e.g. don’t provide cookies for your normal daily Facebook/Instagram/Google/etc. accounts as server responses and page content will often contain your name/email/PII, session cookies, private tokens, etc. which then get preserved in your snapshots for eternity.

Future viewers of your archive may be able to use any reflected archived session tokens to log in as you, or at the very least, associate the content with your real identity. Even if this tradeoff seems acceptable now or you plan to keep your archive data private, you may want to share a snapshot with others in the future, and snapshots are very hard to sanitize/anonymize after-the-fact!

For this reason, it’s best to set up dedicated fake profile accounts for each site you want to archive, and consider them burned if you ever share any of your archived snapshots of those sites with untrusted people.




[bookmark: docker-setup]
[bookmark: Docker-Setup]


Docker VNC Setup

If using ArchiveBox in Docker, the easiest way to set up session credentials is by remote controlling the ArchiveBox Chrome browser over VNC, and using it to log in to the sites you want to save.


	Enable the novnc server using these settings in your docker-compose.yml:




docker-compose.yml:

services:
    archivebox:
        ...
        volumes:
            ...
            - ./data/personas/Default:/data/personas/Default
        environment:
            - CHROME_USER_DATA_DIR=/data/personas/Default/chrome_profile
            - DISPLAY=novnc:0.0
            
    novnc:
        image: theasp/novnc:latest
        environment:
            - DISPLAY_WIDTH=1920
            - DISPLAY_HEIGHT=1080
            - RUN_XTERM=no
        ports:
            - "8080:8080"






	Start the novnc window server container




docker compose up -d novnc
# wait a few seconds for novnc to start...






	Start ArchiveBox’s Chrome inside Docker




docker compose run archivebox /usr/bin/chromium-browser --user-data-dir=/data/personas/Default/chrome_profile --profile-directory=Default --disable-gpu --disable-features=dbus --disable-dev-shm-usage --start-maximized --no-sandbox --disable-setuid-sandbox --no-zygote --disable-sync --no-first-run





(make sure you set DISPLAY & CHROME_USER_DATA_DIR and added the line to volumes: above first!)


	Open http://localhost:8080/vnc.html in your browser. You should see a remote linux desktop shown with Chrome open, allowing you to remote-control ArchiveBox’s browser. Use it to log into any sites where you want to save credentials.


	✅ Close the browser, stop & remove novnc, and then run archivebox normally. It will use the profile stored in CHROME_USER_DATA_DIR=/data/personas/Default/chrome_profile going forward, you should now be able to archive sites as if you were logged in!




# stop the archivebox and novnc containers
docker compose down
docker compose down --remove-orphans
# edit docker-compose.yml to remove/comment out the novnc: section

# test it all out by archiving something hosted on one of the domains you logged in to
docker compose run archivebox add 'https://private.example.com/some/site/requiring/login.html'
# check the SingleFile, Screenshot, DOM, or PDF snapshot output (only these use the Chrome profile)
# make sure the content appears as your logged-in user would see it





Under the hood this uses Xvfb [https://www.x.org/releases/X11R7.6/doc/man/man1/Xvfb.1.xhtml] + Fluxbox [http://www.fluxbox.org/] + novnc [https://github.com/theasp/docker-novnc] to provide a virtual display, window manager, and VNC server + novnc websocket viewer.





Non-Docker Setup (Local Host)

If running ArchiveBox on your local machine without Docker, this process is fairly easy.

First, tell archivebox where you want to store your Chrome profile.

# replace /Users/alice/.archivebox_chrome with a path to store your profile in
archivebox config --set CHROME_USER_DATA_DIR=/Users/alice/.archivebox_chrome





Then run Chrome (with that profile dir) to open a visible browser window where you can log into things, e.g.:

# find your CHROME_BINARY path by running
archivebox version | grep -i chrome

# macOS example (using Google Chrome.app)
/Applications/Google\ Chrome.app/Contents/MacOS/Google\ Chrome --user-data-dir=~/ArchiveBox/personas/Default/chrome_profile

# Linux example (using Playwright Chromium)
/root/.cache/ms-playwright/chromium-1105/chrome-linux/chrome --user-data-dir=~/archivebox/data/personas/Default/chrome_profile





Once it’s open, log in to all the sites you want to be logged in to for archiving, then close/quit Chrome.

✅ All ArchiveBox extractors that use Chrome (e.g. Screenshot, PDF, DOM, Singlefile) should now use that profile.

Don’t forget to set up COOKIES_FILE [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration/#cookies_file] for the rest!





Non-Docker Setup (Remote Host)

You must set up the profile using the exact same version of chrome that ArchiveBox is running (which can be found with archivebox version).
You can download the latest chromium with pip install playwright && playwright install --with-deps chromium, or get older versions of Chrome from https://chromium.cypress.io.

General steps:


	Make sure you are running the same OS and have the same version of Chrome installed as the host running ArchiveBox


	Follow the Non-Docker Setup (Local Host) setups above to create a Chrome profile locally


	Rsync your chrome profile from your local machine to the remote archivebox host

rsync --archive /path/to/profile remotehost:/path/to/profile/on/remote/host


	Configure ArchiveBox on the remote host to use the rsync’ed Chrome profile

archivebox config --set CHROME_USER_DATA_DIR=/path/to/profile/on/remote/host




You may need to run chown -R archivebox /path/to/profile/on/remote/host on the remote host to make the profile editable by the archivebox user on that machine.

✅ All ArchiveBox extractors that use Chrome (e.g. Screenshot, PDF, DOM, Singlefile) should now use that profile.

Don’t forget to set up COOKIES_FILE [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration/#cookies_file] for the rest!





More Info & Troubleshooting


	https://github.com/ArchiveBox/ArchiveBox/issues/952


	https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#archiving-private-content


	https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#️-things-to-watch-out-for-️ [https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#%EF%B8%8F-things-to-watch-out-for-%EF%B8%8F]


	https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#publishing


	https://archivebox.github.io/abx-plugins/#chrome (CHROME_USER_DATA_DIR, CHROME_BINARY, etc.)


	https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#cookies_file
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Upgrading Versions

# cd /path/to/your/archivebox/data
cd ~/archivebox/data

pip install --upgrade --ignore-installed archivebox
# or
docker pull archivebox/archivebox:latest

# upgrade the collection to a new version
archivebox init





✅ Upgrading checklist:


	Find the version you want to upgrade to on https://github.com/ArchiveBox/ArchiveBox/releases


	Read the release notes carefully for any instructions or extra steps around upgrading for each release you’re skipping or installing


	Make a full backup of your index.sqlite3 and archive/ content before upgrading!

gzip -9 < index.sqlite3 > "index.sqlite3.$(date +%s).bak"


	Follow the steps below depending on your setup to run archivebox init (repeating as necessary for each major version if upgrading across multiple major versions)


	Confirm the upgrade succeeded and check for any orphan/corrupted snapshots with archivebox status




💬 Open an issue [https://github.com/ArchiveBox/ArchiveBox/issues/new/choose] in our bug tracker if you experience any problems with upgrading/merging/modifying collections.



Note: It’s recommended to only upgrade one major version at a time. e.g. if you’re on v0.4.14, upgrade to v0.5.6 next, then v0.6.3, and finally v0.7.1 (as 3 separate steps).
You can specify exact versions with pip like so: pip install archivebox==0.6.3 or with docker docker pull archivebox/archivebox:0.6.3. Upgrading directly across multiple major versions may work in some cases, but is not recommended for maximum data safety.



ℹ️ How it works internally:

The same command is used for initializing a new archive and upgrading an existing one. archivebox init is idempotent and safely be run multiple times. Running it will ensure your collection is on the latest version and all the files are in their correct locations. archivebox status can be used to check for orphan/corrupted snapshots or invalid index data.

There are three main areas on disk that ArchiveBox modifies during upgrades:


	index.sqlite3 contains the SQLite3 DB index that gets upgraded automatically by Django based on the changes in archivebox/core/models.py [https://github.com/ArchiveBox/ArchiveBox/blob/dev/archivebox/core/models.py].


	archive/*/index.json these files are redundant json exports of the data for each Snapshot in index.sqlite3, these files are overwritten on every archivebox update run or anytime the Snapshot is modified from the GUI or CLI. These files will be lazily updated [https://github.com/ArchiveBox/ArchiveBox/issues/962] to the latest schema versions as ArchiveBox accesses them, but are usually not modified in bulk during archivebox init when upgrading.


	archive/* the Snapshot output files may be moved or renamed by future upgrades (so far they have remained unchanged since v0.1, but future versions reserve the right to change their locations)




The ArchiveBox.conf file is not modified by upgrades and should remain forward-compatible across future versions (even when config options are renamed, we check the old names internally to maintain compatibility).

As of v0.4 and above, ArchiveBox uses the Django migrations system for deterministic, atomic, safe upgrades, so your DB should always be left in a consistent state in the event of a failure or power outage. If you need help fixing a corrupted collection, open an issue using the link above.

More info:


	https://docs.djangoproject.com/en/4.0/topics/migrations/


	https://github.com/ArchiveBox/ArchiveBox/wiki/Upgrading-or-Merging-Archives#database-migrations-errors-or-upgrade-issues


	https://github.com/ArchiveBox/ArchiveBox/wiki/Troubleshooting







Upgrading with Docker Compose ⭐️

Using Docker Compose is recommended because it makes upgrading a breeze! ✨

Pulling and running the latest version automatically upgrades the ArchiveBox collection and all of ArchiveBox’s internal dependencies.

cd ~/archivebox        # or wherever your folder containing docker-compose.yml is
docker-compose down    # stop the currently running archivebox containers
docker-compose down    # run twice to clear stopped containers
docker-compose pull    # pull the latest image version from Docker Hub
docker-compose up      # collection will be automatically upgraded as it starts





More info:


	https://github.com/ArchiveBox/ArchiveBox#️-easy-setup [https://github.com/ArchiveBox/ArchiveBox#%EF%B8%8F-easy-setup]


	https://github.com/ArchiveBox/ArchiveBox/wiki/Docker#docker-compose


	https://github.com/ArchiveBox/ArchiveBox/wiki/Docker#setup






Upgrading with plain Docker

Upgrading with plain Docker is similar to the process with Docker Compose, but you have to run archivebox init manually at the end to finish the process.

docker ps -a -q  --filter ancestor=archivebox/archivebox  # find any currently running archivebox containers
docker kill <image>    # stop any currently running archivebox versions

docker pull archivebox/archivebox
docker run -v $PWD:/data -it archivebox/archivebox init  # upgrade the collection to the latest version

# restart the archivebox server container if needed
docker run -v $PWD:/data -it -p 8000:8000 archivebox/archivebox server 0.0.0.0:8000





More info:


	https://github.com/ArchiveBox/ArchiveBox#️-easy-setup [https://github.com/ArchiveBox/ArchiveBox#%EF%B8%8F-easy-setup]


	https://github.com/ArchiveBox/ArchiveBox/wiki/Docker#docker


	https://github.com/ArchiveBox/ArchiveBox/wiki/Docker#setup-1






Upgrading with a package manager

Package manager releases take a lot of effort to maintain (contributions welcome! [https://github.com/ArchiveBox/ArchiveBox/wiki/Donations]) and sometimes lag behind the Docker releases. We make a best effort to have the latest release available through all channels within a reasonable timeframe.

cd ~/archivebox/data   # or wherever your data folder is
killall archivebox     # stop the currently running archivebox version

# upgrade ArchiveBox using the package manager you originally used to install it
pip install --upgrade --ignore-installed archivebox
# or
sudo apt update
sudo apt install --only-upgrade archivebox
# or with the optional auto-installer script
curl -sSL 'https://get.archivebox.io' | sh

archivebox init        # run init to upgrade the collection to the latest version
sudo archivebox install # refresh runtime dependencies if needed

archivebox update --index-only  # optionally force an update of the snapshot index files (normally done lazily, see issue #962 for more info)

archivebox status      # check that everything succeeded





More info:


	https://github.com/ArchiveBox/ArchiveBox#-package-manager-setup


	https://github.com/ArchiveBox/ArchiveBox/wiki/Install#manual-setup


	https://github.com/ArchiveBox/pip-archivebox


	https://github.com/ArchiveBox/homebrew-archivebox


	https://github.com/ArchiveBox/docker-archivebox


	https://github.com/ArchiveBox/debian-archivebox


	https://github.com/ArchiveBox/electron-archivebox


	https://aur.archlinux.org/packages/archivebox


	https://github.com/NixOS/nixpkgs/blob/master/pkgs/applications/misc/archivebox/default.nix








Merge two or more existing archives

See [[Merging Collections]]…







Related Documents


	https://github.com/ArchiveBox/ArchiveBox/wiki/Troubleshooting#database


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#disk-layout


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#large-archives


	https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#output-folder


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#python-shell-usage


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#sql-shell-usage
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Upgrading or Merging Archives

Moved to:


	[[Upgrading]]


	[[Merging Collections]]


	Database Troubleshooting
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Merging Collections

Two or more existing ArchiveBox collection dirs can be merged together by simply combining the contents of archive/* and re-running archivebox init to pull the new Snapshots into the index.


[!WARNING]
Snapshot folders are identified by their timestamp (in milliseconds), this is normally not a problem for archives collected on one machine, but when merging archives from two different instances that ran at the same time it means there is a small chance of conflicts. Check the contents of archive/ before merging, and backup any directories that may conflict before proceeding.





	Upgrade both old collections to the most recent ArchiveBox version (following instructions above)




pip install --upgrade archivebox   # or follow instructions above for upgrading w/ Docker

cd /path/to/archivebox1/data
archivebox init
archivebox status

cd /path/to/archivebox2/data
archivebox init
archivebox status

# ... repeat the same for each collection if merging more than two






	Create a new empty archivebox collection in a new folder somewhere, this will hold the new merged collection




mkdir /path/to/archivebox_new
cd /path/to/archivebox_new
archivebox init






	Copy everything under ./archive/* in each old collection into the new collection’s ./archive/ folder




rsync --archive --info=progress2 /path/to/archivebox1/data/archive/ /path/to/archivebox_new/data/archive
rsync --archive --info=progress2 /path/to/archivebox2/data/archive/ /path/to/archivebox_new/data/archive
# ...repeat the same for each collection if merging more than two






	Run archivebox init in the new merged collection to regenerate the new index




cd /path/to/archivebox_new
archivebox init






	The new collection should now contain all the entries from the old collections combined




cd /path/to/archivebox_new
archivebox status

# optionally force an update of the snapshot index files (normally done lazily)
archivebox update --index-only





For more information about why Snapshot index files are usually updated lazily, see: https://github.com/ArchiveBox/ArchiveBox/issues/962

After you’ve confirmed your Snapshots are present in the new index, the old index.sqlite3, index.json, index.html, etc. main index files from the old archives can be safely deleted. You can optionally merge the contents of ArchiveBox.conf (your ArchiveBox config options), sources/ (copies of all URLs imported in their original format), logs/ (ArchiveBox error logs and debug info), and other root-level items yourself if that data is important to you.




Modify the ArchiveBox SQLite3 DB directly

If you need to automate changes to the ArchiveBox DB (for example adding a User from an Ansible script), you can modify the SQLite3 DB directly.

Note, this is often unnecessary for modifying ArchiveBox on a host that doesn’t have the CLI installed, as you can also copy the index.sqlite3 to a local machine that has it, do the modifications locally, then copy the modified db back into place on the host. (Docker/CLI/GUI/Web ArchiveBox all share the same DB schema/format)

cd ~/archivebox/data    # cd into your archivebox collection dir
sqlite3 index.sqlite3   # open the db with sqlite3 shell






Example: Modifying an existing user’s email

UPDATE auth_user
SET email = 'someNewEmail@example.com', is_superuser = 1
WHERE username = 'someUsernameHere';







Example: Adding a new user with a hashed password

Note: this is just an example to demonstrate direct database usage. If you are trying to create a user on initial setup, use the ADMIN_USERNAME & ADMIN_PASSWORD [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration#admin_username--admin_password] configuration options.


	First, generate the hashed password in a Python shell using Django’s make_password function.




This can be done on any machine with Python 3+, it doesn’t have to have ArchiveBox installed.

pip3 install django==3.1.3   # install the django version used by ArchiveBox
python3                      # open any python shell with django available, doesn't have to be the archivebox shell





>>> from django.contrib.auth.hashers import make_password
>>> make_password('somePasswordHere', 'someSaltHere', 'pbkdf2_sha256')         # choose a password and a salt (can be anything 12 chars long)
'pbkdf2_sha256$216000$someSaltHere$styW1Uoy8SHp3zbSwGRp20C9mPjOHVjP9rl5a8/UOVE='






	Use the generated hashed password to insert a new User row in the SQLite3 database directly:




cd ~/archivebox/data    # cd into your archivebox collection dir
sqlite3 index.sqlite3   # open the db with sqlite3 shell





INSERT INTO "auth_user" ("password", "last_login", "is_superuser", "username", "first_name", "last_name", "email", "is_staff", "is_active", "date_joined")
VALUES ('pbkdf2_sha256$216000$someSaltHere$+2beZufc3JUXnmn0tG+2peJEBh7MjxPYmT3YfIFzEl0=', NULL, 0, 'someUsername', '', '', 'someEmail@example.com', 0, 1, '2022-03-22 23:34:02.333042')





Replace the values above with the desired username, email, and password hash from python output^.


	Log in using the new generated user to confirm it works
https://localhost:8000/admin/login/ user: someUsername pass:somePasswordHere




More info:


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#python-shell-usage


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#sql-shell-usage









Database Troubleshooting

See here Troubleshooting: Database [https://github.com/ArchiveBox/ArchiveBox/wiki/Troubleshooting#database]…





Related Documents


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#disk-layout


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#large-archives


	https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#output-folder


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#python-shell-usage


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#sql-shell-usage
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Troubleshooting

▶️ If you need help or have a question, you can open an issue [https://github.com/ArchiveBox/ArchiveBox/issues?q=is%3Aissue+is%3Aopen+sort%3Aupdated-desc] or reach out on Twitter [https://twitter.com/theSquashSH].

What are you having an issue with?:


	Installing ArchiveBox


	Upgrading ArchiveBox [https://github.com/ArchiveBox/ArchiveBox/wiki/Upgrading-or-Merging-Archives]


	Configuring ArchiveBox [https://github.com/ArchiveBox/ArchiveBox/wiki/Configuration]


	Archiving content with ArchiveBox


	Hosting your collection publicly


	Database and filesystem issues







Installing

If using archivebox without Docker, make sure you’ve followed the full guide in the [[Install]] instructions first.  Then check here for help depending on what component you need help with.

Then make sure archivebox is installed available in your $PATH.

apt show archivebox      # show info about the apt-installed version of archivebox
brew info archivebox     # show info about the brew-installed version of archivebox
pip show archivebox      # show info about the pip-installed version of archivebox

echo $PATH               # show the directories your system is searching for binaries
which -a archivebox      # show all installed archivebox binaries available
which archivebox         # show which archivebox binary is being called





⭐️ Show the full archivebox version info + info about all installed dependencies:

archivebox version       # shows lots of useful info about installed dependencies and more





(ensure the version shown is the most recent available from Releases [https://github.com/ArchiveBox/ArchiveBox/releases])


macOS

ArchiveBox can be installed with Homebrew or pip/pipx on macOS:

brew tap archivebox/archivebox
brew install archivebox

mkdir -p ~/archivebox/data
cd ~/archivebox/data     # (for example, can be anywhere)

archivebox init
archivebox install       # finish installing runtime dependencies





More info: https://github.com/ArchiveBox/homebrew-archivebox



Python

Make sure you have at least Python 3.9 installed on your system.

python3 --version
pip --version
pip install --upgrade pip setuptools





If you still need help getting Python installed, the official Python docs [https://docs.python.org/3.9/using/unix.html] are a good place to start.



Chromium/Google Chrome

For more info, see the [[Chromium Install]] page.

ArchiveBox depends on being able to access a chromium/google-chrome executable.  The executable used
defaults to chromium but can be manually specified with the environment variable CHROME_BINARY [https://archivebox.github.io/abx-plugins/#chrome]:

env CHROME_BINARY=/usr/local/bin/chromium-browser archivebox add ~/Downloads/bookmarks_export.html






	Test to make sure you have Chrome on your $PATH with:




which chromium-browser || which google-chrome





If no executable is displayed, follow the setup instructions to install and link one of them.


	If a path is displayed, the next step is to check that it’s runnable:




chromium-browser --version || google-chrome --version





If no version is displayed, try the setup instructions again, or confirm that you have permission to access chrome.


	If a version is displayed and it’s <111, upgrade it:




apt upgrade chromium -y          # (or `apt upgrade chromium-browser -y` on older Debian/Ubuntu)
# OR
brew upgrade --cask chromium






	If a version is displayed and it’s >=111, make sure ArchiveBox is running the right one:




env CHROME_BINARY=/path/from/step/1/chromium-browser archivebox version   # replace the path with the one you got from step 1







Wget & Curl

If you’re missing wget or curl, simply install them using apt or your package manager of choice.
See the “Manual Setup” instructions for more details.

If wget times out or randomly fails to download some sites that you have confirmed are online,
upgrade wget to the most recent version with brew upgrade wget or apt upgrade wget.  There is
a bug in versions <=1.19.1_1 that caused wget to fail for perfectly valid sites.



NPM Dependencies

NPM packages like readability, singlefile, etc. are auto-installed by archivebox install.

Make sure you have installed NodeJS + NPM first, here are their official install docs [https://nodejs.org/en/download/package-manager/].

node --version         # make sure you have node >=19 installed
npm --version          # make sure you have npm installed

cd ~/archivebox/data   # go into your data directory
sudo archivebox install # auto-installs runtime dependencies
# equivalent to:
# curl -fsSL 'https://raw.githubusercontent.com/ArchiveBox/ArchiveBox/stable/archivebox/package.json' > package.json
# npm install

# install npm dependencies should then be present in ~/archivebox/data/node_modules/.bin
archivebox version     # show version full info to make sure they're loaded correctly










Archiving


No links parsed from export file

Please open an issue [https://github.com/ArchiveBox/ArchiveBox/issues] with a description of where you got the export, and
preferably your export file attached (you can redact the links).  We’ll fix the parser to support your format.



Lots of skipped sites

If you ran the archiver once, it wont re-download sites subsequent times, it will only download new links.
If you haven’t already run it, make sure you have a working internet connection and that the parsed URLs look correct.
You can check the ArchiveBox stdout logs or the Web UI to see what links it’s downloading.

If you’re still having issues, try deleting or moving the ./archive folder (back it up first!) and running archivebox init again.



Lots of errors

Make sure you have all the dependencies installed and that you’re able to visit the links from your browser normally.
Open an issue [https://github.com/ArchiveBox/ArchiveBox/issues] with a description of the errors if you’re still having problems.



Lots of broken links from the index

Not all sites can be effectively archived with each method, that’s why it’s best to use a combination of wget, PDFs, and screenshots.
If it seems like more than 10-20% of sites in the archive are broken, open an issue [https://github.com/ArchiveBox/ArchiveBox/issues]
with some of the URLs that failed to be archived and I’ll investigate.



Removing unwanted links from the index

archivebox remove --help




Hosting the Archive

If you’re having issues trying to host the archive via nginx, make sure you already have nginx running with SSL.
If you don’t, google around, there are plenty of tutorials to help get that set up.  Open an issue [https://github.com/ArchiveBox/ArchiveBox/issues]
if you have problem with a particular nginx config.


Other database or filesystem issues


Docker Permissions issues

Make sure the mounted data directory is writable by the user that owns it. The archivebox username only exists inside the Docker container, so on the host you should check numeric ownership instead. For a new or root-owned Docker data directory, make sure it is writable by UID/GID 911:911.

Try using bindfs [https://github.com/clecherbauer/docker-volume-bindfs] to work around issues by remapping permissions, for example to remap uid:33 gid:33 on the host to 911:911 inside the container:
docker-compose.yml:

services:
  archivebox:
    volumes:
      - archivebox-data:/data

volumes:
  archivebox-data:
    driver: lebokus/bindfs:latest
    driver_opts:
      sourcePath: "${EXTERNAL_MOUNT_PARENT}/external-parent/external/archivebox"
      map: "33/911:@33/@911"















Database

Database and filesystem issues are uncommon but do come up from time to time (especially when using networked storage, large archives, or multiple ArchiveBox processes for a single collection).

ℹ️ Generally, these commands can help you resolve most issues:

archivebox init                 # upgrade the archivebox collection
archivebox init --setup         # upgrade the archivebox collection and all dependencies
archivebox update --index-only  # force an upgrade of some of the archivebox index/collection files
archivebox server --debug       # run the server with more verbose debug log output
archivebox shell                # access the Python API / Django management shell
sqlite3 index.sqlite3           # access the SQLite3 SQL database shell





Don’t be scared by the volume of content here. Almost all of these issues linked below are duplicates or old resolved bugs, but they contain valuable context and troubleshooting steps if you’re trying to figure out the cause of a problem with your setup.


Filesystem doesn’t support FSYNC (e.g. network mounts)

The index.sqlite3 file must be stored on a filesystem that supports FSYNC (most local filesystems) in order to ensure SQLite3 database integrity when multiple ArchiveBox processes may be accessing it simultaneously. However, the ./archive folder can be on a NAS or other filesystem that does not support FSYNC.


	Archivebox hangs when initializing collection on network drive that doesn’t support FSYNC #742 [https://github.com/ArchiveBox/ArchiveBox/issues/742]


	Question: How to run AB on localhost but store data on NAS? #894 [https://github.com/ArchiveBox/ArchiveBox/issues/894]


	Question: Docker on Windows archiving to an SMB path that doesn’t support FSYNC #722 [https://github.com/ArchiveBox/ArchiveBox/issues/722]


	Support for network drives or filesystems that don’t implement FSYNC #456 [https://github.com/ArchiveBox/ArchiveBox/issues/456]




More info:


	https://www.geeksforgeeks.org/python-os-fsync-method/


	https://man7.org/linux/man-pages/man2/fdatasync.2.html


	https://www.samba.org/samba/docs/current/man-html/smb.conf.5.html


	https://eclecticlight.co/2022/02/18/how-can-you-trust-a-disk-to-write-data/






Database and filesystem contention issues when running multiple ArchiveBox processes

ArchiveBox can sometimes struggle when archiving many links in parallel with multiple ArchiveBox processes trying to write to the database at the same time, leading to errors like this:

Unable to create the django_migrations table (database is locked)





These errors can also be encountered when there are permissions, network, or filesystem issues preventing writes to index.sqlite3.


	Question: Unable to create the django_migrations table (database is locked) - When OUTPUT_DIR to SAMBA share #946 [https://github.com/ArchiveBox/ArchiveBox/issues/946]


	Question: …Unable to create the django_migrations table (database is locked) #880 [https://github.com/ArchiveBox/ArchiveBox/issues/880]


	Database is locked and other weird behavior when doing simultaneous adds #781 [https://github.com/ArchiveBox/ArchiveBox/issues/781]


	Bugfix: Retry on “database locked” error (or add support for PostgreSQL/MySQL DB backend) #601 [https://github.com/ArchiveBox/ArchiveBox/issues/601]


	Architecture: Use multiple cores to run link archiving in parallel #91 [https://github.com/ArchiveBox/ArchiveBox/issues/91]


	ArchiveBox index corruption when running multiple import processes on v0.5.0 #454 [https://github.com/ArchiveBox/ArchiveBox/issues/454]


	Architecture: Concurrent runs accidentally delete each other’s temp files, leaving the index broken #234 [https://github.com/ArchiveBox/ArchiveBox/issues/234]


	Database is locked and other weird behavior when doing simultaneous adds #781 [https://github.com/ArchiveBox/ArchiveBox/issues/781]


	Bugfix: Retry on “database locked” error (or add support for PostgreSQL/MySQL DB backend) #601 [https://github.com/ArchiveBox/ArchiveBox/issues/601]




More info:


	https://www.sqlite.org/lockingv3.html


	https://charlesleifer.com/blog/going-fast-with-sqlite-and-python/


	https://victoria.dev/blog/sqlite-in-production-with-wal/


	https://code.djangoproject.com/ticket/29280


	https://stackoverflow.com/questions/47761570/how-can-i-avoid-database-is-locked-sqlite3-errors-in-django






Database migrations errors or upgrade issues

Migration or upgrade issues happen occasionally with some niche setups or when skipping major versions during archiving.

Always backup your archive before upgrading, but know that migrations are deterministic and atomic using Django’s migration system, so a failed migration does not mean your archive is unrecoverable, you just have to downgrade to the previous stable major version then continue upgrading.

archivebox init  # this usually applies any necessary migrations (atomically and indempotently, safe to run multiple times)






	Bug: NOT NULL constraint failed: core_archiveresult.output when upgrading v0.4.24 archive to v0.6 #705 [https://github.com/ArchiveBox/ArchiveBox/issues/705]


	Bugfix: sqlite3.IntegrityError: NOT NULL constraint failed: core_archiveresult.cmd_version and .output #597 [https://github.com/ArchiveBox/ArchiveBox/issues/597]


	Error: django.db.utils.IntegrityError: UNIQUE constraint failed: core_tag.slug  #596 [https://github.com/ArchiveBox/ArchiveBox/issues/596]


	Bugfix: django.db.utils.IntegrityError: UNIQUE constraint failed: core_snapshot.timestamp #412 [https://github.com/ArchiveBox/ArchiveBox/issues/412]


	Best Practices for Backup/Restore #341 [https://github.com/ArchiveBox/ArchiveBox/issues/341]


	Bug: Running archivebox update –index-only doesn’t upgrade Snapshot index.{html,json} files #962 [https://github.com/ArchiveBox/ArchiveBox/issues/962]


	Feature Request: Deduplicate files on archives #704 [https://github.com/ArchiveBox/ArchiveBox/issues/704]




More info:


	https://docs.djangoproject.com/en/4.0/topics/migrations/


	https://realpython.com/django-migrations-a-primer/


	https://realpython.com/digging-deeper-into-migrations/


	https://www.kite.com/blog/python/django-database-migrations-overview/


	https://markusholtermann.eu/2021/06/writing-safe-database-migrations-in-django/






Repairing a corrupted SQLite3 database file

A corrupted database file can theoretically only happen if an external process or filesystem error corrupts the SQLite3 database (there have only been two [https://github.com/ArchiveBox/ArchiveBox/issues/1699] reports [https://github.com/ArchiveBox/ArchiveBox/issues/955] of a user encountering this in real life). If you ever need to repair a corrupted ArchiveBox index you can run the following steps.

Note this is specific to this error, these steps do not apply to other migrations/db errors (see above/below for other issues):

sqlite3.DatabaseError: database disk image is malformed    





Generally all index issues should be fixable by running archivebox init.

You can see the status of Snapshots and find any invalid/orphan/missing snapshots with archivebox status.

Error output:

[i] [2022-03-24 20:37:27] ArchiveBox v0.6.2: archivebox init                                                                                                                                  
    > /data                                                                                                                                                                                   
                                                                                                                                                                                              
[^] Verifying and updating existing ArchiveBox collection to v0.6.2...                                                                                                                        
----------------------------------------------------------------------                                                                                                                        
                                                                                                                                                                                              
[*] Verifying archive folder structure...                                                                                                                                                     
    + ./archive, ./sources, ./logs...                                                                                                                                                         
    + ./ArchiveBox.conf...                                                                                                                                                                    
                                                                                                                                                                                              
[*] Verifying main SQL index and running any migrations needed...                                                                                                                             
Traceback (most recent call last):                                                                                                                                                            
  File "/usr/local/lib/python3.9/site-packages/django/db/backends/utils.py", line 82, in _execute                                                                                             
    return self.cursor.execute(sql)                                                                                                                                                           
  File "/usr/local/lib/python3.9/site-packages/django/db/backends/sqlite3/base.py", line 411, in execute                                                                                      
    return Database.Cursor.execute(self, query)                                                                                                                                               
sqlite3.DatabaseError: database disk image is malformed    





Steps to fix:

cd ~/archivebox/data
echo '.dump' | sqlite3 index.sqlite3 | sqlite3 repaired_index.sqlite3
mv index.sqlite3 corrupt_index.sqlite3
mv repaired_index.sqlite3 index.sqlite3





More info:


	https://github.com/ArchiveBox/ArchiveBox/issues/955 and https://github.com/ArchiveBox/ArchiveBox/issues/1699


	https://stackoverflow.com/questions/5274202/sqlite3-database-or-disk-is-full-the-database-disk-image-is-malformed






See here for more info:


	https://github.com/ArchiveBox/ArchiveBox/wiki/Upgrading


	https://github.com/ArchiveBox/ArchiveBox/wiki/Merging-Collections


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#python-shell-usage


	https://github.com/ArchiveBox/ArchiveBox/wiki/Usage#sql-shell-usage


	https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#do-not-run-as-root


	https://github.com/ArchiveBox/ArchiveBox/wiki/Security-Overview#output-folder
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ArchiveBox Architecture Diagrams


High-Level System Execution Flow


        stateDiagram-v2
    archivebox.cli.main(sys.argv)
    state Supervisord {
        Scheduler
        state Orchestrator {
            [*] --> TICK
            TICK --> SPAWN_ACTORS: queued > 0
            SPAWN_ACTORS --> TICK
            TICK --> IDLE: queued == 0
            IDLE --> TICK: 1s
        }
    }

    note left of archivebox.cli.main(sys.argv)
        archivebox entrypoint
    end note

    state "archivebox.cli.SUBCOMMAND" as MAIN_THREAD

    archivebox.cli.main(sys.argv) --> run_subcommand(sys.argv)
    run_subcommand(sys.argv) --> setup_django()
    setup_django() --> Supervisord: spawns in background
    setup_django() --> MAIN_THREAD: runs in foreground   

    MAIN_THREAD --> archivebox.main.SUBCOMMAND
    archivebox.main.SUBCOMMAND --> Storage: add_to_queue()

    state Actors {
        CrawlActor --> Crawl: tick()
        SnapshotActor --> Snapshot: tick()
        ArchiveResultActors --> ArchiveResult: tick()
    }

    state "State Machines" as JOBS {

        state Crawl {
            state "QUEUED" as CRAWL_QUEUED
            state "STARTED" as CRAWL_STARTED
            state "SEALED" as CRAWL_SEALED
            CRAWL_QUEUED --> CRAWL_STARTED: create_root_snapshot()
            CRAWL_STARTED --> CRAWL_SEALED: is_finished
        }

        state Snapshot {
            state "QUEUED" as SNAP_QUEUED
            state "STARTED" as SNAP_STARTED
            state "SEALED" as SNAP_SEALED
            SNAP_QUEUED --> SNAP_STARTED: create_pending_archiveresults()
            SNAP_STARTED --> SNAP_SEALED: is_finished
        }

        state ArchiveResult {
            QUEUED --> STARTED: run_extractor()
            STARTED --> BACKOFF: is_temp_error
            BACKOFF --> STARTED: is_retry_past
            STARTED --> FAILED: is_fatal_error
            STARTED --> SUCCEEDED: is_succeded
        }
        
        
        note right of ArchiveResult
            exec_crome()
        end note
        
        note right of ArchiveResult
            exec_wget()
        end note
        
        note right of ArchiveResult
            exec_curl()
        end note
        
        note right of ArchiveResult
            ... other extractor subprocesses ...
        end note
    }
    
    state Storage {
        state "DB" as SQLITE_DB
        sources/
        archive/
        state "index.json" as INDEX_JSONS
    }

    Storage: Storage

    Orchestrator --> Actors: spawns subprocesses
    
    Crawl --> Snapshot: create_root_snapshot()
    Snapshot --> ArchiveResult: create_pending_archiveresults()
    
    Crawl --> Storage: .save()
    Snapshot --> Storage: .save()
    ArchiveResult --> Storage: .save()
    
    Storage --> Actors: get_queue()


    




State Diagrams for Main Models


Crawl


	crawls/models.py: Crawl


	crawls/statemachines.py: CrawlMachine





        stateDiagram-v2
    STARTED --> SEALED: tick [is_finished]
    STARTED --> STARTED: tick [!is_finished]    
    QUEUED --> STARTED: tick [can_start]
    QUEUED --> QUEUED: tick [!can_start]

    
    note left of QUEUED
        Crawl created
    end note
    
    note right of STARTED
        create_root_snapshot()
        crawl.retry_at = now + 5s
    end note
    



Snapshot


	core/models.py: Snapshot


	core/statemachines.py: SnapshotMachine





        stateDiagram-v2
    STARTED --> SEALED: tick [is_finished]
    STARTED --> STARTED: tick [!is_finished]
    QUEUED --> STARTED: tick [can_start]
    QUEUED --> QUEUED: tick [!can_start]
    
    note left of QUEUED
        Snapshot created
    end note
    
    note right of STARTED
        create_pending_archiveresults(extractors)
        snapshot.retry_at = now + 60s
    end note
    

ArchiveResult


	core/models.py: ArchiveResult


	core/statemachines.py: ArchiveResultMachine




[image: image]

        stateDiagram-v2
    QUEUED --> QUEUED: tick [!can_start]
    QUEUED --> STARTED: tick [can_start]
    STARTED --> STARTED: tick [!is_finished]
    STARTED --> BACKOFF: tick [is_backoff]
    STARTED --> FAILED: tick [is_failed]
    STARTED --> SUCCEEDED: tick [is_succeeded]
    BACKOFF --> BACKOFF: tick [!can_start]
    BACKOFF --> STARTED: tick [can_start]
    
    note left of QUEUED
        ArchiveResult created
    end note
    
    note left of STARTED
        start_ts = now
        retry_at = now + 60s
        create_output_dir()
        run_extractor()
    end note
    
    note right of BACKOFF
        retry_at = now + 60s
    end note
    
    note right of SUCCEEDED
        end_ts = now
        retry_at = None
    end note
    
    note right of FAILED
        end_ts = now
        retry_at = None
    end note
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Package Contents


Classes



	_ReconfigurableStream

	







Functions



	__getattr__

	







Data



	ASCII_LOGO

	


	PACKAGE_DIR

	


	__version__

	


	__author__

	


	__license__

	


	__all__

	


	ASCII_ICON

	







API


	
class archivebox._ReconfigurableStream[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox//__init__.py#archivebox._ReconfigurableStream#:~:text=_ReconfigurableStream]

	Bases: typing.Protocol


	
reconfigure(*, line_buffering: bool) → object[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox//__init__.py#archivebox._ReconfigurableStream.reconfigure#:~:text=reconfigure]

	








	
archivebox.ASCII_LOGO = <Multiline-String>[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox//__init__.py#archivebox.ASCII_LOGO#:~:text=ASCII_LOGO]

	




	
archivebox.PACKAGE_DIR[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox//__init__.py#archivebox.PACKAGE_DIR#:~:text=PACKAGE_DIR]

	None






	
archivebox.__version__[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox//__init__.py#archivebox.__version__#:~:text=__version__]

	None






	
archivebox.__author__[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox//__init__.py#archivebox.__author__#:~:text=__author__]

	‘ArchiveBox’






	
archivebox.__license__[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox//__init__.py#archivebox.__license__#:~:text=__license__]

	‘MIT’






	
archivebox.__getattr__(name: str)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox//__init__.py#archivebox.__getattr__#:~:text=__getattr__]

	




	
archivebox.__all__[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox//__init__.py#archivebox.__all__#:~:text=__all__]

	(‘ASCII_LOGO’, ‘ASCII_ICON’, ‘PACKAGE_DIR’, ‘DATA_DIR’, ‘CONSTANTS’, ‘VERSION’, ‘BUILTIN_PLUGINS_DIR…






	
archivebox.ASCII_ICON = <Multiline-String>[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox//__init__.py#archivebox.ASCII_ICON#:~:text=ASCII_ICON]
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Submodules



	archivebox.machine.apps

	archivebox.machine.detect

	archivebox.machine.models

	archivebox.machine.env_util

	archivebox.machine.admin
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Module Contents


Classes



	MachineConfig

	







Functions



	register_admin

	







API


	
class archivebox.machine.apps.MachineConfig[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/apps.py#archivebox.machine.apps.MachineConfig#:~:text=MachineConfig]

	Bases: django.apps.AppConfig


	
default_auto_field[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/apps.py#archivebox.machine.apps.MachineConfig.default_auto_field#:~:text=default_auto_field]

	‘django.db.models.BigAutoField’






	
name[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/apps.py#archivebox.machine.apps.MachineConfig.name#:~:text=name]

	‘archivebox.machine’






	
label[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/apps.py#archivebox.machine.apps.MachineConfig.label#:~:text=label]

	‘machine’






	
verbose_name[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/apps.py#archivebox.machine.apps.MachineConfig.verbose_name#:~:text=verbose_name]

	‘Machine Info’






	
ready()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/apps.py#archivebox.machine.apps.MachineConfig.ready#:~:text=ready]

	Import models to register state machines with the registry










	
archivebox.machine.apps.register_admin(admin_site)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/apps.py#archivebox.machine.apps.register_admin#:~:text=register_admin]
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Module Contents


Functions



	get_vm_info

	


	get_public_ip

	


	get_local_ip

	


	get_isp_info

	


	get_host_network

	


	get_os_info

	


	get_host_stats

	


	get_host_guid

	







Data



	PACKAGE_DIR

	


	DATA_DIR

	


	ip_addrs

	


	mac_addrs

	







API


	
archivebox.machine.detect.PACKAGE_DIR[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.PACKAGE_DIR#:~:text=PACKAGE_DIR]

	None






	
archivebox.machine.detect.DATA_DIR[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.DATA_DIR#:~:text=DATA_DIR]

	‘resolve(…)’






	
archivebox.machine.detect.get_vm_info()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.get_vm_info#:~:text=get_vm_info]

	




	
archivebox.machine.detect.get_public_ip() → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.get_public_ip#:~:text=get_public_ip]

	




	
archivebox.machine.detect.get_local_ip(remote_ip: str = '1.1.1.1', remote_port: int = 80) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.get_local_ip#:~:text=get_local_ip]

	




	
archivebox.machine.detect.ip_addrs[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.ip_addrs#:~:text=ip_addrs]

	None






	
archivebox.machine.detect.mac_addrs[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.mac_addrs#:~:text=mac_addrs]

	None






	
archivebox.machine.detect.get_isp_info(ip=None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.get_isp_info#:~:text=get_isp_info]

	




	
archivebox.machine.detect.get_host_network() → dict[str, Any][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.get_host_network#:~:text=get_host_network]

	




	
archivebox.machine.detect.get_os_info() → dict[str, Any][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.get_os_info#:~:text=get_os_info]

	




	
archivebox.machine.detect.get_host_stats() → dict[str, Any][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.get_host_stats#:~:text=get_host_stats]

	




	
archivebox.machine.detect.get_host_guid() → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/detect.py#archivebox.machine.detect.get_host_guid#:~:text=get_host_guid]
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archivebox.machine.models


Module Contents


Classes



	MachineManager

	


	Machine

	


	NetworkInterfaceManager

	


	NetworkInterface

	


	BinaryManager

	


	Binary

	Tracks a binary on a specific machine.



	ProcessManager

	Manager for Process model.



	Process

	Tracks a single OS process execution.



	BinaryMachine

	State machine for managing Binary installation lifecycle.



	ProcessMachine

	State machine for managing Process (OS subprocess) lifecycle.








Functions



	_default_exit_code_for_unowned_process

	


	_find_existing_binary_for_reference

	


	_canonical_binary_name

	


	_get_process_binary_env_keys

	


	_sanitize_machine_config

	Validate Machine.config in place.








Data



	_psutil

	


	_CURRENT_MACHINE

	


	_CURRENT_INTERFACE

	


	_CURRENT_BINARIES

	


	_CURRENT_PROCESS

	


	MACHINE_RECHECK_INTERVAL

	


	NETWORK_INTERFACE_RECHECK_INTERVAL

	


	BINARY_RECHECK_INTERVAL

	


	PROCESS_RECHECK_INTERVAL

	


	PID_REUSE_WINDOW

	


	PROCESS_TIMEOUT_GRACE

	


	START_TIME_TOLERANCE

	







API


	
archivebox.machine.models._psutil: Any | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models._psutil#:~:text=_psutil]

	None






	
archivebox.machine.models._CURRENT_MACHINE: archivebox.machine.models.Machine | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models._CURRENT_MACHINE#:~:text=_CURRENT_MACHINE]

	None






	
archivebox.machine.models._CURRENT_INTERFACE: archivebox.machine.models.NetworkInterface | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models._CURRENT_INTERFACE#:~:text=_CURRENT_INTERFACE]

	None






	
archivebox.machine.models._CURRENT_BINARIES: dict[str, archivebox.machine.models.Binary][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models._CURRENT_BINARIES#:~:text=_CURRENT_BINARIES]

	None






	
archivebox.machine.models._CURRENT_PROCESS: archivebox.machine.models.Process | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models._CURRENT_PROCESS#:~:text=_CURRENT_PROCESS]

	None






	
archivebox.machine.models.MACHINE_RECHECK_INTERVAL[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.MACHINE_RECHECK_INTERVAL#:~:text=MACHINE_RECHECK_INTERVAL]

	None






	
archivebox.machine.models.NETWORK_INTERFACE_RECHECK_INTERVAL[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NETWORK_INTERFACE_RECHECK_INTERVAL#:~:text=NETWORK_INTERFACE_RECHECK_INTERVAL]

	None






	
archivebox.machine.models.BINARY_RECHECK_INTERVAL[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BINARY_RECHECK_INTERVAL#:~:text=BINARY_RECHECK_INTERVAL]

	None






	
archivebox.machine.models.PROCESS_RECHECK_INTERVAL[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.PROCESS_RECHECK_INTERVAL#:~:text=PROCESS_RECHECK_INTERVAL]

	60






	
archivebox.machine.models.PID_REUSE_WINDOW[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.PID_REUSE_WINDOW#:~:text=PID_REUSE_WINDOW]

	‘timedelta(…)’






	
archivebox.machine.models.PROCESS_TIMEOUT_GRACE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.PROCESS_TIMEOUT_GRACE#:~:text=PROCESS_TIMEOUT_GRACE]

	‘timedelta(…)’






	
archivebox.machine.models.START_TIME_TOLERANCE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.START_TIME_TOLERANCE#:~:text=START_TIME_TOLERANCE]

	5.0






	
archivebox.machine.models._default_exit_code_for_unowned_process(process_type: str) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models._default_exit_code_for_unowned_process#:~:text=_default_exit_code_for_unowned_process]

	




	
archivebox.machine.models._find_existing_binary_for_reference(machine: Machine, reference: str) → Binary | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models._find_existing_binary_for_reference#:~:text=_find_existing_binary_for_reference]

	




	
archivebox.machine.models._canonical_binary_name(name: Any) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models._canonical_binary_name#:~:text=_canonical_binary_name]

	




	
archivebox.machine.models._get_process_binary_env_keys(plugin_name: str, hook_path: str, env: dict[str, Any] | None) → list[str][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models._get_process_binary_env_keys#:~:text=_get_process_binary_env_keys]

	




	
archivebox.machine.models._sanitize_machine_config(config: dict[str, Any] | None, *, lib_dir: str | pathlib.Path | None = None) → dict[str, Any][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models._sanitize_machine_config#:~:text=_sanitize_machine_config]

	Validate Machine.config in place.

Drops stale *_BINARY overrides whose path no longer exists or whose
path falls outside of LIB_DIR (so a binary uninstall or a lib_dir
move clears the override automatically). Non-_BINARY keys
(BASE_URL, SERVER_SECURITY_MODE, plugin tunables, etc.) are
pass-through — they’re arbitrary config overrides and not ours to filter.






	
class archivebox.machine.models.MachineManager[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.MachineManager#:~:text=MachineManager]

	Bases: django.db.models.Manager


	
current() → archivebox.machine.models.Machine[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.MachineManager.current#:~:text=current]

	








	
class archivebox.machine.models.Machine[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine#:~:text=Machine]

	Bases: archivebox.base_models.models.ModelWithHealthStats


	
id[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.id#:~:text=id]

	‘CompactUUIDField(…)’






	
created_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.created_at#:~:text=created_at]

	‘DateTimeField(…)’






	
modified_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.modified_at#:~:text=modified_at]

	‘DateTimeField(…)’






	
guid[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.guid#:~:text=guid]

	‘CharField(…)’






	
hostname[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.hostname#:~:text=hostname]

	‘CharField(…)’






	
hw_in_docker[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.hw_in_docker#:~:text=hw_in_docker]

	‘BooleanField(…)’






	
hw_in_vm[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.hw_in_vm#:~:text=hw_in_vm]

	‘BooleanField(…)’






	
hw_manufacturer[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.hw_manufacturer#:~:text=hw_manufacturer]

	‘CharField(…)’






	
hw_product[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.hw_product#:~:text=hw_product]

	‘CharField(…)’






	
hw_uuid[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.hw_uuid#:~:text=hw_uuid]

	‘CharField(…)’






	
os_arch[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.os_arch#:~:text=os_arch]

	‘CharField(…)’






	
os_family[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.os_family#:~:text=os_family]

	‘CharField(…)’






	
os_platform[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.os_platform#:~:text=os_platform]

	‘CharField(…)’






	
os_release[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.os_release#:~:text=os_release]

	‘CharField(…)’






	
os_kernel[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.os_kernel#:~:text=os_kernel]

	‘CharField(…)’






	
stats[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.stats#:~:text=stats]

	‘JSONField(…)’






	
config[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.config#:~:text=config]

	‘JSONField(…)’






	
num_uses_failed[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.num_uses_failed#:~:text=num_uses_failed]

	‘PositiveIntegerField(…)’






	
num_uses_succeeded[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.num_uses_succeeded#:~:text=num_uses_succeeded]

	‘PositiveIntegerField(…)’






	
objects[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.objects#:~:text=objects]

	‘MachineManager(…)’






	
networkinterface_set: django.db.models.Manager[NetworkInterface][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.networkinterface_set#:~:text=networkinterface_set]

	None






	
class Meta[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.Meta#:~:text=Meta]

	Bases: archivebox.base_models.models.ModelWithHealthStats.Meta


	
app_label[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.Meta.app_label#:~:text=app_label]

	‘machine’










	
classmethod current(refresh: bool = False) → archivebox.machine.models.Machine[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.current#:~:text=current]

	




	
classmethod _sanitize_config(machine: archivebox.machine.models.Machine) → archivebox.machine.models.Machine[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine._sanitize_config#:~:text=_sanitize_config]

	




	
to_json() → dict[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.to_json#:~:text=to_json]

	Convert Machine model instance to a JSON-serializable dict.






	
static from_json(record: dict[str, Any], overrides: dict[str, Any] | None = None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.from_json#:~:text=from_json]

	Update Machine config from JSON dict.

Args:
record: JSON dict with ‘config’: {key: value} patch
overrides: Not used

Returns:
Machine instance or None






	
save(*args, **kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Machine.save#:~:text=save]

	








	
class archivebox.machine.models.NetworkInterfaceManager[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterfaceManager#:~:text=NetworkInterfaceManager]

	Bases: django.db.models.Manager


	
current() → archivebox.machine.models.NetworkInterface[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterfaceManager.current#:~:text=current]

	








	
class archivebox.machine.models.NetworkInterface[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface#:~:text=NetworkInterface]

	Bases: archivebox.base_models.models.ModelWithHealthStats


	
id[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.id#:~:text=id]

	‘CompactUUIDField(…)’






	
created_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.created_at#:~:text=created_at]

	‘DateTimeField(…)’






	
modified_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.modified_at#:~:text=modified_at]

	‘DateTimeField(…)’






	
machine[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.machine#:~:text=machine]

	‘ForeignKey(…)’






	
mac_address[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.mac_address#:~:text=mac_address]

	‘CharField(…)’






	
ip_public[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.ip_public#:~:text=ip_public]

	‘GenericIPAddressField(…)’






	
ip_local[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.ip_local#:~:text=ip_local]

	‘GenericIPAddressField(…)’






	
dns_server[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.dns_server#:~:text=dns_server]

	‘GenericIPAddressField(…)’






	
hostname[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.hostname#:~:text=hostname]

	‘CharField(…)’






	
iface[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.iface#:~:text=iface]

	‘CharField(…)’






	
isp[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.isp#:~:text=isp]

	‘CharField(…)’






	
city[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.city#:~:text=city]

	‘CharField(…)’






	
region[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.region#:~:text=region]

	‘CharField(…)’






	
country[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.country#:~:text=country]

	‘CharField(…)’






	
objects[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.objects#:~:text=objects]

	‘NetworkInterfaceManager(…)’






	
machine_id: uuid.UUID[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.machine_id#:~:text=machine_id]

	None






	
class Meta[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.Meta#:~:text=Meta]

	Bases: archivebox.base_models.models.ModelWithHealthStats.Meta


	
app_label[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.Meta.app_label#:~:text=app_label]

	‘machine’






	
unique_together[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.Meta.unique_together#:~:text=unique_together]

	((‘machine’, ‘ip_public’, ‘ip_local’, ‘mac_address’, ‘dns_server’),)






	
constraints[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.Meta.constraints#:~:text=constraints]

	None










	
classmethod current(refresh: bool = False) → archivebox.machine.models.NetworkInterface[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.NetworkInterface.current#:~:text=current]

	








	
class archivebox.machine.models.BinaryManager[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryManager#:~:text=BinaryManager]

	Bases: django.db.models.Manager


	
get_from_db_or_cache(name: str, abspath: str = '', version: str = '', sha256: str = '', binprovider: str = 'env') → archivebox.machine.models.Binary[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryManager.get_from_db_or_cache#:~:text=get_from_db_or_cache]

	Get or create an Binary record from the database or cache.






	
get_valid_binary(name: str, machine: archivebox.machine.models.Machine | None = None) → archivebox.machine.models.Binary | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryManager.get_valid_binary#:~:text=get_valid_binary]

	Get a valid Binary for the given name on the current machine, or None if not found.










	
class archivebox.machine.models.Binary[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary#:~:text=Binary]

	Bases: archivebox.base_models.models.ModelWithHealthStats, archivebox.workers.models.ModelWithStateMachine

Tracks a binary on a specific machine.

Simple state machine with 2 states:


	queued: Binary needs to be installed


	installed: Binary installed successfully (abspath, version, sha256 populated)




Installation is synchronous during queued→installed transition.
If installation fails, Binary stays in queued with retry_at set for later retry.

State machine calls run(), which emits an abxpkg BinaryRequestEvent through
the ArchiveBox runner and installs the binary using the specified providers.


	
class StatusChoices[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.StatusChoices#:~:text=StatusChoices]

	Bases: django.db.models.TextChoices


	
QUEUED[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.StatusChoices.QUEUED#:~:text=QUEUED]

	(‘queued’, ‘Queued’)






	
INSTALLED[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.StatusChoices.INSTALLED#:~:text=INSTALLED]

	(‘installed’, ‘Installed’)










	
id[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.id#:~:text=id]

	‘CompactUUIDField(…)’






	
created_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.created_at#:~:text=created_at]

	‘DateTimeField(…)’






	
modified_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.modified_at#:~:text=modified_at]

	‘DateTimeField(…)’






	
machine[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.machine#:~:text=machine]

	‘ForeignKey(…)’






	
name[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.name#:~:text=name]

	‘CharField(…)’






	
binproviders[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.binproviders#:~:text=binproviders]

	‘CharField(…)’






	
overrides[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.overrides#:~:text=overrides]

	‘JSONField(…)’






	
binprovider[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.binprovider#:~:text=binprovider]

	‘CharField(…)’






	
abspath[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.abspath#:~:text=abspath]

	‘CharField(…)’






	
version[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.version#:~:text=version]

	‘CharField(…)’






	
sha256[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.sha256#:~:text=sha256]

	‘CharField(…)’






	
status[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.status#:~:text=status]

	‘StatusField(…)’






	
retry_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.retry_at#:~:text=retry_at]

	‘RetryAtField(…)’






	
num_uses_failed[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.num_uses_failed#:~:text=num_uses_failed]

	‘PositiveIntegerField(…)’






	
num_uses_succeeded[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.num_uses_succeeded#:~:text=num_uses_succeeded]

	‘PositiveIntegerField(…)’






	
machine_id: uuid.UUID[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.machine_id#:~:text=machine_id]

	None






	
state_machine_name: str | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.state_machine_name#:~:text=state_machine_name]

	‘archivebox.machine.models.BinaryMachine’






	
active_state: str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.active_state#:~:text=active_state]

	None






	
warn_on_save_outside_runner[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.warn_on_save_outside_runner#:~:text=warn_on_save_outside_runner]

	False






	
objects[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.objects#:~:text=objects]

	‘BinaryManager(…)’






	
class Meta[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.Meta#:~:text=Meta]

	Bases: archivebox.base_models.models.ModelWithHealthStats.Meta, archivebox.workers.models.ModelWithStateMachine.Meta


	
app_label[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.Meta.app_label#:~:text=app_label]

	‘machine’






	
verbose_name[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.Meta.verbose_name#:~:text=verbose_name]

	‘Binary’






	
verbose_name_plural[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.Meta.verbose_name_plural#:~:text=verbose_name_plural]

	‘Binaries’






	
unique_together[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.Meta.unique_together#:~:text=unique_together]

	((‘machine’, ‘name’, ‘abspath’, ‘version’, ‘sha256’),)










	
__str__() → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.__str__#:~:text=__str__]

	




	
property is_valid: bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.is_valid#:~:text=is_valid]

	A binary is valid if it has a resolved path and is marked installed.






	
binary_info() → dict[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.binary_info#:~:text=binary_info]

	Return info about the binary.






	
property output_dir: pathlib.Path[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.output_dir#:~:text=output_dir]

	Get output directory for this binary’s hook logs.
Path: data/machines/{machine_uuid}/binaries/{binary_name}/{binary_uuid}






	
to_json() → dict[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.to_json#:~:text=to_json]

	Convert Binary model instance to a JSON-serializable dict.






	
static from_json(record: dict[str, Any], overrides: dict[str, Any] | None = None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.from_json#:~:text=from_json]

	Create/update Binary from JSON dict.

Handles two cases:


	From binaries.json: creates queued binary with name, binproviders, overrides


	From hook output: updates binary with abspath, version, sha256, binprovider




Args:
record: JSON dict with ‘name’ and either:
- ‘binproviders’, ‘overrides’ (from binaries.json)
- ‘abspath’, ‘version’, ‘sha256’, ‘binprovider’ (from hook output)
overrides: Not used

Returns:
Binary instance or None






	
_allowed_binproviders() → set[str] | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary._allowed_binproviders#:~:text=_allowed_binproviders]

	Return the allowed binproviders for this binary, or None for wildcard.






	
run()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.run#:~:text=run]

	Execute binary installation through the ArchiveBox binary runner.






	
cleanup()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.cleanup#:~:text=cleanup]

	Clean up background binary installation hooks.

Called by state machine if needed (not typically used for binaries
since installations are foreground, but included for consistency).






	
symlink_to_lib_bin(lib_bin_dir: str | pathlib.Path) → pathlib.Path | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.symlink_to_lib_bin#:~:text=symlink_to_lib_bin]

	Symlink this binary into a derived lib/bin directory for human-facing convenience.

After a binary is installed by any binprovider (pip, npm, brew, apt, etc),
we can optionally expose a flat convenience directory for shell users.
ArchiveBox/abx-dl runtime lookup must use the provider-specific LIB_DIR
paths, not this indirection.

Args:
lib_bin_dir: Path to the derived convenience bin dir (e.g., /data/lib/bin)

Returns:
Path to the created symlink, or None if symlinking failed

Example:
>>> binary = Binary.objects.get(name=’yt-dlp’)
>>> binary.symlink_to_lib_bin(‘/data/lib/arm64-darwin/bin’)
Path(‘/data/lib/arm64-darwin/bin/yt-dlp’)






	
symlink_to_lib_bin_after_commit(lib_bin_dir: str | pathlib.Path) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Binary.symlink_to_lib_bin_after_commit#:~:text=symlink_to_lib_bin_after_commit]

	Symlink after the current DB transaction commits.

Binary rows are projections of provider/hook state and are allowed to be
updated directly, but filesystem writes must not run while an outer
transaction is still open. Refetch after commit so the symlink points at
the committed row, not a possibly-rolled-back in-memory value.










	
class archivebox.machine.models.ProcessManager[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessManager#:~:text=ProcessManager]

	Bases: django.db.models.Manager

Manager for Process model.


	
current() → archivebox.machine.models.Process[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessManager.current#:~:text=current]

	Get the Process record for the current OS process.






	
get_by_pid(pid: int, machine: archivebox.machine.models.Machine | None = None) → archivebox.machine.models.Process | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessManager.get_by_pid#:~:text=get_by_pid]

	Find a Process by PID with proper validation against PID reuse.

IMPORTANT: PIDs are reused by the OS! This method:


	Filters by machine (required - PIDs are only unique per machine)


	Filters by time window (processes older than 24h are stale)


	Validates via psutil that start times match




Args:
pid: OS process ID
machine: Machine instance (defaults to current machine)

Returns:
Process if found and validated, None otherwise






	
create_for_archiveresult(archiveresult, **kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessManager.create_for_archiveresult#:~:text=create_for_archiveresult]

	Create a Process record for an ArchiveResult.

Called during migration and when creating new ArchiveResults.










	
class archivebox.machine.models.Process[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process#:~:text=Process]

	Bases: archivebox.base_models.models.ModelWithDeleteAfter, django.db.models.Model

Tracks a single OS process execution.

Process represents the actual subprocess spawned to execute a hook.
One Process can optionally be associated with an ArchiveResult (via OneToOne),
but Process can also exist standalone for internal operations.

Follows the unified state machine pattern:


	queued: Process ready to launch


	running: Process actively executing


	exited: Process completed (check exit_code for success/failure)




State machine calls launch() to spawn the process and monitors its lifecycle.


	
class StatusChoices[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.StatusChoices#:~:text=StatusChoices]

	Bases: django.db.models.TextChoices


	
QUEUED[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.StatusChoices.QUEUED#:~:text=QUEUED]

	(‘queued’, ‘Queued’)






	
RUNNING[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.StatusChoices.RUNNING#:~:text=RUNNING]

	(‘running’, ‘Running’)






	
EXITED[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.StatusChoices.EXITED#:~:text=EXITED]

	(‘exited’, ‘Exited’)










	
class TypeChoices[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices#:~:text=TypeChoices]

	Bases: django.db.models.TextChoices


	
SUPERVISORD[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices.SUPERVISORD#:~:text=SUPERVISORD]

	(‘supervisord’, ‘Supervisord’)






	
ORCHESTRATOR[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices.ORCHESTRATOR#:~:text=ORCHESTRATOR]

	(‘orchestrator’, ‘Orchestrator’)






	
SERVER[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices.SERVER#:~:text=SERVER]

	(‘server’, ‘Server’)






	
UPDATE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices.UPDATE#:~:text=UPDATE]

	(‘update’, ‘Update’)






	
ADD[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices.ADD#:~:text=ADD]

	(‘add’, ‘Add’)






	
SEARCH[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices.SEARCH#:~:text=SEARCH]

	(‘search’, ‘Search’)






	
WORKER[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices.WORKER#:~:text=WORKER]

	(‘worker’, ‘Worker’)






	
CLI[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices.CLI#:~:text=CLI]

	(‘cli’, ‘CLI’)






	
HOOK[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices.HOOK#:~:text=HOOK]

	(‘hook’, ‘Hook’)






	
BINARY[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.TypeChoices.BINARY#:~:text=BINARY]

	(‘binary’, ‘Binary’)










	
id[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.id#:~:text=id]

	‘CompactUUIDField(…)’






	
created_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.created_at#:~:text=created_at]

	‘DateTimeField(…)’






	
modified_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.modified_at#:~:text=modified_at]

	‘DateTimeField(…)’






	
machine[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.machine#:~:text=machine]

	‘ForeignKey(…)’






	
parent[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.parent#:~:text=parent]

	‘ForeignKey(…)’






	
process_type[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.process_type#:~:text=process_type]

	‘CharField(…)’






	
worker_type[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.worker_type#:~:text=worker_type]

	‘CharField(…)’






	
pwd[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.pwd#:~:text=pwd]

	‘CharField(…)’






	
cmd[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.cmd#:~:text=cmd]

	‘JSONField(…)’






	
env[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.env#:~:text=env]

	‘JSONField(…)’






	
timeout[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.timeout#:~:text=timeout]

	‘IntegerField(…)’






	
pid[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.pid#:~:text=pid]

	‘IntegerField(…)’






	
exit_code[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.exit_code#:~:text=exit_code]

	‘IntegerField(…)’






	
stdout[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.stdout#:~:text=stdout]

	‘TextField(…)’






	
stderr[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.stderr#:~:text=stderr]

	‘TextField(…)’






	
started_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.started_at#:~:text=started_at]

	‘DateTimeField(…)’






	
ended_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.ended_at#:~:text=ended_at]

	‘DateTimeField(…)’






	
binary[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.binary#:~:text=binary]

	‘ForeignKey(…)’






	
iface[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.iface#:~:text=iface]

	‘ForeignKey(…)’






	
url[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.url#:~:text=url]

	‘URLField(…)’






	
status[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.status#:~:text=status]

	‘CharField(…)’






	
retry_at[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.retry_at#:~:text=retry_at]

	‘DateTimeField(…)’






	
machine_id: uuid.UUID[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.machine_id#:~:text=machine_id]

	None






	
parent_id: uuid.UUID | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.parent_id#:~:text=parent_id]

	None






	
binary_id: uuid.UUID | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.binary_id#:~:text=binary_id]

	None






	
children: django.db.models.Manager[archivebox.machine.models.Process][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.children#:~:text=children]

	None






	
archiveresult: archivebox.core.models.ArchiveResult[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.archiveresult#:~:text=archiveresult]

	None






	
state_machine_name: str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.state_machine_name#:~:text=state_machine_name]

	‘archivebox.machine.models.ProcessMachine’






	
delete_after_final_statuses[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.delete_after_final_statuses#:~:text=delete_after_final_statuses]

	()






	
objects[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.objects#:~:text=objects]

	‘ProcessManager(…)’






	
class Meta[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.Meta#:~:text=Meta]

	Bases: archivebox.base_models.models.ModelWithDeleteAfter.Meta


	
app_label[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.Meta.app_label#:~:text=app_label]

	‘machine’






	
verbose_name[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.Meta.verbose_name#:~:text=verbose_name]

	‘Process’






	
verbose_name_plural[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.Meta.verbose_name_plural#:~:text=verbose_name_plural]

	‘Processes’






	
indexes[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.Meta.indexes#:~:text=indexes]

	None






	
constraints[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.Meta.constraints#:~:text=constraints]

	None










	
__str__() → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.__str__#:~:text=__str__]

	




	
get_delete_after_config_value()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.get_delete_after_config_value#:~:text=get_delete_after_config_value]

	




	
classmethod missing_delete_at_candidates()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.missing_delete_at_candidates#:~:text=missing_delete_at_candidates]

	




	
property cmd_version: str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.cmd_version#:~:text=cmd_version]

	Get version from associated binary.






	
property bin_abspath: str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.bin_abspath#:~:text=bin_abspath]

	Get absolute path from associated binary.






	
property plugin: str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.plugin#:~:text=plugin]

	Get plugin name from associated ArchiveResult (if any).






	
property hook_name: str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.hook_name#:~:text=hook_name]

	Get hook name from associated ArchiveResult (if any).






	
to_json() → dict[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.to_json#:~:text=to_json]

	Convert Process model instance to a JSON-serializable dict.






	
hydrate_binary_from_context(*, plugin_name: str = '', hook_path: str = '') → archivebox.machine.models.Binary | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.hydrate_binary_from_context#:~:text=hydrate_binary_from_context]

	




	
classmethod parse_records_from_text(text: str) → list[dict][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.parse_records_from_text#:~:text=parse_records_from_text]

	Parse JSONL records from raw text using the shared JSONL parser.






	
get_records() → list[dict][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.get_records#:~:text=get_records]

	Parse JSONL records from this process’s stdout.






	
static from_json(record: dict[str, Any], overrides: dict[str, Any] | None = None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.from_json#:~:text=from_json]

	Create/update Process from JSON dict.

Args:
record: JSON dict with ‘id’ or process details
overrides: Optional dict of field overrides

Returns:
Process instance or None






	
safe_update(update_fields: dict[str, Any], *, refresh: bool = True, extra_filter: dict[str, Any] | None = None) → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.safe_update#:~:text=safe_update]

	Compare-and-swap update for short Process scheduler writes.

Process is not a ModelWithStateMachine subclass yet, but its
state-machine methods still need the same modified_at CAS behavior as
Crawl/Snapshot/Binary without falling back to save().






	
update_and_requeue(**kwargs) → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.update_and_requeue#:~:text=update_and_requeue]

	Scheduler-facing wrapper around safe_update().






	
mark_running(*, process_type: str | None = None, pwd: str | pathlib.Path | None = None, url: str | None = None, worker_type: str = '', timeout: int | None = None) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.mark_running#:~:text=mark_running]

	Record the current process role without changing ownership state elsewhere.






	
heartbeat() → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.heartbeat#:~:text=heartbeat]

	Touch modified_at so standby/leader selection can see this parent is alive.






	
mark_exited(*, exit_code: int = 0) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.mark_exited#:~:text=mark_exited]

	Mark a foreground/internal process row exited after command cleanup.






	
classmethod current() → archivebox.machine.models.Process[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.current#:~:text=current]

	Get or create the Process record for the current OS process.

Similar to Machine.current(), this:


	Checks cache for existing Process with matching PID


	Validates the cached Process is still valid (PID not reused)


	Creates new Process if needed




IMPORTANT: Uses psutil to validate PID hasn’t been reused.
PIDs are recycled by OS, so we compare start times.






	
classmethod _find_parent_process(machine: archivebox.machine.models.Machine | None = None) → archivebox.machine.models.Process | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process._find_parent_process#:~:text=_find_parent_process]

	Find the parent Process record by looking up PPID.

IMPORTANT: Validates against PID reuse by checking:


	Same machine (PIDs are only unique per machine)


	Start time matches OS process start time


	Process is still RUNNING and recent




Returns None if parent is not an ArchiveBox process.






	
classmethod _detect_process_type() → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process._detect_process_type#:~:text=_detect_process_type]

	Detect the type of the current process from sys.argv.

archivebox add --bg is a fire-and-forget queue write — it does not
run the runner or own the runtime stack — so it’s classified as CLI
instead of ADD. The ADD process_type is reserved for the foreground
archivebox add flow that actually takes over the runtime stack via
current_command(TypeChoices.ADD, ...). Misclassifying --bg as
ADD makes runtime_stack_owner treat it as a newer stack owner for
the few seconds it’s alive, knocks the running archivebox server
out of leadership, and triggers a supervisord tear-down + respawn
cycle (~5s of dead time per add). Detecting bg here at insert time
avoids any race window where the row briefly exists as ADD before a
higher-level demotion.






	
classmethod cleanup_stale_running(machine: archivebox.machine.models.Machine | None = None) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.cleanup_stale_running#:~:text=cleanup_stale_running]

	Mark stale RUNNING processes as EXITED in the DB.

Processes are stale if:


	Status is RUNNING but OS process no longer exists


	Status is RUNNING but exceeded its timeout plus a small grace margin


	Status is RUNNING but started_at is older than PID_REUSE_WINDOW




Returns count of processes cleaned up.






	
property root: archivebox.machine.models.Process[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.root#:~:text=root]

	Get the root process (CLI command) of this hierarchy.






	
property ancestors: list[archivebox.machine.models.Process][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.ancestors#:~:text=ancestors]

	Get all ancestor processes from parent to root.






	
property depth: int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.depth#:~:text=depth]

	Get depth in the process tree (0 = root).






	
get_descendants(include_self: bool = False)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.get_descendants#:~:text=get_descendants]

	Get all descendant processes recursively.






	
property proc: psutil.Process | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.proc#:~:text=proc]

	Get validated psutil.Process for this record.

Returns psutil.Process ONLY if:


	Process with this PID exists in OS


	OS process start time matches our started_at (within tolerance)


	Process is on current machine




Returns None if:


	PID doesn’t exist (process exited)


	PID was reused by a different process (start times don’t match)


	We’re on a different machine than where process ran


	psutil is not available




This prevents accidentally matching a stale/recycled PID.






	
property is_running: bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.is_running#:~:text=is_running]

	Check if process is currently running via psutil.

More reliable than checking status field since it validates
the actual OS process exists and matches our record.






	
is_alive() → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.is_alive#:~:text=is_alive]

	Alias for is_running, for compatibility with subprocess.Popen API.






	
get_memory_info() → dict | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.get_memory_info#:~:text=get_memory_info]

	Get memory usage if process is running.






	
get_cpu_percent() → float | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.get_cpu_percent#:~:text=get_cpu_percent]

	Get CPU usage percentage if process is running.






	
get_children_pids() → list[int][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.get_children_pids#:~:text=get_children_pids]

	Get PIDs of child processes from OS (not DB).






	
property stdout_file: pathlib.Path | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.stdout_file#:~:text=stdout_file]

	Path to stdout log.






	
property stderr_file: pathlib.Path | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.stderr_file#:~:text=stderr_file]

	Path to stderr log.






	
property hook_script_name: str | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.hook_script_name#:~:text=hook_script_name]

	Best-effort hook filename extracted from the process command.






	
property runtime_dir: pathlib.Path | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.runtime_dir#:~:text=runtime_dir]

	Directory where this process stores runtime stdout/stderr logs.






	
tail_stdout(lines: int = 50, follow: bool = False)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.tail_stdout#:~:text=tail_stdout]

	Tail stdout log file (like tail or tail -f).

Args:
lines: Number of lines to show (default 50)
follow: If True, follow the file and yield new lines as they appear

Yields:
Lines from stdout






	
tail_stderr(lines: int = 50, follow: bool = False)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.tail_stderr#:~:text=tail_stderr]

	Tail stderr log file (like tail or tail -f).

Args:
lines: Number of lines to show (default 50)
follow: If True, follow the file and yield new lines as they appear

Yields:
Lines from stderr






	
pipe_stdout(lines: int = 10, follow: bool = True)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.pipe_stdout#:~:text=pipe_stdout]

	Pipe stdout to sys.stdout.

Args:
lines: Number of initial lines to show
follow: If True, follow the file and print new lines as they appear






	
pipe_stderr(lines: int = 10, follow: bool = True)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.pipe_stderr#:~:text=pipe_stderr]

	Pipe stderr to sys.stderr.

Args:
lines: Number of initial lines to show
follow: If True, follow the file and print new lines as they appear






	
ensure_log_files() → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.ensure_log_files#:~:text=ensure_log_files]

	Ensure stdout/stderr log files exist for this process.






	
_build_env() → dict[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process._build_env#:~:text=_build_env]

	Build environment dict for subprocess, merging stored env with system.






	
launch(background: bool = False, cwd: str | None = None) → archivebox.machine.models.Process[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.launch#:~:text=launch]

	Spawn the subprocess and update this Process record.

Args:
background: If True, don’t wait for completion (for daemons/bg hooks)
cwd: Working directory for the subprocess (defaults to self.pwd)

Returns:
self (updated with pid, started_at, etc.)






	
kill(signal_num: int = 15) → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.kill#:~:text=kill]

	Kill this process and update status.

Uses self.proc for safe killing - only kills if PID matches
our recorded process (prevents killing recycled PIDs).

Args:
signal_num: Signal to send (default SIGTERM=15)

Returns:
True if killed successfully, False otherwise






	
poll() → int | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.poll#:~:text=poll]

	Check if process has exited and update status if so.

Cleanup when process exits:


	Copy stdout/stderr to DB (keep files for debugging)


	Delete PID file




Returns:
exit_code if exited, None if still running






	
wait(timeout: int | None = None) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.wait#:~:text=wait]

	Wait for process to exit, polling periodically.

Args:
timeout: Max seconds to wait (None = use self.timeout)

Returns:
exit_code

Raises:
TimeoutError if process doesn’t exit in time






	
terminate(graceful_timeout: float = 5.0) → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.terminate#:~:text=terminate]

	Gracefully terminate process: SIGTERM → wait → SIGKILL.

This consolidates the scattered SIGTERM/SIGKILL logic from:


	crawls/models.py Crawl.cleanup()


	workers/pid_utils.py stop_worker()


	supervisord_util.py stop_existing_supervisord_process()




Args:
graceful_timeout: Seconds to wait after SIGTERM before SIGKILL

Returns:
True if process was terminated, False if already dead






	
kill_tree(graceful_timeout: float = 2.0) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.kill_tree#:~:text=kill_tree]

	Kill this process and all its children (OS children, not DB children) in parallel.

Uses parallel polling approach - sends SIGTERM to all processes at once,
then polls all simultaneously with individual deadline tracking.

This consolidates the scattered child-killing logic from:


	crawls/models.py Crawl.cleanup() os.killpg()


	supervisord_util.py stop_existing_supervisord_process()




Args:
graceful_timeout: Seconds to wait after SIGTERM before SIGKILL

Returns:
Number of processes killed (including self)






	
kill_children_db() → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.kill_children_db#:~:text=kill_children_db]

	Kill all DB-tracked child processes (via parent FK).

Different from kill_tree() which uses OS children.
This kills processes created via Process.create(parent=self).

Returns:
Number of child Process records killed






	
classmethod get_running(process_type: str | None = None, machine: archivebox.machine.models.Machine | None = None) → django.db.models.QuerySet[archivebox.machine.models.Process][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.get_running#:~:text=get_running]

	Get all running processes, optionally filtered by type.

Replaces:


	workers/pid_utils.py get_all_worker_pids()


	workers/orchestrator.py get_total_worker_count()




Args:
process_type: Filter by TypeChoices (e.g., ‘worker’, ‘hook’)
machine: Filter by machine (defaults to current)

Returns:
QuerySet of running Process records






	
classmethod get_running_count(process_type: str | None = None, machine: archivebox.machine.models.Machine | None = None) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.get_running_count#:~:text=get_running_count]

	Get count of running processes.

Replaces:


	workers/pid_utils.py get_running_worker_count()









	
classmethod stop_all(process_type: str | None = None, machine: archivebox.machine.models.Machine | None = None, graceful: bool = True) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.stop_all#:~:text=stop_all]

	Stop all running processes of a given type.

Args:
process_type: Filter by TypeChoices
machine: Filter by machine
graceful: If True, use terminate() (SIGTERM→SIGKILL), else kill()

Returns:
Number of processes stopped






	
classmethod get_next_worker_id(process_type: str = 'worker', machine: archivebox.machine.models.Machine | None = None) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.get_next_worker_id#:~:text=get_next_worker_id]

	Get the next available worker ID for spawning new workers.

Replaces workers/pid_utils.py get_next_worker_id().
Simply returns count of running workers of this type.

Args:
process_type: Worker type to count
machine: Machine to scope query

Returns:
Next available worker ID (0-indexed)






	
classmethod cleanup_orphaned_chrome() → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.cleanup_orphaned_chrome#:~:text=cleanup_orphaned_chrome]

	Kill orphaned Chrome processes using chrome_utils.js killZombieChrome.

Scans DATA_DIR for chrome/*.pid files from stale crawls (>5 min old)
and kills any orphaned Chrome processes.

Called by:


	Orchestrator on startup (cleanup from previous crashes)


	Orchestrator periodically (every N minutes)




Returns:
Number of zombie Chrome processes killed






	
classmethod cleanup_orphaned_workers() → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.Process.cleanup_orphaned_workers#:~:text=cleanup_orphaned_workers]

	Mark orphaned worker/hook processes as EXITED in the DB.

Orphaned if:


	Root (orchestrator/cli) is not running, or


	No orchestrator/cli ancestor exists.




Standalone worker runs (archivebox run –snapshot-id) are allowed.










	
class archivebox.machine.models.BinaryMachine(obj, *args, **kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryMachine#:~:text=BinaryMachine]

	Bases: archivebox.workers.models.BaseStateMachine

State machine for managing Binary installation lifecycle.

Simple 2-state machine:
┌─────────────────────────────────────────────────────────────┐
│ QUEUED State                                                │
│  • Binary needs to be installed                             │
└─────────────────────────────────────────────────────────────┘
↓ tick() when can_install()
↓ Synchronous installation during transition
┌─────────────────────────────────────────────────────────────┐
│ INSTALLED State                                             │
│  • Binary installed (abspath, version, sha256 set)          │
│  • Health stats incremented                                 │
└─────────────────────────────────────────────────────────────┘

If installation fails, Binary stays in QUEUED with retry_at bumped.

Initialization


	
model_attr_name[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryMachine.model_attr_name#:~:text=model_attr_name]

	‘binary’






	
binary: archivebox.machine.models.Binary[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryMachine.binary#:~:text=binary]

	None






	
queued[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryMachine.queued#:~:text=queued]

	‘State(…)’






	
installed[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryMachine.installed#:~:text=installed]

	‘State(…)’






	
tick[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryMachine.tick#:~:text=tick]

	None






	
can_install() → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryMachine.can_install#:~:text=can_install]

	Check if binary installation can start.






	
enter_queued()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryMachine.enter_queued#:~:text=enter_queued]

	Binary is queued for installation.






	
on_install()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryMachine.on_install#:~:text=on_install]

	Called during queued→installed transition. Runs installation synchronously.






	
enter_installed()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.BinaryMachine.enter_installed#:~:text=enter_installed]

	Binary installed successfully.










	
class archivebox.machine.models.ProcessMachine(obj, *args, **kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine#:~:text=ProcessMachine]

	Bases: archivebox.workers.models.BaseStateMachine

State machine for managing Process (OS subprocess) lifecycle.

Process Lifecycle:
┌─────────────────────────────────────────────────────────────┐
│ QUEUED State                                                │
│  • Process ready to launch, waiting for resources           │
└─────────────────────────────────────────────────────────────┘
↓ tick() when can_start()
┌─────────────────────────────────────────────────────────────┐
│ RUNNING State → enter_running()                             │
│  1. process.launch()                                        │
│     • Spawn subprocess with cmd, pwd, env, timeout          │
│     • Set pid, started_at                                   │
│     • Process runs in background or foreground              │
│  2. Monitor process completion                              │
│     • Check exit code when process completes                │
└─────────────────────────────────────────────────────────────┘
↓ tick() checks is_exited()
┌─────────────────────────────────────────────────────────────┐
│ EXITED State                                                │
│  • Process completed (exit_code set)                        │
│  • Health stats incremented                                 │
│  • stdout/stderr captured                                   │
└─────────────────────────────────────────────────────────────┘

Note: This is a simpler state machine than ArchiveResult.
Process is just about execution lifecycle. ArchiveResult handles
the archival-specific logic (status, output parsing, etc.).

Initialization


	
model_attr_name[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.model_attr_name#:~:text=model_attr_name]

	‘process’






	
process: archivebox.machine.models.Process[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.process#:~:text=process]

	None






	
queued[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.queued#:~:text=queued]

	‘State(…)’






	
running[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.running#:~:text=running]

	‘State(…)’






	
exited[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.exited#:~:text=exited]

	‘State(…)’






	
tick[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.tick#:~:text=tick]

	None






	
launch[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.launch#:~:text=launch]

	‘to(…)’






	
kill[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.kill#:~:text=kill]

	‘to(…)’






	
can_start() → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.can_start#:~:text=can_start]

	Check if process can start (has cmd and machine).






	
is_exited() → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.is_exited#:~:text=is_exited]

	Check if process has exited (exit_code is set).






	
enter_queued()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.enter_queued#:~:text=enter_queued]

	Process is queued for execution.






	
enter_running()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.enter_running#:~:text=enter_running]

	Start process execution.






	
enter_exited()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/models.py#archivebox.machine.models.ProcessMachine.enter_exited#:~:text=enter_exited]

	Process has exited.
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archivebox.machine.env_util


Module Contents


Functions



	stringify_env_value

	


	is_redacted_env_key

	


	redact_env

	


	env_to_dotenv_text

	


	env_to_shell_exports

	







Data



	SENSITIVE_ENV_KEY_PARTS

	


	SHELL_ENV_KEY_RE

	







API


	
archivebox.machine.env_util.SENSITIVE_ENV_KEY_PARTS[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/env_util.py#archivebox.machine.env_util.SENSITIVE_ENV_KEY_PARTS#:~:text=SENSITIVE_ENV_KEY_PARTS]

	(‘KEY’, ‘TOKEN’, ‘SECRET’)






	
archivebox.machine.env_util.SHELL_ENV_KEY_RE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/env_util.py#archivebox.machine.env_util.SHELL_ENV_KEY_RE#:~:text=SHELL_ENV_KEY_RE]

	‘compile(…)’






	
archivebox.machine.env_util.stringify_env_value(value: Any) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/env_util.py#archivebox.machine.env_util.stringify_env_value#:~:text=stringify_env_value]

	




	
archivebox.machine.env_util.is_redacted_env_key(key: str) → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/env_util.py#archivebox.machine.env_util.is_redacted_env_key#:~:text=is_redacted_env_key]

	




	
archivebox.machine.env_util.redact_env(env: dict[str, Any] | None) → dict[str, Any][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/env_util.py#archivebox.machine.env_util.redact_env#:~:text=redact_env]

	




	
archivebox.machine.env_util.env_to_dotenv_text(env: dict[str, Any] | None) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/env_util.py#archivebox.machine.env_util.env_to_dotenv_text#:~:text=env_to_dotenv_text]

	




	
archivebox.machine.env_util.env_to_shell_exports(env: dict[str, Any] | None) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/env_util.py#archivebox.machine.env_util.env_to_shell_exports#:~:text=env_to_shell_exports]
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archivebox.machine.admin


Module Contents


Classes



	MachineAdmin

	


	NetworkInterfaceAdmin

	


	BinaryAdmin

	


	ProcessAdmin

	







Functions



	_render_copy_block

	


	_format_process_duration_seconds

	


	register_admin

	







API


	
archivebox.machine.admin._render_copy_block(text: str, *, multiline: bool = False)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin._render_copy_block#:~:text=_render_copy_block]

	




	
archivebox.machine.admin._format_process_duration_seconds(started_at, ended_at) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin._format_process_duration_seconds#:~:text=_format_process_duration_seconds]

	




	
class archivebox.machine.admin.MachineAdmin[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin#:~:text=MachineAdmin]

	Bases: archivebox.base_models.admin.ConfigEditorMixin, archivebox.base_models.admin.BaseModelAdmin


	
list_display[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.list_display#:~:text=list_display]

	(‘id_display’, ‘created_at’, ‘hostname’, ‘ips’, ‘os_platform’, ‘hw_in_docker’, ‘hw_in_vm’, ‘hw_manuf…






	
sort_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.sort_fields#:~:text=sort_fields]

	(‘id’, ‘created_at’, ‘hostname’, ‘ips’, ‘os_platform’, ‘hw_in_docker’, ‘hw_in_vm’, ‘hw_manufacturer’…






	
readonly_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.readonly_fields#:~:text=readonly_fields]

	(‘guid’, ‘created_at’, ‘modified_at’, ‘ips’)






	
fieldsets[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.fieldsets#:~:text=fieldsets]

	((‘Identity’,), (‘Hardware’,), (‘Operating System’,), (‘Statistics’,), (‘Configuration’,), (‘Timesta…






	
list_filter[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.list_filter#:~:text=list_filter]

	(‘hw_in_docker’, ‘hw_in_vm’, ‘os_arch’, ‘os_family’, ‘os_platform’)






	
ordering[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.ordering#:~:text=ordering]

	[‘-created_at’]






	
list_per_page[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.list_per_page#:~:text=list_per_page]

	100






	
actions[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.actions#:~:text=actions]

	[‘delete_selected’]






	
ips(machine)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.ips#:~:text=ips]

	




	
health_display(obj)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.health_display#:~:text=health_display]

	




	
id_display(machine)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.MachineAdmin.id_display#:~:text=id_display]

	








	
class archivebox.machine.admin.NetworkInterfaceAdmin[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin#:~:text=NetworkInterfaceAdmin]

	Bases: archivebox.base_models.admin.BaseModelAdmin


	
list_display[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.list_display#:~:text=list_display]

	(‘id’, ‘created_at’, ‘machine_info’, ‘ip_public’, ‘dns_server’, ‘isp’, ‘country’, ‘region’, ‘city’, …






	
sort_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.sort_fields#:~:text=sort_fields]

	(‘id’, ‘created_at’, ‘machine_info’, ‘ip_public’, ‘dns_server’, ‘isp’, ‘country’, ‘region’, ‘city’, …






	
search_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.search_fields#:~:text=search_fields]

	(‘id’, ‘machine__id’, ‘iface’, ‘ip_public’, ‘ip_local’, ‘mac_address’, ‘dns_server’, ‘hostname’, ‘is…






	
readonly_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.readonly_fields#:~:text=readonly_fields]

	(‘machine’, ‘created_at’, ‘modified_at’, ‘mac_address’, ‘ip_public’, ‘ip_local’, ‘dns_server’)






	
fieldsets[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.fieldsets#:~:text=fieldsets]

	((‘Machine’,), (‘Network’,), (‘Location’,), (‘Usage’,), (‘Timestamps’,))






	
list_filter[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.list_filter#:~:text=list_filter]

	(‘isp’, ‘country’, ‘region’)






	
ordering[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.ordering#:~:text=ordering]

	[‘-created_at’]






	
list_per_page[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.list_per_page#:~:text=list_per_page]

	100






	
actions[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.actions#:~:text=actions]

	[‘delete_selected’]






	
machine_info(iface)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.machine_info#:~:text=machine_info]

	




	
health_display(obj)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.NetworkInterfaceAdmin.health_display#:~:text=health_display]

	








	
class archivebox.machine.admin.BinaryAdmin[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin#:~:text=BinaryAdmin]

	Bases: archivebox.base_models.admin.BaseModelAdmin


	
list_display[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.list_display#:~:text=list_display]

	(‘id’, ‘created_at’, ‘machine_info’, ‘name’, ‘binprovider’, ‘version’, ‘abspath’, ‘sha256’, ‘status’…






	
sort_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.sort_fields#:~:text=sort_fields]

	(‘id’, ‘created_at’, ‘machine_info’, ‘name’, ‘binprovider’, ‘version’, ‘abspath’, ‘sha256’, ‘status’…






	
search_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.search_fields#:~:text=search_fields]

	(‘id’, ‘machine__id’, ‘name’, ‘binprovider’, ‘version’, ‘abspath’, ‘sha256’)






	
readonly_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.readonly_fields#:~:text=readonly_fields]

	(‘created_at’, ‘modified_at’, ‘output_dir’)






	
fieldsets[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.fieldsets#:~:text=fieldsets]

	((‘Binary Info’,), (‘Location’,), (‘Version’,), (‘State’,), (‘Usage’,), (‘Timestamps’,))






	
list_filter[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.list_filter#:~:text=list_filter]

	(‘name’, ‘binprovider’, ‘status’, ‘machine_id’)






	
ordering[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.ordering#:~:text=ordering]

	[‘-created_at’]






	
list_per_page[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.list_per_page#:~:text=list_per_page]

	100






	
actions[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.actions#:~:text=actions]

	[‘delete_selected’]






	
machine_info(binary)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.machine_info#:~:text=machine_info]

	




	
health_display(obj)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.BinaryAdmin.health_display#:~:text=health_display]

	








	
class archivebox.machine.admin.ProcessAdmin[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin#:~:text=ProcessAdmin]

	Bases: archivebox.base_models.admin.BaseModelAdmin


	
list_display[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.list_display#:~:text=list_display]

	(‘id’, ‘created_at’, ‘machine_info’, ‘archiveresult_link’, ‘snapshot_link’, ‘crawl_link’, ‘cmd_str’,…






	
sort_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.sort_fields#:~:text=sort_fields]

	(‘id’, ‘created_at’, ‘machine_info’, ‘archiveresult_link’, ‘snapshot_link’, ‘crawl_link’, ‘cmd_str’,…






	
search_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.search_fields#:~:text=search_fields]

	(‘id’, ‘machine__id’, ‘binary__name’, ‘cmd’, ‘pwd’, ‘stdout’, ‘stderr’)






	
readonly_fields[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.readonly_fields#:~:text=readonly_fields]

	(‘created_at’, ‘modified_at’, ‘machine’, ‘binary_link’, ‘iface_link’, ‘archiveresult_link’, ‘snapsho…






	
fieldsets[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.fieldsets#:~:text=fieldsets]

	((‘Process Info’,), (‘Command’,), (‘Execution’,), (‘Timing’,), (‘Output’,), (‘Timestamps’,))






	
list_filter[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.list_filter#:~:text=list_filter]

	(‘status’, ‘exit_code’, ‘machine_id’)






	
ordering[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.ordering#:~:text=ordering]

	[‘-created_at’]






	
list_per_page[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.list_per_page#:~:text=list_per_page]

	100






	
actions[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.actions#:~:text=actions]

	[‘kill_processes’, ‘delete_selected’]






	
change_actions[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.change_actions#:~:text=change_actions]

	[‘kill_process’]






	
get_queryset(request)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.get_queryset#:~:text=get_queryset]

	




	
_terminate_processes(request, processes)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin._terminate_processes#:~:text=_terminate_processes]

	




	
kill_processes(request, queryset)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.kill_processes#:~:text=kill_processes]

	




	
kill_process(request, obj)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.kill_process#:~:text=kill_process]

	




	
machine_info(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.machine_info#:~:text=machine_info]

	




	
binary_info(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.binary_info#:~:text=binary_info]

	




	
binary_link(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.binary_link#:~:text=binary_link]

	




	
iface_link(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.iface_link#:~:text=iface_link]

	




	
archiveresult_link(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.archiveresult_link#:~:text=archiveresult_link]

	




	
snapshot_link(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.snapshot_link#:~:text=snapshot_link]

	




	
crawl_link(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.crawl_link#:~:text=crawl_link]

	




	
cmd_str(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.cmd_str#:~:text=cmd_str]

	




	
status_badge(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.status_badge#:~:text=status_badge]

	




	
duration_display(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.duration_display#:~:text=duration_display]

	




	
output_summary(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.output_summary#:~:text=output_summary]

	




	
cmd_display(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.cmd_display#:~:text=cmd_display]

	




	
env_display(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.env_display#:~:text=env_display]

	




	
stdout_display(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.stdout_display#:~:text=stdout_display]

	




	
stderr_display(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.stderr_display#:~:text=stderr_display]

	




	
archiveresult_output_display(process)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.ProcessAdmin.archiveresult_output_display#:~:text=archiveresult_output_display]

	








	
archivebox.machine.admin.register_admin(admin_site)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/machine/admin.py#archivebox.machine.admin.register_admin#:~:text=register_admin]
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archivebox.progressmonitor


Submodules



	archivebox.progressmonitor.apps

	archivebox.progressmonitor.views
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archivebox.progressmonitor.apps


Module Contents


Classes



	ProgressMonitorConfig

	







API


	
class archivebox.progressmonitor.apps.ProgressMonitorConfig[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/progressmonitor/apps.py#archivebox.progressmonitor.apps.ProgressMonitorConfig#:~:text=ProgressMonitorConfig]

	Bases: django.apps.AppConfig


	
name[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/progressmonitor/apps.py#archivebox.progressmonitor.apps.ProgressMonitorConfig.name#:~:text=name]

	‘archivebox.progressmonitor’






	
label[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/progressmonitor/apps.py#archivebox.progressmonitor.apps.ProgressMonitorConfig.label#:~:text=label]

	‘progressmonitor’
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archivebox.progressmonitor.views


Module Contents


Functions



	progress_endpoint

	Return the canonical same-origin progress endpoint for monitor embeds.



	_live_progress_plugin_names

	


	live_progress_view

	Simple JSON endpoint for live progress status - used by admin progress monitor.








API


	
archivebox.progressmonitor.views.progress_endpoint(scope: Literal[crawl, snapshot] | None = None, object_id: object | None = None) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/progressmonitor/views.py#archivebox.progressmonitor.views.progress_endpoint#:~:text=progress_endpoint]

	Return the canonical same-origin progress endpoint for monitor embeds.






	
archivebox.progressmonitor.views._live_progress_plugin_names() → tuple[frozenset[str], frozenset[str]][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/progressmonitor/views.py#archivebox.progressmonitor.views._live_progress_plugin_names#:~:text=_live_progress_plugin_names]

	




	
archivebox.progressmonitor.views.live_progress_view(request)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/progressmonitor/views.py#archivebox.progressmonitor.views.live_progress_view#:~:text=live_progress_view]

	Simple JSON endpoint for live progress status - used by admin progress monitor.
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archivebox.ldap

LDAP authentication module for ArchiveBox.

This module provides native LDAP authentication support using django-auth-ldap.
It only activates if:


	LDAP_ENABLED=True in config


	Required LDAP libraries (python-ldap, django-auth-ldap) are installed




To install LDAP dependencies:
pip install archivebox[ldap]

Or manually:
apt install build-essential python3-dev libsasl2-dev libldap2-dev libssl-dev
pip install python-ldap django-auth-ldap


Submodules



	archivebox.ldap.apps

	archivebox.ldap.auth
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archivebox.ldap.apps

Django app configuration for LDAP authentication.


Module Contents


Classes



	LDAPConfig

	Django app config for LDAP authentication.








API


	
class archivebox.ldap.apps.LDAPConfig[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/ldap/apps.py#archivebox.ldap.apps.LDAPConfig#:~:text=LDAPConfig]

	Bases: django.apps.AppConfig

Django app config for LDAP authentication.


	
default_auto_field[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/ldap/apps.py#archivebox.ldap.apps.LDAPConfig.default_auto_field#:~:text=default_auto_field]

	‘django.db.models.BigAutoField’






	
name[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/ldap/apps.py#archivebox.ldap.apps.LDAPConfig.name#:~:text=name]

	‘archivebox.ldap’






	
verbose_name[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/ldap/apps.py#archivebox.ldap.apps.LDAPConfig.verbose_name#:~:text=verbose_name]

	‘LDAP Authentication’
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archivebox.ldap.auth

LDAP authentication backend for ArchiveBox.

This module extends django-auth-ldap to support the LDAP_CREATE_SUPERUSER flag.


Module Contents


Classes



	ArchiveBoxLDAPBackend

	Custom LDAP authentication backend for ArchiveBox.








API


	
class archivebox.ldap.auth.ArchiveBoxLDAPBackend[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/ldap/auth.py#archivebox.ldap.auth.ArchiveBoxLDAPBackend#:~:text=ArchiveBoxLDAPBackend]

	Bases: archivebox.ldap.auth.BaseLDAPBackend

Custom LDAP authentication backend for ArchiveBox.

Extends django-auth-ldap’s LDAPBackend to support:


	LDAP_CREATE_SUPERUSER: Automatically grant superuser privileges to LDAP users





	
authenticate_ldap_user(ldap_user, password)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/ldap/auth.py#archivebox.ldap.auth.ArchiveBoxLDAPBackend.authenticate_ldap_user#:~:text=authenticate_ldap_user]

	Authenticate using LDAP and optionally grant superuser privileges.

This method is called by django-auth-ldap after successful LDAP authentication.
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archivebox.misc


Submodules



	archivebox.misc.paginators

	archivebox.misc.toml_util

	archivebox.misc.system

	archivebox.misc.shell_welcome_message

	archivebox.misc.logging

	archivebox.misc.logging_util

	archivebox.misc.checks

	archivebox.misc.db

	archivebox.misc.serve_static

	archivebox.misc.jsonl

	archivebox.misc.monkey_patches

	archivebox.misc.hashing

	archivebox.misc.util
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archivebox.misc.paginators


Module Contents


Classes



	AcceleratedPaginator

	Paginator that accepts exact count hints for already-optimized query paths.








API


	
class archivebox.misc.paginators.AcceleratedPaginator[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/paginators.py#archivebox.misc.paginators.AcceleratedPaginator#:~:text=AcceleratedPaginator]

	Bases: django.core.paginator.Paginator

Paginator that accepts exact count hints for already-optimized query paths.


	
count()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/paginators.py#archivebox.misc.paginators.AcceleratedPaginator.count#:~:text=count]
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archivebox.misc.toml_util


Module Contents


Classes



	JSONSchemaWithLambdas

	Encode lambda functions in default values properly.
Usage:



	CustomTOMLEncoder

	Custom TomlEncoder to work around https://github.com/uiri/toml’s [https://github.com/uiri/toml's] many encoding bugs.








Functions



	load_ini_value

	Convert lax INI values into strict TOML-compliant (JSON) values



	convert

	Convert a string of INI config into its TOML equivalent (warning: strips comments)



	better_toml_dump_str

	







Data



	JSONValue

	


	TOML_HEADER

	







API


	
archivebox.misc.toml_util.JSONValue[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/toml_util.py#archivebox.misc.toml_util.JSONValue#:~:text=JSONValue]

	None






	
archivebox.misc.toml_util.TOML_HEADER = <Multiline-String>[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/toml_util.py#archivebox.misc.toml_util.TOML_HEADER#:~:text=TOML_HEADER]

	




	
archivebox.misc.toml_util.load_ini_value(val: str) → archivebox.misc.toml_util.JSONValue[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/toml_util.py#archivebox.misc.toml_util.load_ini_value#:~:text=load_ini_value]

	Convert lax INI values into strict TOML-compliant (JSON) values






	
archivebox.misc.toml_util.convert(ini_str: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/toml_util.py#archivebox.misc.toml_util.convert#:~:text=convert]

	Convert a string of INI config into its TOML equivalent (warning: strips comments)






	
class archivebox.misc.toml_util.JSONSchemaWithLambdas[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/toml_util.py#archivebox.misc.toml_util.JSONSchemaWithLambdas#:~:text=JSONSchemaWithLambdas]

	Bases: pydantic.json_schema.GenerateJsonSchema

Encode lambda functions in default values properly.
Usage:




json.dumps(value, encoder=JSONSchemaWithLambdas())











	
encode_default(dft: Any) → Any[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/toml_util.py#archivebox.misc.toml_util.JSONSchemaWithLambdas.encode_default#:~:text=encode_default]

	








	
archivebox.misc.toml_util.better_toml_dump_str(val: Any) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/toml_util.py#archivebox.misc.toml_util.better_toml_dump_str#:~:text=better_toml_dump_str]

	




	
class archivebox.misc.toml_util.CustomTOMLEncoder(**kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/toml_util.py#archivebox.misc.toml_util.CustomTOMLEncoder#:~:text=CustomTOMLEncoder]

	Bases: toml.encoder.TomlEncoder

Custom TomlEncoder to work around https://github.com/uiri/toml’s [https://github.com/uiri/toml's] many encoding bugs.




toml.dumps(value, encoder=CustomTOMLEncoder())










Initialization
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archivebox.misc.system


Module Contents


Functions



	atomic_write

	Safe atomic write to filesystem by writing to temp file + atomic rename



	get_dir_size

	get the total disk size of a given directory, optionally summing up
recursively and limiting to a given filter list








API


	
archivebox.misc.system.atomic_write(path: pathlib.Path | str, contents: dict | str | bytes, overwrite: bool = True, config=None, **config_kwargs) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/system.py#archivebox.misc.system.atomic_write#:~:text=atomic_write]

	Safe atomic write to filesystem by writing to temp file + atomic rename






	
archivebox.misc.system.get_dir_size(path: str | pathlib.Path, recursive: bool = True, pattern: str | None = None) → tuple[int, int, int][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/system.py#archivebox.misc.system.get_dir_size#:~:text=get_dir_size]

	get the total disk size of a given directory, optionally summing up
recursively and limiting to a given filter list
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archivebox.misc.logging


Module Contents


Classes



	AttrDict

	


	RainbowHighlighter

	







Functions



	stdout

	


	stderr

	


	hint

	







Data



	CONSOLE

	


	STDERR

	


	IS_TTY

	


	rainbow

	


	DEFAULT_CLI_COLORS

	


	ANSI

	


	COLOR_DICT

	







API


	
archivebox.misc.logging.CONSOLE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.CONSOLE#:~:text=CONSOLE]

	‘Console(…)’






	
archivebox.misc.logging.STDERR[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.STDERR#:~:text=STDERR]

	‘Console(…)’






	
archivebox.misc.logging.IS_TTY[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.IS_TTY#:~:text=IS_TTY]

	‘isatty(…)’






	
class archivebox.misc.logging.AttrDict(*args, **kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.AttrDict#:~:text=AttrDict]

	Bases: dict


	
classmethod _wrap(value)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.AttrDict._wrap#:~:text=_wrap]

	




	
__setitem__(key, value)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.AttrDict.__setitem__#:~:text=__setitem__]

	




	
update(*args, **kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.AttrDict.update#:~:text=update]

	




	
__getattr__(key)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.AttrDict.__getattr__#:~:text=__getattr__]

	








	
class archivebox.misc.logging.RainbowHighlighter[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.RainbowHighlighter#:~:text=RainbowHighlighter]

	Bases: rich.highlighter.Highlighter


	
highlight(text)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.RainbowHighlighter.highlight#:~:text=highlight]

	








	
archivebox.misc.logging.rainbow[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.rainbow#:~:text=rainbow]

	‘RainbowHighlighter(…)’






	
archivebox.misc.logging.DEFAULT_CLI_COLORS[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.DEFAULT_CLI_COLORS#:~:text=DEFAULT_CLI_COLORS]

	‘AttrDict(…)’






	
archivebox.misc.logging.ANSI[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.ANSI#:~:text=ANSI]

	‘AttrDict(…)’






	
archivebox.misc.logging.COLOR_DICT[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.COLOR_DICT#:~:text=COLOR_DICT]

	‘defaultdict(…)’






	
archivebox.misc.logging.stdout(*args, color: str | None = None, prefix: str = '', config: dict | None = None) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.stdout#:~:text=stdout]

	




	
archivebox.misc.logging.stderr(*args, color: str | None = None, prefix: str = '', config: dict | None = None) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.stderr#:~:text=stderr]

	




	
archivebox.misc.logging.hint(text: tuple[str, ...] | list[str] | str, prefix='    ', config: dict | None = None) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging.py#archivebox.misc.logging.hint#:~:text=hint]
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archivebox.misc.logging_util


Module Contents


Classes



	TimedProgress

	Show a progress bar and measure elapsed time until .end() is called








Functions



	progress_bar

	show timer in the form of progress bar, with percentage and seconds remaining



	log_cli_command

	


	log_list_started

	


	log_list_finished

	


	log_removal_started

	


	log_removal_finished

	


	pretty_path

	convert paths like …/ArchiveBox/archivebox/../output/abc into output/abc



	printable_filesize

	


	format_duration

	Format duration in human-readable form.



	truncate_url

	Truncate URL to max_length, keeping domain and adding ellipsis.



	log_worker_event

	Log a worker event with structured metadata and indentation.



	printable_folders

	


	printable_config

	


	printable_folder_status

	


	printable_dependency_version

	







API


	
class archivebox.misc.logging_util.TimedProgress(seconds, prefix='', config=None, **config_kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.TimedProgress#:~:text=TimedProgress]

	Show a progress bar and measure elapsed time until .end() is called

Initialization


	
end()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.TimedProgress.end#:~:text=end]

	immediately end progress, clear the progressbar line, and save end_ts










	
archivebox.misc.logging_util.progress_bar(seconds: int, prefix: str = '', ANSI: dict[str, str] = ANSI, config=None, **config_kwargs) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.progress_bar#:~:text=progress_bar]

	show timer in the form of progress bar, with percentage and seconds remaining






	
archivebox.misc.logging_util.log_cli_command(subcommand: str, subcommand_args: collections.abc.Iterable[str] = (), stdin: str | IO | None = None, pwd: str = '.')[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.log_cli_command#:~:text=log_cli_command]

	




	
archivebox.misc.logging_util.log_list_started(filter_patterns: list[str] | None, filter_type: str)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.log_list_started#:~:text=log_list_started]

	




	
archivebox.misc.logging_util.log_list_finished(snapshots)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.log_list_finished#:~:text=log_list_finished]

	




	
archivebox.misc.logging_util.log_removal_started(snapshots, yes: bool)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.log_removal_started#:~:text=log_removal_started]

	




	
archivebox.misc.logging_util.log_removal_finished(remaining_links: int, removed_links: int)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.log_removal_finished#:~:text=log_removal_finished]

	




	
archivebox.misc.logging_util.pretty_path(path: pathlib.Path | str, pwd: pathlib.Path | str = CONSTANTS.DATA_DIR, color: bool = True) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.pretty_path#:~:text=pretty_path]

	convert paths like …/ArchiveBox/archivebox/../output/abc into output/abc






	
archivebox.misc.logging_util.printable_filesize(num_bytes: int | float) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.printable_filesize#:~:text=printable_filesize]

	




	
archivebox.misc.logging_util.format_duration(seconds: float) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.format_duration#:~:text=format_duration]

	Format duration in human-readable form.






	
archivebox.misc.logging_util.truncate_url(url: str, max_length: int = 60) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.truncate_url#:~:text=truncate_url]

	Truncate URL to max_length, keeping domain and adding ellipsis.






	
archivebox.misc.logging_util.log_worker_event(worker_type: str, event: str, indent_level: int = 0, pid: int | None = None, worker_id: str | None = None, url: str | None = None, plugin: str | None = None, metadata: dict[str, Any] | None = None, error: Exception | None = None) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.log_worker_event#:~:text=log_worker_event]

	Log a worker event with structured metadata and indentation.

Args:
worker_type: Type of worker (Orchestrator, CrawlWorker, SnapshotWorker)
event: Event name (Starting, Completed, Failed, etc.)
indent_level: Indentation level (0=Orchestrator, 1=CrawlWorker, 2=SnapshotWorker)
pid: Process ID
worker_id: Worker ID (UUID for workers)
url: URL being processed (for SnapshotWorker)
plugin: Plugin name (for hook processes)
metadata: Dict of metadata to show in curly braces
error: Exception if event is an error






	
archivebox.misc.logging_util.printable_folders(folders: dict[str, Optional[archivebox.core.models.Snapshot]], with_headers: bool = False) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.printable_folders#:~:text=printable_folders]

	




	
archivebox.misc.logging_util.printable_config(config: dict, prefix: str = '') → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.printable_config#:~:text=printable_config]

	




	
archivebox.misc.logging_util.printable_folder_status(name: str, folder: dict) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.printable_folder_status#:~:text=printable_folder_status]

	




	
archivebox.misc.logging_util.printable_dependency_version(name: str, dependency: dict) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/logging_util.py#archivebox.misc.logging_util.printable_dependency_version#:~:text=printable_dependency_version]
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archivebox.misc.checks


Module Contents


Functions



	_migration_interrupt_message

	


	_exit_on_migration_interrupt

	


	check_data_folder

	


	check_migrations

	


	check_io_encoding

	


	check_not_root

	


	check_not_inside_source_dir

	Prevent running ArchiveBox from inside its source directory (would pollute repo with data files).



	check_data_dir_permissions

	


	check_tmp_dir

	


	check_lib_dir

	







API


	
archivebox.misc.checks._migration_interrupt_message(*, before_apply: bool = False) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/checks.py#archivebox.misc.checks._migration_interrupt_message#:~:text=_migration_interrupt_message]

	




	
archivebox.misc.checks._exit_on_migration_interrupt()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/checks.py#archivebox.misc.checks._exit_on_migration_interrupt#:~:text=_exit_on_migration_interrupt]

	




	
archivebox.misc.checks.check_data_folder(config=None, **config_kwargs) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/checks.py#archivebox.misc.checks.check_data_folder#:~:text=check_data_folder]

	




	
archivebox.misc.checks.check_migrations(*, blocking: bool = True, auto_apply: bool = False, cancel_delay: int = 3) → list[str][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/checks.py#archivebox.misc.checks.check_migrations#:~:text=check_migrations]

	




	
archivebox.misc.checks.check_io_encoding()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/checks.py#archivebox.misc.checks.check_io_encoding#:~:text=check_io_encoding]

	




	
archivebox.misc.checks.check_not_root()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/checks.py#archivebox.misc.checks.check_not_root#:~:text=check_not_root]

	




	
archivebox.misc.checks.check_not_inside_source_dir()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/checks.py#archivebox.misc.checks.check_not_inside_source_dir#:~:text=check_not_inside_source_dir]

	Prevent running ArchiveBox from inside its source directory (would pollute repo with data files).






	
archivebox.misc.checks.check_data_dir_permissions(config=None, **config_kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/checks.py#archivebox.misc.checks.check_data_dir_permissions#:~:text=check_data_dir_permissions]

	




	
archivebox.misc.checks.check_tmp_dir(tmp_dir=None, throw=False, quiet=False, must_exist=True, config=None, **config_kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/checks.py#archivebox.misc.checks.check_tmp_dir#:~:text=check_tmp_dir]

	




	
archivebox.misc.checks.check_lib_dir(lib_dir: pathlib.Path | None = None, throw=False, quiet=False, must_exist=True, config=None, **config_kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/checks.py#archivebox.misc.checks.check_lib_dir#:~:text=check_lib_dir]
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archivebox.misc.db

Database utility functions for ArchiveBox.

Post-bootstrap: requires archivebox.config constants and uses Django lazily
(from django.db import ... inside functions). Not safe to import pre-bootstrap.


Module Contents


Functions



	run_db_analyze_batch

	Advance one step of a batched SQLite ANALYZE sweep.



	compact_command

	


	sqlite_lock_holders

	


	log_sqlite_lock_holders

	


	sqlite_lock_error

	


	retry_sqlite_locks

	


	migration_lock

	


	migration_state

	Cheaply compare migration files to django_migrations without invoking migrate.



	pending_migrations

	Return migration files on disk that have not been applied yet.



	apply_migrations

	Apply pending Django migrations








Data



	HISTORICAL_GHOST_MIGRATIONS

	







API


	
archivebox.misc.db.run_db_analyze_batch(remaining: list[str] | None, *, max_seconds_per_table: float = 120.0) → list[str][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.run_db_analyze_batch#:~:text=run_db_analyze_batch]

	Advance one step of a batched SQLite ANALYZE sweep.

Without periodic ANALYZE the optimizer’s table stats go stale as
snapshot/archiveresult tables grow, causing it to start large joins from
auth_user instead of using the indexed url column and blowing snapshot
detail page render time from ~50ms to ~500ms+.

The whole sweep is spread across many calls instead of running as one
blocking ANALYZE: pass None to start a fresh sweep (this call
enumerates user tables and runs ANALYZE on the first one); pass the
returned list to advance one more table on each subsequent call. An
empty return value means the sweep is complete (or has been aborted) and
the next caller should pass None again. Caller is responsible for
throttling new sweeps (orchestrator starts at most one per 24hr while
idle) and enforcing a hard upper bound on total sweep wall time.

Safety guarantees:


	Never raises: every database call is wrapped; on any failure the
function returns [] (abandoning the rest of the sweep) so the
orchestrator never crashes on maintenance errors.


	Bounded per-call wall time: a SQLite progress handler aborts the
current ANALYZE statement once max_seconds_per_table is
exceeded, so a single pathological table cannot wedge the call.


	Never leaves the db locked: each ANALYZE runs as a single
statement transaction that auto-commits (or rolls back on
abort/error). The cursor and progress handler are always cleaned up
in finally blocks even if Python raises mid-call.


	Silent no-op on non-SQLite backends.




WAL journal mode (set in Django settings) keeps readers fully unblocked
throughout; the writer lock is only held for the brief sqlite_stat*
flush after each table completes.






	
archivebox.misc.db.compact_command(cmdline: list[str] | None, fallback: str = '') → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.compact_command#:~:text=compact_command]

	




	
archivebox.misc.db.sqlite_lock_holders(db_path: pathlib.Path = CONSTANTS.DATABASE_FILE) → list[str][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.sqlite_lock_holders#:~:text=sqlite_lock_holders]

	




	
archivebox.misc.db.log_sqlite_lock_holders(console: Any, *, db_path: pathlib.Path = CONSTANTS.DATABASE_FILE, limit: int = 8) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.log_sqlite_lock_holders#:~:text=log_sqlite_lock_holders]

	




	
archivebox.misc.db.sqlite_lock_error(error: BaseException) → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.sqlite_lock_error#:~:text=sqlite_lock_error]

	




	
archivebox.misc.db.retry_sqlite_locks(action: collections.abc.Callable[[], Any], *, label: str, stderr: TextIO | None = None) → Any[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.retry_sqlite_locks#:~:text=retry_sqlite_locks]

	




	
archivebox.misc.db.migration_lock(stdout: TextIO | None = None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.migration_lock#:~:text=migration_lock]

	




	
archivebox.misc.db.HISTORICAL_GHOST_MIGRATIONS: frozenset[tuple[str, str]][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.HISTORICAL_GHOST_MIGRATIONS#:~:text=HISTORICAL_GHOST_MIGRATIONS]

	‘frozenset(…)’






	
archivebox.misc.db.migration_state(out_dir: pathlib.Path = CONSTANTS.DATA_DIR) → tuple[list[str], list[str], dict[str, str]][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.migration_state#:~:text=migration_state]

	Cheaply compare migration files to django_migrations without invoking migrate.






	
archivebox.misc.db.pending_migrations(out_dir: pathlib.Path = CONSTANTS.DATA_DIR) → list[str][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.pending_migrations#:~:text=pending_migrations]

	Return migration files on disk that have not been applied yet.






	
archivebox.misc.db.apply_migrations(out_dir: pathlib.Path = CONSTANTS.DATA_DIR, stdout: TextIO | None = None, stderr: TextIO | None = None, verbosity: int = 1) → list[str][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/db.py#archivebox.misc.db.apply_migrations#:~:text=apply_migrations]

	Apply pending Django migrations
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archivebox.misc.serve_static


Module Contents


Classes



	_StreamingQueueWriter

	Expose a write-only file-like object so zipfile can stream into a queue.



	RangedFileReader

	Wraps a file like object with an iterator that runs over part (or all) of
the file defined by start and stop. Blocks of block_size will be returned
from the starting position, up to, but not including the stop point.
https://github.com/satchamo/django/commit/2ce75c5c4bee2a858c0214d136bfcd351fcde11d








Functions



	_load_hash_map

	


	_hash_for_path

	


	_resolve_archive_path

	


	_cache_policy

	


	_render_mhtml_preview_document

	


	_format_direntry_timestamp

	


	_safe_zip_stem

	


	_iter_visible_files

	Yield non-hidden files in a stable order so ZIP output is deterministic.



	_build_directory_zip_response

	


	_stream_ranged_file_async

	


	_render_directory_index

	


	_extract_markdown_candidate

	


	_looks_like_markdown

	


	_render_text_preview_document

	


	_render_image_preview_document

	


	_render_markdown_fallback

	


	_render_markdown_document

	


	_content_type_base

	


	_is_risky_replay_document

	


	_apply_archive_replay_headers

	


	_is_asgi_request

	


	serve_static_with_byterange_support

	Overrides Django’s built-in django.views.static.serve function to support byte range requests.
This allows you to do things like seek into the middle of a huge mp4 or WACZ without downloading the whole file.
https://github.com/satchamo/django/commit/2ce75c5c4bee2a858c0214d136bfcd351fcde11d



	serve_static

	Serve static files below a given point in the directory structure or
from locations inferred from the staticfiles finders.



	parse_range_header

	Parses a range header into a list of two-tuples (start, stop) where start
is the starting byte of the range (inclusive) and stop is the ending byte
position of the range (exclusive).
Returns None if the value of the header is not syntactically valid.
https://github.com/satchamo/django/commit/2ce75c5c4bee2a858c0214d136bfcd351fcde11d








Data



	_HASHES_CACHE

	


	MARKDOWN_INLINE_LINK_RE

	


	MARKDOWN_INLINE_IMAGE_RE

	


	MARKDOWN_BOLD_RE

	


	MARKDOWN_ITALIC_RE

	


	HTML_TAG_RE

	


	HTML_BODY_RE

	


	RISKY_REPLAY_MIMETYPES

	


	RISKY_REPLAY_EXTENSIONS

	


	RISKY_REPLAY_MARKERS

	







API


	
archivebox.misc.serve_static._HASHES_CACHE: dict[pathlib.Path, tuple[float, dict[str, str]]][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._HASHES_CACHE#:~:text=_HASHES_CACHE]

	None






	
archivebox.misc.serve_static._load_hash_map(snapshot_dir: pathlib.Path) → dict[str, str] | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._load_hash_map#:~:text=_load_hash_map]

	




	
archivebox.misc.serve_static._hash_for_path(document_root: pathlib.Path, rel_path: str) → str | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._hash_for_path#:~:text=_hash_for_path]

	




	
archivebox.misc.serve_static._resolve_archive_path(document_root: str | pathlib.Path, rel_path: str) → tuple[pathlib.Path, str][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._resolve_archive_path#:~:text=_resolve_archive_path]

	




	
archivebox.misc.serve_static._cache_policy(config=None, **config_kwargs) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._cache_policy#:~:text=_cache_policy]

	




	
archivebox.misc.serve_static._render_mhtml_preview_document(filename: str, output_path: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._render_mhtml_preview_document#:~:text=_render_mhtml_preview_document]

	




	
archivebox.misc.serve_static._format_direntry_timestamp(stat_result: os.stat_result) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._format_direntry_timestamp#:~:text=_format_direntry_timestamp]

	




	
archivebox.misc.serve_static._safe_zip_stem(name: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._safe_zip_stem#:~:text=_safe_zip_stem]

	




	
class archivebox.misc.serve_static._StreamingQueueWriter(output_queue: queue.Queue[bytes | BaseException | object])[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._StreamingQueueWriter#:~:text=_StreamingQueueWriter]

	Expose a write-only file-like object so zipfile can stream into a queue.

Initialization


	
write(data: bytes) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._StreamingQueueWriter.write#:~:text=write]

	




	
tell() → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._StreamingQueueWriter.tell#:~:text=tell]

	




	
flush() → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._StreamingQueueWriter.flush#:~:text=flush]

	




	
close() → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._StreamingQueueWriter.close#:~:text=close]

	




	
writable() → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._StreamingQueueWriter.writable#:~:text=writable]

	




	
seekable() → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._StreamingQueueWriter.seekable#:~:text=seekable]

	








	
archivebox.misc.serve_static._iter_visible_files(root: pathlib.Path)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._iter_visible_files#:~:text=_iter_visible_files]

	Yield non-hidden files in a stable order so ZIP output is deterministic.






	
archivebox.misc.serve_static._build_directory_zip_response(fullpath: pathlib.Path, path: str, *, is_archive_replay: bool, use_async_stream: bool, config=None) → django.http.StreamingHttpResponse[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._build_directory_zip_response#:~:text=_build_directory_zip_response]

	




	
async archivebox.misc.serve_static._stream_ranged_file_async(ranged_file: RangedFileReader)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._stream_ranged_file_async#:~:text=_stream_ranged_file_async]

	




	
archivebox.misc.serve_static._render_directory_index(request, path: str, fullpath: pathlib.Path) → django.http.HttpResponse[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._render_directory_index#:~:text=_render_directory_index]

	




	
archivebox.misc.serve_static.MARKDOWN_INLINE_LINK_RE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.MARKDOWN_INLINE_LINK_RE#:~:text=MARKDOWN_INLINE_LINK_RE]

	‘compile(…)’






	
archivebox.misc.serve_static.MARKDOWN_INLINE_IMAGE_RE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.MARKDOWN_INLINE_IMAGE_RE#:~:text=MARKDOWN_INLINE_IMAGE_RE]

	‘compile(…)’






	
archivebox.misc.serve_static.MARKDOWN_BOLD_RE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.MARKDOWN_BOLD_RE#:~:text=MARKDOWN_BOLD_RE]

	‘compile(…)’






	
archivebox.misc.serve_static.MARKDOWN_ITALIC_RE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.MARKDOWN_ITALIC_RE#:~:text=MARKDOWN_ITALIC_RE]

	‘compile(…)’






	
archivebox.misc.serve_static.HTML_TAG_RE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.HTML_TAG_RE#:~:text=HTML_TAG_RE]

	‘compile(…)’






	
archivebox.misc.serve_static.HTML_BODY_RE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.HTML_BODY_RE#:~:text=HTML_BODY_RE]

	‘compile(…)’






	
archivebox.misc.serve_static.RISKY_REPLAY_MIMETYPES[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.RISKY_REPLAY_MIMETYPES#:~:text=RISKY_REPLAY_MIMETYPES]

	None






	
archivebox.misc.serve_static.RISKY_REPLAY_EXTENSIONS[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.RISKY_REPLAY_EXTENSIONS#:~:text=RISKY_REPLAY_EXTENSIONS]

	None






	
archivebox.misc.serve_static.RISKY_REPLAY_MARKERS[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.RISKY_REPLAY_MARKERS#:~:text=RISKY_REPLAY_MARKERS]

	(‘<!doctype html’, ‘<html’, ‘<svg’)






	
archivebox.misc.serve_static._extract_markdown_candidate(text: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._extract_markdown_candidate#:~:text=_extract_markdown_candidate]

	




	
archivebox.misc.serve_static._looks_like_markdown(text: str) → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._looks_like_markdown#:~:text=_looks_like_markdown]

	




	
archivebox.misc.serve_static._render_text_preview_document(text: str, title: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._render_text_preview_document#:~:text=_render_text_preview_document]

	




	
archivebox.misc.serve_static._render_image_preview_document(image_url: str, title: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._render_image_preview_document#:~:text=_render_image_preview_document]

	




	
archivebox.misc.serve_static._render_markdown_fallback(text: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._render_markdown_fallback#:~:text=_render_markdown_fallback]

	




	
archivebox.misc.serve_static._render_markdown_document(markdown_text: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._render_markdown_document#:~:text=_render_markdown_document]

	




	
archivebox.misc.serve_static._content_type_base(content_type: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._content_type_base#:~:text=_content_type_base]

	




	
archivebox.misc.serve_static._is_risky_replay_document(fullpath: pathlib.Path, content_type: str) → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._is_risky_replay_document#:~:text=_is_risky_replay_document]

	




	
archivebox.misc.serve_static._apply_archive_replay_headers(response: django.http.HttpResponse, *, fullpath: pathlib.Path, content_type: str, is_archive_replay: bool, config=None, **config_kwargs) → django.http.HttpResponse[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._apply_archive_replay_headers#:~:text=_apply_archive_replay_headers]

	




	
archivebox.misc.serve_static._is_asgi_request(request) → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static._is_asgi_request#:~:text=_is_asgi_request]

	




	
archivebox.misc.serve_static.serve_static_with_byterange_support(request, path, document_root=None, show_indexes=False, is_archive_replay: bool = False)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.serve_static_with_byterange_support#:~:text=serve_static_with_byterange_support]

	Overrides Django’s built-in django.views.static.serve function to support byte range requests.
This allows you to do things like seek into the middle of a huge mp4 or WACZ without downloading the whole file.
https://github.com/satchamo/django/commit/2ce75c5c4bee2a858c0214d136bfcd351fcde11d






	
archivebox.misc.serve_static.serve_static(request, path, **kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.serve_static#:~:text=serve_static]

	Serve static files below a given point in the directory structure or
from locations inferred from the staticfiles finders.

To use, put a URL pattern such as::

from django.contrib.staticfiles import views

path('<path:path>', views.serve)





in your URLconf.

It uses the django.views.static.serve() view to serve the found files.






	
archivebox.misc.serve_static.parse_range_header(header, resource_size)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.parse_range_header#:~:text=parse_range_header]

	Parses a range header into a list of two-tuples (start, stop) where start
is the starting byte of the range (inclusive) and stop is the ending byte
position of the range (exclusive).
Returns None if the value of the header is not syntactically valid.
https://github.com/satchamo/django/commit/2ce75c5c4bee2a858c0214d136bfcd351fcde11d






	
class archivebox.misc.serve_static.RangedFileReader(file_like, start=0, stop=float('inf'), block_size=None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.RangedFileReader#:~:text=RangedFileReader]

	Wraps a file like object with an iterator that runs over part (or all) of
the file defined by start and stop. Blocks of block_size will be returned
from the starting position, up to, but not including the stop point.
https://github.com/satchamo/django/commit/2ce75c5c4bee2a858c0214d136bfcd351fcde11d

Initialization


	
block_size[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.RangedFileReader.block_size#:~:text=block_size]

	8192






	
__iter__()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.RangedFileReader.__iter__#:~:text=__iter__]

	




	
close()[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/serve_static.py#archivebox.misc.serve_static.RangedFileReader.close#:~:text=close]
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archivebox.misc.jsonl

JSONL (JSON Lines) utilities for ArchiveBox.

Provides functions for reading, writing, and processing typed JSONL records.
All CLI commands that accept stdin can read both plain URLs and typed JSONL.

CLI Pipeline:
archivebox crawl URL    -> {“type”: “Crawl”, “id”: “…”, “urls”: “…”, …}
archivebox snapshot     -> {“type”: “Snapshot”, “id”: “…”, “url”: “…”, …}
archivebox extract      -> {“type”: “ArchiveResult”, “id”: “…”, “snapshot_id”: “…”, …}

Typed JSONL Format:
{“type”: “Crawl”, “id”: “…”, “urls”: “…”, “max_depth”: 0, …}
{“type”: “Snapshot”, “id”: “…”, “url”: “https://example.com”, “title”: “…”, …}
{“type”: “ArchiveResult”, “id”: “…”, “snapshot_id”: “…”, “plugin”: “…”, …}
{“type”: “Tag”, “name”: “…”}

Plain URLs (also supported):
https://example.com
https://foo.com

Local filesystem paths and file:// URLs are intentionally not accepted here.
Pipe file contents through stdin instead of passing a path/URI as a crawl URL.


Module Contents


Functions



	parse_line

	Parse a single line of input as either JSONL or plain URL.



	read_stdin

	Read JSONL or plain URLs from stdin.



	read_file

	Read JSONL or plain URLs from a file.



	read_args_or_stdin

	Read from CLI arguments if provided, otherwise from stdin.



	write_record

	Write a single JSONL record to stdout (or provided stream).








Data



	TYPE_SNAPSHOT

	


	TYPE_ARCHIVERESULT

	


	TYPE_TAG

	


	TYPE_CRAWL

	


	TYPE_BINARYREQUEST

	


	TYPE_BINARY

	


	TYPE_PROCESS

	


	TYPE_MACHINE

	


	VALID_TYPES

	







API


	
archivebox.misc.jsonl.TYPE_SNAPSHOT[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.TYPE_SNAPSHOT#:~:text=TYPE_SNAPSHOT]

	‘Snapshot’






	
archivebox.misc.jsonl.TYPE_ARCHIVERESULT[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.TYPE_ARCHIVERESULT#:~:text=TYPE_ARCHIVERESULT]

	‘ArchiveResult’






	
archivebox.misc.jsonl.TYPE_TAG[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.TYPE_TAG#:~:text=TYPE_TAG]

	‘Tag’






	
archivebox.misc.jsonl.TYPE_CRAWL[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.TYPE_CRAWL#:~:text=TYPE_CRAWL]

	‘Crawl’






	
archivebox.misc.jsonl.TYPE_BINARYREQUEST[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.TYPE_BINARYREQUEST#:~:text=TYPE_BINARYREQUEST]

	‘BinaryRequest’






	
archivebox.misc.jsonl.TYPE_BINARY[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.TYPE_BINARY#:~:text=TYPE_BINARY]

	‘Binary’






	
archivebox.misc.jsonl.TYPE_PROCESS[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.TYPE_PROCESS#:~:text=TYPE_PROCESS]

	‘Process’






	
archivebox.misc.jsonl.TYPE_MACHINE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.TYPE_MACHINE#:~:text=TYPE_MACHINE]

	‘Machine’






	
archivebox.misc.jsonl.VALID_TYPES[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.VALID_TYPES#:~:text=VALID_TYPES]

	None






	
archivebox.misc.jsonl.parse_line(line: str) → dict[str, Any] | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.parse_line#:~:text=parse_line]

	Parse a single line of input as either JSONL or plain URL.

Returns a dict with at minimum {‘type’: ‘…’, ‘url’: ‘…’} or None if invalid.






	
archivebox.misc.jsonl.read_stdin(stream: TextIO | None = None) → collections.abc.Iterator[dict[str, Any]][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.read_stdin#:~:text=read_stdin]

	Read JSONL or plain URLs from stdin.

Yields parsed records as dicts.
Supports both JSONL format and plain URLs (one per line).






	
archivebox.misc.jsonl.read_file(path: pathlib.Path) → collections.abc.Iterator[dict[str, Any]][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.read_file#:~:text=read_file]

	Read JSONL or plain URLs from a file.

Yields parsed records as dicts.






	
archivebox.misc.jsonl.read_args_or_stdin(args: collections.abc.Iterable[str], stream: TextIO | None = None) → collections.abc.Iterator[dict[str, Any]][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.read_args_or_stdin#:~:text=read_args_or_stdin]

	Read from CLI arguments if provided, otherwise from stdin.

Handles both URLs and JSONL from either source.
Does not expand local file path arguments; pipe file contents via stdin.






	
archivebox.misc.jsonl.write_record(record: dict[str, Any], stream: TextIO | None = None) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/jsonl.py#archivebox.misc.jsonl.write_record#:~:text=write_record]

	Write a single JSONL record to stdout (or provided stream).
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archivebox.misc.monkey_patches


Module Contents


Classes



	ModifiedAccessLogGenerator

	Clutge workaround until daphne uses the Python logging framework. https://github.com/django/daphne/pull/473/files








Data



	SENSITIVE_QUERY_PARAM_RE

	







API


	
archivebox.misc.monkey_patches.SENSITIVE_QUERY_PARAM_RE[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/monkey_patches.py#archivebox.misc.monkey_patches.SENSITIVE_QUERY_PARAM_RE#:~:text=SENSITIVE_QUERY_PARAM_RE]

	‘compile(…)’






	
class archivebox.misc.monkey_patches.ModifiedAccessLogGenerator[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/monkey_patches.py#archivebox.misc.monkey_patches.ModifiedAccessLogGenerator#:~:text=ModifiedAccessLogGenerator]

	Bases: daphne.access.AccessLogGenerator

Clutge workaround until daphne uses the Python logging framework. https://github.com/django/daphne/pull/473/files


	
__call__(protocol, action, details)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/monkey_patches.py#archivebox.misc.monkey_patches.ModifiedAccessLogGenerator.__call__#:~:text=__call__]

	




	
write_entry(host, date, request, status=None, length=None, ident=None, user=None, time_taken=None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/monkey_patches.py#archivebox.misc.monkey_patches.ModifiedAccessLogGenerator.write_entry#:~:text=write_entry]
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archivebox.misc.hashing


Module Contents


Functions



	_cached_file_hash

	Internal function to calculate file hash with cache key based on path, size and mtime.



	hash_file

	Calculate SHA256 hash of a file with caching based on path, size and mtime.



	get_dir_hashes

	Calculate SHA256 hashes for all files and directories recursively.



	get_dir_entries

	Get filtered list of directory entries.



	get_dir_sizes

	Calculate sizes for all files and directories recursively.



	get_dir_info

	Get detailed information about directory contents including hashes and sizes.








API


	
archivebox.misc.hashing._cached_file_hash(filepath: str, size: int, mtime: float) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/hashing.py#archivebox.misc.hashing._cached_file_hash#:~:text=_cached_file_hash]

	Internal function to calculate file hash with cache key based on path, size and mtime.






	
archivebox.misc.hashing.hash_file(file_path: pathlib.Path, pwd: pathlib.Path | None = None) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/hashing.py#archivebox.misc.hashing.hash_file#:~:text=hash_file]

	Calculate SHA256 hash of a file with caching based on path, size and mtime.






	
archivebox.misc.hashing.get_dir_hashes(dir_path: pathlib.Path, pwd: pathlib.Path | None = None, filter_func: collections.abc.Callable | None = None, max_depth: int = -1) → dict[str, str][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/hashing.py#archivebox.misc.hashing.get_dir_hashes#:~:text=get_dir_hashes]

	Calculate SHA256 hashes for all files and directories recursively.






	
archivebox.misc.hashing.get_dir_entries(dir_path: pathlib.Path, pwd: pathlib.Path | None = None, recursive: bool = True, include_files: bool = True, include_dirs: bool = True, include_hidden: bool = False, filter_func: collections.abc.Callable | None = None, max_depth: int = -1) → tuple[str, ...][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/hashing.py#archivebox.misc.hashing.get_dir_entries#:~:text=get_dir_entries]

	Get filtered list of directory entries.






	
archivebox.misc.hashing.get_dir_sizes(dir_path: pathlib.Path, pwd: pathlib.Path | None = None, **kwargs) → dict[str, int][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/hashing.py#archivebox.misc.hashing.get_dir_sizes#:~:text=get_dir_sizes]

	Calculate sizes for all files and directories recursively.






	
archivebox.misc.hashing.get_dir_info(dir_path: pathlib.Path, pwd: pathlib.Path | None = None, filter_func: collections.abc.Callable | None = None, max_depth: int = -1) → dict[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/hashing.py#archivebox.misc.hashing.get_dir_info#:~:text=get_dir_info]

	Get detailed information about directory contents including hashes and sizes.
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archivebox.misc.util


Module Contents


Classes



	ExtendedEncoder

	Extended json serializer that supports serializing several model
fields and objects








Functions



	filter_queryset_by_uuid_substring

	Filter a queryset to UUID-column matches by prefix or suffix (case-insensitive).



	ts_to_date_str

	


	sanitize_extracted_url

	Trim quote garbage and dangling prose punctuation from an extracted URL candidate.



	validate_url_length

	


	validate_url

	


	parens_are_matched

	check that all parentheses in a string are balanced and nested properly



	fix_url_from_markdown

	cleanup a regex-parsed url that may contain dangling trailing parens from markdown link syntax
helpful to fix URLs parsed from markdown e.g.
input:  https://wikipedia.org/en/some_article_(Disambiguation).html?abc=def).somemoretext
result: https://wikipedia.org/en/some_article_(Disambiguation).html?abc=def



	split_comma_separated_urls

	


	find_all_urls

	


	parse_filesize_to_bytes

	Parse a byte count from an integer or human-readable string like 45mb or 2 GB.



	enforce_types

	Enforce function arg and kwarg types at runtime using its python3 type hints
Simpler version of pydantic @validate_call decorator



	docstring

	attach the given docstring to the decorated function



	parse_date

	Parse unix timestamps, iso format, and human-readable strings



	download_url

	Download the contents of a remote url and return the text



	ansi_to_html

	Based on: https://stackoverflow.com/questions/19212665/python-converting-ansi-color-codes-to-html
Simple way to render colored CLI stdout/stderr in HTML properly, Textual/rich is probably better though.



	to_json

	Serialize object to JSON string with extended type support








Data



	scheme

	


	without_scheme

	


	without_query

	


	without_fragment

	


	without_path

	


	path

	


	basename

	


	domain

	


	query

	


	fragment

	


	extension

	


	base_url

	


	urlencode

	


	urldecode

	


	htmlencode

	


	htmldecode

	


	COLOR_REGEX

	


	URL_REGEX

	


	MAX_URL_LENGTH

	


	QUOTE_DELIMITERS

	


	QUOTE_ENTITY_DELIMITERS

	


	URL_ENTITY_REPLACEMENTS

	


	FILESIZE_UNITS

	







API


	
archivebox.misc.util.filter_queryset_by_uuid_substring(queryset, slug: str, field: str = 'id')[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.filter_queryset_by_uuid_substring#:~:text=filter_queryset_by_uuid_substring]

	Filter a queryset to UUID-column matches by prefix or suffix (case-insensitive).

Avoids id__icontains (an unindexed full-table scan over the UUID column) by
stripping non-hex chars from slug and matching with istartswith /
iendswith. Returns an empty queryset for inputs with fewer than 8 hex chars
to avoid overly broad matches. A full 32-char hex string falls back to an
exact-equality lookup.






	
archivebox.misc.util.scheme[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.scheme#:~:text=scheme]

	None






	
archivebox.misc.util.without_scheme[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.without_scheme#:~:text=without_scheme]

	None






	
archivebox.misc.util.without_query[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.without_query#:~:text=without_query]

	None






	
archivebox.misc.util.without_fragment[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.without_fragment#:~:text=without_fragment]

	None






	
archivebox.misc.util.without_path[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.without_path#:~:text=without_path]

	None






	
archivebox.misc.util.path[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.path#:~:text=path]

	None






	
archivebox.misc.util.basename[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.basename#:~:text=basename]

	None






	
archivebox.misc.util.domain[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.domain#:~:text=domain]

	None






	
archivebox.misc.util.query[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.query#:~:text=query]

	None






	
archivebox.misc.util.fragment[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.fragment#:~:text=fragment]

	None






	
archivebox.misc.util.extension[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.extension#:~:text=extension]

	None






	
archivebox.misc.util.base_url[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.base_url#:~:text=base_url]

	None






	
archivebox.misc.util.urlencode[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.urlencode#:~:text=urlencode]

	None






	
archivebox.misc.util.urldecode[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.urldecode#:~:text=urldecode]

	None






	
archivebox.misc.util.htmlencode[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.htmlencode#:~:text=htmlencode]

	None






	
archivebox.misc.util.htmldecode[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.htmldecode#:~:text=htmldecode]

	None






	
archivebox.misc.util.ts_to_date_str(ts: Any) → str | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.ts_to_date_str#:~:text=ts_to_date_str]

	




	
archivebox.misc.util.COLOR_REGEX[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.COLOR_REGEX#:~:text=COLOR_REGEX]

	‘compile(…)’






	
archivebox.misc.util.URL_REGEX[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.URL_REGEX#:~:text=URL_REGEX]

	‘compile(…)’






	
archivebox.misc.util.MAX_URL_LENGTH[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.MAX_URL_LENGTH#:~:text=MAX_URL_LENGTH]

	65535






	
archivebox.misc.util.QUOTE_DELIMITERS[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.QUOTE_DELIMITERS#:~:text=QUOTE_DELIMITERS]

	(‘”’, “’”, ‘`’, ‘“’, ‘”’, ‘‘’, ‘’’)






	
archivebox.misc.util.QUOTE_ENTITY_DELIMITERS[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.QUOTE_ENTITY_DELIMITERS#:~:text=QUOTE_ENTITY_DELIMITERS]

	(‘”’, ‘”’, ‘”’, ‘’’, ‘’’, ‘’’)






	
archivebox.misc.util.URL_ENTITY_REPLACEMENTS[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.URL_ENTITY_REPLACEMENTS#:~:text=URL_ENTITY_REPLACEMENTS]

	((’&’, ‘&’), (’&’, ‘&’), (’&’, ‘&’))






	
archivebox.misc.util.FILESIZE_UNITS: dict[str, int][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.FILESIZE_UNITS#:~:text=FILESIZE_UNITS]

	None






	
archivebox.misc.util.sanitize_extracted_url(url: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.sanitize_extracted_url#:~:text=sanitize_extracted_url]

	Trim quote garbage and dangling prose punctuation from an extracted URL candidate.






	
archivebox.misc.util.validate_url_length(url: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.validate_url_length#:~:text=validate_url_length]

	




	
archivebox.misc.util.validate_url(url: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.validate_url#:~:text=validate_url]

	




	
archivebox.misc.util.parens_are_matched(string: str, open_char='(', close_char=')')[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.parens_are_matched#:~:text=parens_are_matched]

	check that all parentheses in a string are balanced and nested properly






	
archivebox.misc.util.fix_url_from_markdown(url_str: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.fix_url_from_markdown#:~:text=fix_url_from_markdown]

	cleanup a regex-parsed url that may contain dangling trailing parens from markdown link syntax
helpful to fix URLs parsed from markdown e.g.
input:  https://wikipedia.org/en/some_article_(Disambiguation).html?abc=def).somemoretext
result: https://wikipedia.org/en/some_article_(Disambiguation).html?abc=def

IMPORTANT ASSUMPTION: valid urls wont have unbalanced or incorrectly nested parentheses
e.g. this will fail the user actually wants to ingest a url like ‘https://example.com/some_wei)(rd_url’
in that case it will return https://example.com/some_wei (truncated up to the first unbalanced paren)
This assumption is true 99.9999% of the time, and for the rare edge case the user can use url_list parser.






	
archivebox.misc.util.split_comma_separated_urls(url: str)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.split_comma_separated_urls#:~:text=split_comma_separated_urls]

	




	
archivebox.misc.util.find_all_urls(urls_str: str)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.find_all_urls#:~:text=find_all_urls]

	




	
archivebox.misc.util.parse_filesize_to_bytes(value: str | int | float | None) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.parse_filesize_to_bytes#:~:text=parse_filesize_to_bytes]

	Parse a byte count from an integer or human-readable string like 45mb or 2 GB.






	
archivebox.misc.util.enforce_types(func)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.enforce_types#:~:text=enforce_types]

	Enforce function arg and kwarg types at runtime using its python3 type hints
Simpler version of pydantic @validate_call decorator






	
archivebox.misc.util.docstring(text: str | None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.docstring#:~:text=docstring]

	attach the given docstring to the decorated function






	
archivebox.misc.util.parse_date(date: Any) → datetime.datetime | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.parse_date#:~:text=parse_date]

	Parse unix timestamps, iso format, and human-readable strings






	
archivebox.misc.util.download_url(url: str, timeout: int | None = None, config=None, **config_kwargs) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.download_url#:~:text=download_url]

	Download the contents of a remote url and return the text






	
archivebox.misc.util.ansi_to_html(text: str) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.ansi_to_html#:~:text=ansi_to_html]

	Based on: https://stackoverflow.com/questions/19212665/python-converting-ansi-color-codes-to-html
Simple way to render colored CLI stdout/stderr in HTML properly, Textual/rich is probably better though.






	
class archivebox.misc.util.ExtendedEncoder(*, skipkeys=False, ensure_ascii=True, check_circular=True, allow_nan=True, sort_keys=False, indent=None, separators=None, default=None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.ExtendedEncoder#:~:text=ExtendedEncoder]

	Bases: json.JSONEncoder

Extended json serializer that supports serializing several model
fields and objects

Initialization

Constructor for JSONEncoder, with sensible defaults.

If skipkeys is false, then it is a TypeError to attempt
encoding of keys that are not str, int, float, bool or None.
If skipkeys is True, such items are simply skipped.

If ensure_ascii is true, the output is guaranteed to be str
objects with all incoming non-ASCII characters escaped.  If
ensure_ascii is false, the output can contain non-ASCII characters.

If check_circular is true, then lists, dicts, and custom encoded
objects will be checked for circular references during encoding to
prevent an infinite recursion (which would cause an RecursionError).
Otherwise, no such check takes place.

If allow_nan is true, then NaN, Infinity, and -Infinity will be
encoded as such.  This behavior is not JSON specification compliant,
but is consistent with most JavaScript based encoders and decoders.
Otherwise, it will be a ValueError to encode such floats.

If sort_keys is true, then the output of dictionaries will be
sorted by key; this is useful for regression tests to ensure
that JSON serializations can be compared on a day-to-day basis.

If indent is a non-negative integer, then JSON array
elements and object members will be pretty-printed with that
indent level.  An indent level of 0 will only insert newlines.
None is the most compact representation.

If specified, separators should be an (item_separator, key_separator)
tuple.  The default is (’, ‘, ‘: ‘) if indent is None and
(‘,’, ‘: ‘) otherwise.  To get the most compact JSON representation,
you should specify (‘,’, ‘:’) to eliminate whitespace.

If specified, default is a function that gets called for objects
that can’t otherwise be serialized.  It should return a JSON encodable
version of the object or raise a TypeError.


	
default(o)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.ExtendedEncoder.default#:~:text=default]

	








	
archivebox.misc.util.to_json(obj: Any, indent: int | None = 4, sort_keys: bool = True) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/misc/util.py#archivebox.misc.util.to_json#:~:text=to_json]

	Serialize object to JSON string with extended type support
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archivebox.cli


Submodules



	archivebox.cli.archivebox_remove

	archivebox.cli.archivebox_crawl

	archivebox.cli.archivebox_schedule

	archivebox.cli.archivebox_search

	archivebox.cli.archivebox_run

	archivebox.cli.archivebox_help

	archivebox.cli.archivebox_binary

	archivebox.cli.archivebox_update

	archivebox.cli.archivebox_machine

	archivebox.cli.archivebox_shell

	archivebox.cli.archivebox_persona

	archivebox.cli.archivebox_mcp

	archivebox.cli.archivebox_version

	archivebox.cli.archivebox_config

	archivebox.cli.archivebox_init

	archivebox.cli.archivebox_archiveresult

	archivebox.cli.archivebox_extract

	archivebox.cli.archivebox_manage

	archivebox.cli.archivebox_process

	archivebox.cli.archivebox_status

	archivebox.cli.archivebox_install

	archivebox.cli.archivebox_snapshot

	archivebox.cli.archivebox_server

	archivebox.cli.archivebox_add

	archivebox.cli.archivebox_pluginmap

	archivebox.cli.cli_util

	archivebox.cli.archivebox_tag

	archivebox.cli.archivebox_list







Package Contents


Classes



	ArchiveBoxGroup

	lazy loading click group for archivebox commands








Functions



	cli

	ArchiveBox: The self-hosted internet archive



	main

	







Data



	__command__

	


	STDERR

	







API


	
archivebox.cli.__command__[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.__command__#:~:text=__command__]

	‘archivebox’






	
archivebox.cli.STDERR[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.STDERR#:~:text=STDERR]

	‘Console(…)’






	
class archivebox.cli.ArchiveBoxGroup[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup#:~:text=ArchiveBoxGroup]

	Bases: rich_click.Group

lazy loading click group for archivebox commands


	
meta_commands[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup.meta_commands#:~:text=meta_commands]

	None






	
setup_commands[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup.setup_commands#:~:text=setup_commands]

	None






	
model_commands[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup.model_commands#:~:text=model_commands]

	None






	
archive_commands[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup.archive_commands#:~:text=archive_commands]

	None






	
all_subcommands[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup.all_subcommands#:~:text=all_subcommands]

	None






	
renamed_commands[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup.renamed_commands#:~:text=renamed_commands]

	None






	
classmethod get_canonical_name(cmd_name)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup.get_canonical_name#:~:text=get_canonical_name]

	




	
classmethod _needs_django_for_lazy_import(cmd_name: str) → bool[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup._needs_django_for_lazy_import#:~:text=_needs_django_for_lazy_import]

	




	
classmethod _setup_django_for_lazy_import(cmd_name: str) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup._setup_django_for_lazy_import#:~:text=_setup_django_for_lazy_import]

	




	
get_command(ctx, cmd_name)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup.get_command#:~:text=get_command]

	




	
classmethod _lazy_load(cmd_name_or_path)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.ArchiveBoxGroup._lazy_load#:~:text=_lazy_load]

	








	
archivebox.cli.cli(ctx, help=False)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.cli#:~:text=cli]

	ArchiveBox: The self-hosted internet archive






	
archivebox.cli.main(args=None, prog_name=None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/__init__.py#archivebox.cli.main#:~:text=main]
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archivebox.cli.archivebox_remove


Module Contents


Functions



	remove

	Remove the specified URLs from the archive



	main

	Remove the specified URLs from the archive








Data



	__command__

	







API


	
archivebox.cli.archivebox_remove.__command__[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_remove.py#archivebox.cli.archivebox_remove.__command__#:~:text=__command__]

	‘archivebox remove’






	
archivebox.cli.archivebox_remove.remove(filter_patterns: collections.abc.Iterable[str] = (), filter_type: str = 'exact', snapshots: django.db.models.QuerySet | None = None, after: float | None = None, before: float | None = None, yes: bool = False, out_dir: pathlib.Path = CONSTANTS.DATA_DIR, timeout: float | None = None, **kwargs) → dict[str, object][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_remove.py#archivebox.cli.archivebox_remove.remove#:~:text=remove]

	Remove the specified URLs from the archive






	
archivebox.cli.archivebox_remove.main(**kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_remove.py#archivebox.cli.archivebox_remove.main#:~:text=main]

	Remove the specified URLs from the archive
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archivebox.cli.archivebox_schedule


Module Contents


Functions



	schedule

	Manage database-backed scheduled crawls processed by the crawl runner.



	main

	Manage database-backed scheduled crawls processed by the crawl runner.








API


	
archivebox.cli.archivebox_schedule.schedule(add: bool = False, show: bool = False, clear: bool = False, foreground: bool = False, run_all: bool = False, quiet: bool = False, every: str | None = None, tag: str = '', depth: int | str = 0, import_path: str | None = None, config: dict[str, object] | None = None)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_schedule.py#archivebox.cli.archivebox_schedule.schedule#:~:text=schedule]

	Manage database-backed scheduled crawls processed by the crawl runner.






	
archivebox.cli.archivebox_schedule.main(**kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_schedule.py#archivebox.cli.archivebox_schedule.main#:~:text=main]

	Manage database-backed scheduled crawls processed by the crawl runner.
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archivebox.cli.archivebox_search


Module Contents


Data



	__command__

	







API


	
archivebox.cli.archivebox_search.__command__[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_search.py#archivebox.cli.archivebox_search.__command__#:~:text=__command__]

	‘archivebox search’
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archivebox.cli.archivebox_run

archivebox run [–daemon] [–crawl-id=…] [–snapshot-id=…] [–binary-id=…]

Unified command for processing queued work on the shared abx-dl bus.

Modes:
- With stdin JSONL: Process piped records, exit when complete
- Without stdin (TTY): Run the background runner in foreground until killed
- –crawl-id: Run the crawl runner for a specific crawl only
- –snapshot-id: Run a specific snapshot through its parent crawl
- –binary-id: Emit a BinaryRequestEvent for a specific Binary row

Examples:
# Run the background runner in foreground
archivebox run

# Run as daemon (don't exit on idle)
archivebox run --daemon

# Process specific records (pipe any JSONL type, exits when done)
archivebox snapshot list --status=queued | archivebox run
archivebox archiveresult list --status=failed | archivebox run
archivebox crawl list --status=queued | archivebox run

# Mixed types work too
cat mixed_records.jsonl | archivebox run

# Run the crawl runner for a specific crawl
archivebox run --crawl-id=019b7e90-04d0-73ed-adec-aad9cfcd863e

# Run one snapshot from an existing crawl
archivebox run --snapshot-id=019b7e90-5a8e-712c-9877-2c70eebe80ad

# Run one queued binary install directly on the bus
archivebox run --binary-id=019b7e90-5a8e-712c-9877-2c70eebe80ad






Module Contents


Functions



	_exit_daemon_runner_on_signal

	


	process_stdin_records

	Process JSONL records from stdin.



	run_runner

	Run the background runner loop.



	main

	Process queued work.



	run_snapshot_worker

	







Data



	__command__

	


	RUNNER_DAEMON_ENV

	







API


	
archivebox.cli.archivebox_run.__command__[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_run.py#archivebox.cli.archivebox_run.__command__#:~:text=__command__]

	‘archivebox run’






	
archivebox.cli.archivebox_run.RUNNER_DAEMON_ENV[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_run.py#archivebox.cli.archivebox_run.RUNNER_DAEMON_ENV#:~:text=RUNNER_DAEMON_ENV]

	‘ARCHIVEBOX_RUNNER_DAEMON’






	
archivebox.cli.archivebox_run._exit_daemon_runner_on_signal(sig: signal.Signals) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_run.py#archivebox.cli.archivebox_run._exit_daemon_runner_on_signal#:~:text=_exit_daemon_runner_on_signal]

	




	
archivebox.cli.archivebox_run.process_stdin_records() → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_run.py#archivebox.cli.archivebox_run.process_stdin_records#:~:text=process_stdin_records]

	Process JSONL records from stdin.

Create-or-update behavior:


	Records WITHOUT id: Create via Model.from_json(), then queue


	Records WITH id: Lookup existing, re-queue for processing




Outputs JSONL of all processed records (for chaining).

Handles any record type: Crawl, Snapshot, ArchiveResult.
Auto-cascades: Crawl → Snapshots → ArchiveResults.

Returns exit code (0 = success, 1 = error).






	
archivebox.cli.archivebox_run.run_runner(daemon: bool = False, crawl_id: str | None = None, maintenance_only: bool = False, maintenance_batch_size: int | None = None) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_run.py#archivebox.cli.archivebox_run.run_runner#:~:text=run_runner]

	Run the background runner loop.

Args:
daemon: Run forever (don’t exit when idle)

Returns exit code (0 = success, 1 = error).






	
archivebox.cli.archivebox_run.main(daemon: bool, crawl_id: str, snapshot_id: str, binary_id: str, maintenance_only: bool, maintenance_batch_size: int | None, no_stdin: bool)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_run.py#archivebox.cli.archivebox_run.main#:~:text=main]

	Process queued work.

Modes:


	No args + stdin piped: Process piped JSONL records


	No args + TTY: Run the crawl runner for all work


	–crawl-id: Run the crawl runner for that crawl only


	–snapshot-id: Run one snapshot through its crawl only


	–binary-id: Run one queued binary install directly on the bus









	
archivebox.cli.archivebox_run.run_snapshot_worker(snapshot_id: str) → int[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_run.py#archivebox.cli.archivebox_run.run_snapshot_worker#:~:text=run_snapshot_worker]
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archivebox.cli.archivebox_help


Module Contents


Functions



	_command_doc

	


	help

	Print the ArchiveBox help message and usage



	main

	Print the ArchiveBox help message and usage








Data



	__command__

	







API


	
archivebox.cli.archivebox_help.__command__[source] [https://github.com/search?type=code&q=repo%3AArchiveBox%2FArchiveBox%20archivebox%20cli%20archivebox_help%20__command__]

	‘archivebox help’






	
archivebox.cli.archivebox_help._command_doc(cmd: str, import_path: str) → str[source] [https://github.com/search?type=code&q=repo%3AArchiveBox%2FArchiveBox%20archivebox%20cli%20archivebox_help%20_command_doc]

	




	
archivebox.cli.archivebox_help.help() → None[source] [https://github.com/search?type=code&q=repo%3AArchiveBox%2FArchiveBox%20archivebox%20cli%20archivebox_help%20help]

	Print the ArchiveBox help message and usage






	
archivebox.cli.archivebox_help.main(**kwargs)[source] [https://github.com/search?type=code&q=repo%3AArchiveBox%2FArchiveBox%20archivebox%20cli%20archivebox_help%20main]

	Print the ArchiveBox help message and usage
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archivebox.cli.archivebox_binary

archivebox binary  [args…] [–filters]
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archivebox.cli.archivebox_update


Module Contents


Functions



	_get_snapshot_crawl

	


	_get_search_indexing_plugins

	


	_build_filtered_snapshots_queryset

	


	reindex_snapshots

	


	update

	Update snapshots: migrate old dirs, reconcile DB, and re-queue for archiving.



	drain_old_archive_dirs

	Drain old archive/ directories (0.8.x → 0.9.x migration).



	process_all_db_snapshots

	O(n) scan over entire DB from most recent to least recent.



	process_filtered_snapshots

	Process snapshots matching filters (DB query only).



	print_stats

	Print statistics for filtered mode.



	print_combined_stats

	Print statistics for full mode.



	print_index_stats

	


	main

	







API


	
archivebox.cli.archivebox_update._get_snapshot_crawl(snapshot: archivebox.core.models.Snapshot) → archivebox.crawls.models.Crawl | None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update._get_snapshot_crawl#:~:text=_get_snapshot_crawl]

	




	
archivebox.cli.archivebox_update._get_search_indexing_plugins() → list[str][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update._get_search_indexing_plugins#:~:text=_get_search_indexing_plugins]

	




	
archivebox.cli.archivebox_update._build_filtered_snapshots_queryset(**kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update._build_filtered_snapshots_queryset#:~:text=_build_filtered_snapshots_queryset]

	




	
archivebox.cli.archivebox_update.reindex_snapshots(snapshots: django.db.models.QuerySet[archivebox.core.models.Snapshot, archivebox.core.models.Snapshot], *, search_plugins: list[str], batch_size: int, collect_ids: bool = False, wait_for_turn=None) → dict[str, Any][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update.reindex_snapshots#:~:text=reindex_snapshots]

	




	
archivebox.cli.archivebox_update.update(filter_patterns: collections.abc.Iterable[str] = (), filter_type: str = 'exact', status: str | None = None, url__icontains: str | None = None, url__istartswith: str | None = None, tag: str | None = None, crawl_id: str | None = None, limit: int | None = None, sort: str | None = None, search: str | None = None, before: float | None = None, after: float | None = None, resume: str | None = None, batch_size: int = 500, continuous: bool = False, index_only: bool = False, migrate_only: bool = False, stop_daemon_stack: bool = True) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update.update#:~:text=update]

	Update snapshots: migrate old dirs, reconcile DB, and re-queue for archiving.

Three-phase operation (without filters):


	Phase 1: Drain old archive/ dirs by moving to new fs location (0.8.x → 0.9.x)


	Phase 2: O(n) scan over entire DB from most recent to least recent


	No orphan scans needed (trust 1:1 mapping between DB and filesystem after phase 1)




With filters: Only phase 2 (DB query), no filesystem operations.
Without filters: All phases (full update).






	
archivebox.cli.archivebox_update.drain_old_archive_dirs(resume_from: str | None = None, batch_size: int = 500) → dict[str, int][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update.drain_old_archive_dirs#:~:text=drain_old_archive_dirs]

	Drain old archive/ directories (0.8.x → 0.9.x migration).

Only processes real directories (skips symlinks - those are already migrated).
For each old dir found in archive/:


	Load or create DB snapshot


	Trigger fs migration on save() to move to data/archive/users/{user}/…


	Leave symlink in archive/ pointing to new location




After this drains, archive/ should only contain symlinks and we can trust
1:1 mapping between DB and filesystem.






	
archivebox.cli.archivebox_update.process_all_db_snapshots(batch_size: int = 500, resume: str | None = None, wait_for_turn=None) → dict[str, int][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update.process_all_db_snapshots#:~:text=process_all_db_snapshots]

	O(n) scan over entire DB from most recent to least recent.

For each snapshot:


	Reconcile index.json with DB (merge titles, tags, archive results)


	Mark migrated snapshots sealed unless explicitly re-queued elsewhere




No orphan detection needed - we trust 1:1 mapping between DB and filesystem
after Phase 1 has drained all old archive/ directories.






	
archivebox.cli.archivebox_update.process_filtered_snapshots(filter_patterns: collections.abc.Iterable[str], filter_type: str, status: str | None, url__icontains: str | None, url__istartswith: str | None, tag: str | None, crawl_id: str | None, limit: int | None, sort: str | None, search: str | None, before: float | None, after: float | None, resume: str | None, batch_size: int, queue_for_archiving: bool = True, wait_for_turn=None) → dict[str, Any][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update.process_filtered_snapshots#:~:text=process_filtered_snapshots]

	Process snapshots matching filters (DB query only).






	
archivebox.cli.archivebox_update.print_stats(stats: dict)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update.print_stats#:~:text=print_stats]

	Print statistics for filtered mode.






	
archivebox.cli.archivebox_update.print_combined_stats(stats_combined: dict)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update.print_combined_stats#:~:text=print_combined_stats]

	Print statistics for full mode.






	
archivebox.cli.archivebox_update.print_index_stats(stats: dict[str, Any]) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update.print_index_stats#:~:text=print_index_stats]

	




	
archivebox.cli.archivebox_update.main(**kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_update.py#archivebox.cli.archivebox_update.main#:~:text=main]
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archivebox machine  [–filters]
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archivebox.cli.archivebox_shell


Module Contents


Functions



	shell

	Enter an interactive ArchiveBox Django shell



	main

	







API


	
archivebox.cli.archivebox_shell.shell(args: collections.abc.Iterable[str] = ()) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_shell.py#archivebox.cli.archivebox_shell.shell#:~:text=shell]

	Enter an interactive ArchiveBox Django shell






	
archivebox.cli.archivebox_shell.main(args: collections.abc.Iterable[str] = ()) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_shell.py#archivebox.cli.archivebox_shell.main#:~:text=main]
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archivebox.cli.archivebox_persona

archivebox persona  [args…] [–filters]
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archivebox.cli.archivebox_mcp

archivebox mcp

Start the Model Context Protocol (MCP) server in stdio mode.
Exposes all ArchiveBox CLI commands as MCP tools for AI agents.


Module Contents


Functions



	mcp

	Start the MCP server in stdio mode for AI agent control.



	main

	Start the MCP server in stdio mode








Data



	__command__

	







API


	
archivebox.cli.archivebox_mcp.__command__[source] [https://github.com/search?type=code&q=repo%3AArchiveBox%2FArchiveBox%20archivebox%20cli%20archivebox_mcp%20__command__]

	‘archivebox mcp’






	
archivebox.cli.archivebox_mcp.mcp()[source] [https://github.com/search?type=code&q=repo%3AArchiveBox%2FArchiveBox%20archivebox%20cli%20archivebox_mcp%20mcp]

	Start the MCP server in stdio mode for AI agent control.

The MCP (Model Context Protocol) server exposes all ArchiveBox CLI commands
as tools that AI agents can discover and execute. It communicates via JSON-RPC
2.0 over stdin/stdout.

Example usage with an MCP client:
archivebox mcp < requests.jsonl > responses.jsonl

Or interactively:
archivebox mcp
{“jsonrpc”:”2.0”,”id”:1,”method”:”initialize”,”params”:{}}
{“jsonrpc”:”2.0”,”id”:2,”method”:”tools/list”,”params”:{}}






	
archivebox.cli.archivebox_mcp.main(**kwargs)[source] [https://github.com/search?type=code&q=repo%3AArchiveBox%2FArchiveBox%20archivebox%20cli%20archivebox_mcp%20main]

	Start the MCP server in stdio mode
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archivebox.cli.archivebox_version


Module Contents


Functions



	_format_binary_abspath

	


	_render_binary_abspath

	


	version

	Print the ArchiveBox version, debug metadata, and installed dependency versions



	main

	







API


	
archivebox.cli.archivebox_version._format_binary_abspath(abspath: str, *, pwd: pathlib.Path, lib_dir: pathlib.Path, personas_dir: pathlib.Path, home: pathlib.Path) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_version.py#archivebox.cli.archivebox_version._format_binary_abspath#:~:text=_format_binary_abspath]

	




	
archivebox.cli.archivebox_version._render_binary_abspath(abspath: str)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_version.py#archivebox.cli.archivebox_version._render_binary_abspath#:~:text=_render_binary_abspath]

	




	
archivebox.cli.archivebox_version.version(quiet: bool = False, binaries: collections.abc.Iterable[str] = ()) → list[str][source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_version.py#archivebox.cli.archivebox_version.version#:~:text=version]

	Print the ArchiveBox version, debug metadata, and installed dependency versions






	
archivebox.cli.archivebox_version.main(**kwargs)[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_version.py#archivebox.cli.archivebox_version.main#:~:text=main]
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archivebox.cli.archivebox_config


Module Contents


Functions



	_format_toml

	


	config

	Get and set your ArchiveBox project configuration values



	main

	







API


	
archivebox.cli.archivebox_config._format_toml(config: dict) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_config.py#archivebox.cli.archivebox_config._format_toml#:~:text=_format_toml]

	




	
archivebox.cli.archivebox_config.config(*keys, get: bool = False, set: bool = False, search: bool = False, reset: bool = False, **kwargs) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_config.py#archivebox.cli.archivebox_config.config#:~:text=config]

	Get and set your ArchiveBox project configuration values






	
archivebox.cli.archivebox_config.main(**kwargs) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_config.py#archivebox.cli.archivebox_config.main#:~:text=main]
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archivebox.cli.archivebox_init


Module Contents


Functions



	_display_data_path

	


	init

	Initialize a new ArchiveBox collection in the current directory



	main

	







API


	
archivebox.cli.archivebox_init._display_data_path(path: pathlib.Path, data_dir: pathlib.Path) → str[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_init.py#archivebox.cli.archivebox_init._display_data_path#:~:text=_display_data_path]

	




	
archivebox.cli.archivebox_init.init(force: bool = False, quick: bool = False, install: bool = False) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_init.py#archivebox.cli.archivebox_init.init#:~:text=init]

	Initialize a new ArchiveBox collection in the current directory






	
archivebox.cli.archivebox_init.main(**kwargs) → None[source] [https://github.com/ArchiveBox/ArchiveBox/blob/v0.9.35rc15/archivebox/cli/archivebox_init.py#archivebox.cli.archivebox_init.main#:~:text=main]
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archivebox archiveresult  [args…] [–filters]
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archivebox.cli.archivebox_extract

archivebox extract [snapshot_ids…] [–plugins=NAMES]

Run plugins on Snapshots. Accepts snapshot IDs as arguments, from stdin, or via JSONL.

Input formats:
- Snapshot UUIDs (one per line)
- JSONL: {“type”: “Snapshot”, “id”: “…”, “url”: “…”}
- JSONL: {“type”: “ArchiveResult”, “snapshot_id”: “…”, “plugin”: “